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Abstract

We present a stochastic programming approach to capacity planning under demand uncertainty

in semiconductor manufacturing. Given multiple demand scenarios together with associated prob-

abilities, our aim is to identify a set of tools that is a good compromise for all these scenarios. More

precisely, we formulate a mixed-integer program in which expected value of the unmet demand

is minimized subject to capacity and budget constraints. This is a difficult two-stage stochastic

mixed-integer program which can not be solved to optimality in a reasonable amount of time. We

instead propose a heuristic that can produce near-optimal solutions. Our heuristic strengthens

the linear programming relaxation of the formulation with cutting planes and performs limited

enumeration. Analyses of the results in some real-life situations are also presented.
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1 Introduction

In the semiconductor industry, the determination of the number of manufacturing tools

needed to manufacture forecasted product demands, is particularly difficult because of

its sensitivity to product mix, the uncertainty in future demand, the long lead time for

obtaining tools and large tool costs. Tools used in the manufacturing process are highly

customized and made to order with delivery lead times up to 18 months and costs ranging

from below $1 million to over $13 million. The total capital investment for a plant is

typically several billion dollars. The product demand is highly volatile and therefore it

is difficult to predict the demand profile for the mix of products over several months or

years. Planning for a single demand profile can result in a large gap between planned

and needed capacity when the actual demand materializes. Our goal in this paper is

to explore a stochastic programming approach to produce a tool set that is robust with

respect to demand uncertainty. To achieve this, we consider multiple demand scenarios

instead of a single one. We associate a probability with each scenario and formulate a

mixed-integer programming model in which the expected value of the unmet demand is

minimized subject to capacity and budget constraints. We solve the resulting two-stage

stochastic mixed-integer program to near-optimality using a heuristic based on cutting

planes and limited enumeration.

Capacity planning in the semiconductor industry is typically implemented using

spreadsheets [3, 16, 19] or when considerations of cycle time are important, using discrete-

event simulation [22]. These methods do not involve the application of optimization tech-

niques and require multiple runs to find a solution which may effectively use the tools to

“maximize” profit, revenue or throughput. Linear programming based techniques have

been applied to this problem. Leachman [12] presents several models for production plan-

ning problems. Yang [23] describes a method for planning tool purchases and product mix

to maximize throughput subject to space constraints in the lithography area of a semi-

conductor line. Bermon and Hood [4] present a method that 1) given a specified tool set,

finds the optimal mix of products to maximize profit when product volumes are allowed

to vary within an acceptable production range or 2) calculates the minimum number of

tools required to manufacture a specified demand. The formulation deals with parallel,

unrelated tool groups that may perform the same operation at different rates and cap-

tures the preferential order in which to use such tool groups. This linear programming
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based system, called the Capacity Optimization Planning System (CAPS), has been the

primary decision support system for capacity planning at IBM’s largest semiconductor

manufacturing line since 1996. Our work extends this system.

In all of the methods described above, the input consists of a single demand profile.

In this paper we describe a method using stochastic integer programming that finds a tool

set that performs well across a range of scenarios. We call our decision support system

the Stochastic Capacity Optimization System (SCAPS). A version of this work, oriented

for an audience with no background in optimization, has been presented in [9]. A similar

model has been studied in [21]. We present four different solution methods, two of them

are similar to the ones given in [21]. In addition we test our approach with real-world

data. A simpler version of this model is also studied in [20]. A related model, although

for a single period, also appears in [15]. Also see [1] for related work on capacity planning

under uncertainty.

Planning under uncertainty goes back to the early 1950s, see [6] where a model for

aircraft assignment under uncertainty is studied. Capacity planning under uncertainty

has been studied in a variety of areas. See [14, 18] for heavy process industries; [11] for

communications networks; [5] for automobile industries; and [17] for electronic goods.

The paper is organized as follows: In Sections 2 and 3 we describe the manufacturing

process and how it influences the model; in Section 4 we present our stochastic integer

programming model; in Section 5 we describe the generation of data; in Section 6 we

present the solution approach; and in Section 7 we analyze the results.

2 The Manufacturing Process

Semiconductor integrated circuit manufacturing requires hundreds of process steps per-

formed by several hundred unique tool groups and involving tolerances of significantly

less than one ten-thousandth of a millimeter. Hundreds to thousands of identical circuit

patterns, i.e., chips, requiring up to 25 patterned layers, are built on a single silicon wafer

substrate of 5 to 12 inches diameter. The process flow through the manufacturing line is

termed reentrant since each layer is built using the same or similar processes, with wafers

returning to the same tools a number of times.

The 8 major processing areas are chemical clean, oxidation, photo-lithography,
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plasma/chemical etch, ion implant, chemical-mechanical polishing planarization, metal/

insulator deposition, and anneal (heat treatment). Initially a cleaned silicon wafer is ex-

posed to oxygen in a furnace in order to form a layer of silicon dioxide on its surface.

An additional nitride insulating layer on top of the oxide is grown by chemical vapor

deposition. A film (the photo-resist layer) is deposited on the oxide/nitride surface and

exposed to ultraviolet light through a very-high resolution patterned mask. The areas that

have been exposed to the light undergo a chemical transformation that allows them to be

washed away in a chemical solvent called the developer. The uncovered oxide/nitride layer

is then etched away to expose the silicon surface beneath. Charged impurity atoms or ions,

called dopants, are then implanted by acceleration in an intense electric field through the

“windows” in the thick oxide/nitride film into the otherwise insulating silicon surface to

form conducting regions. In these regions electrical current may be carried by negative

charges (n-type regions) or by positive charges (p-type regions) depending on the type

of dopant. Such heavily-doped implanted areas are used to form the source and drain

regions of a metal-oxide-semiconductor transistor. The source and drain are separated by

a thin, lightly-doped region of opposite polarity, above which, photo-resist patterning is

used to form a very thin oxide layer. This region becomes the gate or channel region of

the transistor. Metal-layer contacts or electrodes are then deposited onto these source,

insulated-gate, and drain regions to complete the transistor. With a voltage applied be-

tween the source and drain, but no voltage applied to the gate, the transistor is normally

off. When a small voltage is applied to the gate, however, electrical current flows between

the source and drain, thus providing for the transistor amplifying and switching action.

Repeated oxidation, masking, etching, implanting, and metal deposition steps are

used to form the “front-end” layers of the wafer that contain all the active devices. When

this is completed, the individual devices are interconnected by a system of fine metal lines

and vias (vertical conducting plugs between metal lines on different layers) using a series

of photo-resist-patterned metal and insulator deposition and etching steps. Up to eight

layers of such metal interconnect layers are employed with metal line widths as small as

0.25 microns (a human hair is 100 microns in diameter).

Following the patterning of the last metal layer, the wafer is covered by a final

dielectric layer for passivation (prevention of chemical reaction with the environment)

with openings etched in this film for making electrical contacts. The wafer is then diced

into individual chips, each of which is assembled into a module which provides for the
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attachment of wire bonds to the chip. Modules undergo heat treatment stressing (burn-

in) and final electrical test before shipping.

3 Model Considerations Influenced by The Manufacturing

Process

The IBM semiconductor manufacturing line that we study in this paper can process up

to 50 different product families (a collection of products with the same routing on the

line), each of which require between 400 and 600 process steps in sequence for a total

of approximately 25,000 separate operations. For capacity planning purposes, we ignore

the sequence that these operations should follow for a particular product. Many of the

operations on a given product are actually the same type of operation repeated many

times on the same tool group - such as photo-resist patterning on different levels. The

number of times a part visits the same tool to undergo the same type of operation is

called the number of passes for that operation for that product. Note that the same type

of operation may also be performed on different products. By aggregating such similar

operations within a single product, as well as across products, it is possible to reduce the

number of distinct operations by an order of magnitude. This reduces the size of the model

described in Section 4. To this end, we define a bill-of-materials (BOM) for each product,

which comprises the number of passes of each type of distinct operation (hereafter simply

referred to as an operation) utilized by the product.

As wafers progress through the line, a certain fraction is lost due to breakage and

problems in processing. In our model, the BOM parameter incorporates a yield factor

that accounts for this wafer yield loss. That is, for every operation and product, this

parameter is used to convert the primary decision variable of wafers per day that enter

the production line to wafers per day that each tool actually processes. The BOM would

usually be constant over time, but because of the yield factor, which generally improves

over time, it is time dependent. The yield factors are obtained statistically and are quite

reliable. These are on the order of 0.98-0.99.

It is important to understand that the requirements placed on the manufacturing

line’s capacity may vary greatly from one product to another. Some products may require

specialized tools that are of little use in producing other products. Process times may be
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widely different for different products on the same tool. That is, the capacity of the line

is mix sensitive. Two different mixes with the same number of total wafers per day may

require radically different tool sets. One cannot simply say that the total capacity of the

line is X wafers per day without stating what the specific mix is.

In the following discussion, the term tool set refers to the entire manufacturing

facility. The tool set consists of hundreds of different tool groups each made up of one

or more identical tools. The term identical means that each tool in such a tool group is

qualified to perform the same set of operations at the same speed with the same reliability.

From the perspective of capacity planning, tools belonging to a given tool group are viewed

as indistinguishable and therefore a tool group consisting of N identical tools has N times

the capacity of a single tool. Different tool groups that can perform at least one operation

in common are referred to as parallel and unrelated. They are called parallel because they

can be used to perform the common operations in parallel, and unrelated because they

perform those operations at different speeds and with different reliability. A tool group

may be designated as the preferred or primary tool group for the set of operations it can

perform or it may be designated as the back-up or secondary tool group. In general, there

can be several secondary tool groups for every primary tool group. Secondary tools are

usually older, slower and/or poorer yielding tools that have been retained for additional

capacity. In a large factory, the number of tool groups may exceed 300. The assignment

of products to the various operations (BOM) and the assignment of operations to different

tool groups is indicated schematically in Figure 1.

4 The Model

It is possible to model this problem as a deterministic integer program if a reliable forecast

for future demand is available. In our application, this is not the case. In order to deal

with uncertainty, we use a two-stage stochastic integer program. The first stage involves

the capacity expansion decisions which have to be made before a reliable demand forecast

is available. The second stage involves the actual production decisions, which can be

finalized after the demand profile is known with certainty. Our planning horizon is longer

than the average tool delivery lead time and consequently a multi-stage stochastic integer

programming model would be more appropriate. However, we have not pursued this due

to the computational difficulty of solving even the two-stage model.
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Figure 1: From production volumes to capacity requirements

In our model we assume that several demand profiles, called scenarios, together with

associated probabilities are available. Each scenario specifies demand volumes of different

products for a number of planning periods. Later in Section 5 we discuss how capacity

planners generate the demand data.

Single-period deterministic model

Before describing the detailed model, we next present a simplified version that has a single

period and a single scenario, i.e., deterministic demands. We find it easier to describe the

dynamics of the model on this simplified version. Below we present the list of indices,

variables and data used, and then the model:

Indices of the model

p : products

j : operations

i : tool groups
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Data

γp : expected number of wafers completed per wafer started for product p

dp : demand for product p in wafers per day

bj,p : number of passes, adjusted for yield, of operation j on product p (BOM)

µi : initial capacity for tool group i in hrs/day

ci : unit capacity of a tool in tool group i in hrs/day

hi,j : number of hours to process one wafer through operation j on tool group i

mi : cost of purchasing a new tool in tool group i

β : total budget available for buying new tools

αp : upper bound for the unmet demand for product p

I(j) : collection of tool groups that can perform operation j

J(i) : collection of operations that can be performed on tool group i

Variables of the model

Up : unmet demand for product p in wafers per day

Wp : number of wafers per day that enter the production line for product p

Oj,i : number of wafers per day that require operation j, on tool i

Ni : number of new tools bought for tool group i

minimize
∑

p

Up

γpWp + Up = dp for all p (1)

∑

p

bj,pWp =
∑

i∈I(j)

Oj,i for all j (2)

∑

j∈J(i)

hi,jOj,i ≤ µi + ciNi for all i (3)

∑

i

miNi ≤ β (4)

Up ≤ αp for all p (5)

all variables ≥ 0 (6)

Ni integer valued for all i. (7)
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The objective of the model is to minimize the total unmet demand for all products.

Equations (1) relate the demand for each product with production variables and unmet

demand. The coefficients γp ≤ 1 represent a yield factor that accounts for the wafers lost

during the manufacturing process of a particular product.

For every operation, the left-hand side of equation (2) gives the total number of

wafers that require the operation based on production levels. The right-hand side requires

this total to be distributed to the tool groups that can perform the operation.

Constraint (3) requires the total production load not to exceed the available capacity,

measured in terms of hours per day of production. Inequality (4) is the budget constraint,

and inequalities (5) set upper bounds for the unmet demand for each product. Finally,

inequalities (6) require the decision variables to be non-negative, and (7) requires that the

number of new tools delivered to be integer valued.

Multi-period two-stage stochastic model

We next present the complete model that has multiple scenarios and multiple time periods.

Time periods typically span a few months or a year. Each scenario consists of a demand

profile for each time period. These scenarios are generated by capacity planners and each

one has a probability associated with it. The resulting stochastic integer program has

the objective of minimizing a weighted sum of total expected unmet demand and penalty

terms that discourage purchasing primary and secondary tools. The penalties of secondary

tools are higher than those of primary tools. If one has some prediction of revenue or profit

per unit given by each product, one could multiply the variables U by such values.

The new tool purchase decisions constitute the first-stage variables that are common

to all scenarios. If these variables are fixed, then the model decomposes into several

deterministic models, one for each scenario. We are assuming that the demand of a

particular period should be satisfied with production from the same period. This is a

common practice in semiconductor manufacturing industry where inventory is kept very

low. It is easy to modify the model so it carries over production from one period to the

next, but we have not investigated the computational difficulty of this approach.

We next present the additional indices and data used, and the complete model:
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Additional Indices

s : scenarios

t : time periods

Additional Data

πs : probability of scenario s

q1 : penalty for buying a primary tool

q2 : penalty for buying a secondary tool

PT : the set of primary tool groups

ST : the set of secondary tool groups

The remaining data items and all of variables used in the stochastic model are similar

to the ones used in the deterministic model except they now have extra indices to account

for different scenarios and time periods.

minimize
∑

s

πs

∑

p,t

Us,p,t + q1

∑

i∈PT

∑

t

Ni,t + q2

∑

i∈ST

∑

t

Ni,t (8)

γp,tWs,p,t + Us,p,t = ds,p,t for all s, p, t (9)

∑

p

bj,p,tWs,p,t =
∑

i∈I(j)

Os,j,i,t for all s, j, t (10)

∑

j∈J(i)

hi,j,tOs,j,i,t ≤ µi,t + ci,t

t∑

τ=1

Ni,τ for all s, i, t (11)

∑

i

mi,tNi,t ≤ βt for all t (12)

Us,p,t ≤ αs,p,t for all s, p, t (13)

all variables ≥ 0, (14)

Ni integer valued for all i. (15)
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5 Data

The scenarios are typically created by capacity planners to reflect the market outlook

based on their knowledge of the industry. They consider several factors such as advances

in technology, existing product mix in the marketplace and economic outlook. In our

application the scenarios were prepared by a separate team and we can not describe the

actual process in detail.

In our examples, we had between 4 and 6 scenarios. One scenario was regarded

as the primary or most likely scenario and the remaining scenarios were variants. The

number of products was in the range of 30 with approximately 2500 operations requiring

300 tool-groups. The number of periods ranged between 4 and 8. The periods were either

a quarter, or a half a year, or a year, and later periods were usually longer. This is a

common practice in production planning, see for instance [8].

For a representative instance this model has 2500 integer and 230,000 continuous

variables; and 140,000 constraints. When we tried CPLEX 8.1 on a small instance with

half as many variables and constraints, we observed that the run terminated with an

integrality gap of 41.7% after enumerating more than 30,000 nodes in 20 hours. The

branch-and-bound tree required 550 Megabytes of storage. In this experiment we used an

RS6000 44P model 270 running at 375 Mhz. Since solving these problems to optimality

in a reasonable time seems unrealistic, we developed faster heuristic approaches that we

describe in the following section.

6 Solution Process

Our solution procedure consists of the following steps:

Step 1: Relax the integrality requirements (15) and solve the Linear Programming (LP)

relaxation;

Step 2: Strengthen this relaxation with valid inequalities and resolve;

Step 3: Fix some of the variables to zero and impose bounds on others using the optimal

fractional solution to the strengthened relaxation;

Step 4: Apply branch-and-bound based heuristics to find integer solutions.
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The second step of this procedure provides a lower bound on the objective function value

of the mixed-integer program, and the last step provides an upper bound. We next discuss

these steps in detail.

Strengthening the LP-relaxation

In our earlier experiments we observed that the value of the LP-relaxation of our model

was approximately 50% of the value of the best solution we can find to the integer pro-

gram. To strengthen the LP-relaxation of the model, we use the so-called residual capacity

inequalities [13] applied to capacity inequalities (11). Our objective here is not only to

increase the lower bound on feasible solutions but also to obtain a tighter formulation that

might yield better integral solutions when used in the branch-and-bound based heuristic.

Let F be the set of points [x, y] ∈ Rn ×R that satisfy

∑

i∈Q

aixi ≤ a0 + y (16)

0 ≤ xi ≤ 1, for i ∈ Q, y ≥ 0, (17)

y ≥ 0, integer (18)

where Q = {1, . . . , n}. Magnanti et. al., [13] show that the convex hull of F is defined by

(16), (17), and the residual capacity inequalities:

∑

i∈S

aixi − ry ≤ a(S)− rν, for all S ⊆ Q, (19)

where a(S) =
∑

i∈S ai, ν = da(S)− a0e, and r = a(S)− a0 − ba(S)− a0c. Although there

is an exponential number of these inequalities, they admit the following simple separation

algorithm [2]. For a given point (x̄, ȳ) that does not belong to the convex hull of F , the

most violated residual capacity inequality (19) is indexed by the set:

S̄ = {i ∈ Q : x̄i > ȳ − bȳc}.

We obtain a set of the form F for each s, t and p as follows: First, re-write inequality

(11) as follows:
∑

j∈J(i)

hi,j,t

ci,t

Os,j,i,t ≤
µi,t

ci,t

+
t∑

τ=1

Ni,τ (20)
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to obtain an inequality of the form (16). In this inequality, we treat (
∑t

τ=1 Ni,τ ) as a

single integer variable that corresponds to variable y in (16)-(18). We define O ′
s,j,i,t =

Os,j,i,t/UBs,j,i,t, where UBs,j,i,t =
∑

p bj,p,tds,p,t/γp,t. Note that UBs,j,i,t is a valid upper

bound on Os,j,i,t that has been obtained by combining inequalities (9) and (10). Next we

replace the variables O with O′ in (20), and treat variables O′ as the continuous variables

x in (16)-(18). This gives us a set of the type F and we can define residual capacity

inequalities accordingly.

We add these valid inequalities in a cutting plane fashion as follows: We first solve

the continuous relaxation of (8)-(15) and based on the solution we separate violated in-

equalities as described above. We generate at most one violated cut for each inequality

(11) and include it in the formulation. We then repeat this procedure until no significant

improvement is observed in the objective function value. Typically, this took up to 20

iterations resulting in approximately 700 cuts.

Fixing and Bounding the Variables

At the end of the cutting plane phase, we fix to zero and remove all integer variables taking

the value zero. This eliminates roughly 90% of the integer variables. For each remaining

variable Ni,t, we impose an upper bound that is equal to the smallest integer which is

greater than the current value of Ni,t. In other words, if the variable had a value of δ > 0,

we set its upper bound to dδe.

Effects of Strengthening, Fixing and Bounding

In order to see the computational performance of this procedure, we apply it to five

single-period problems. Our purpose here is to verify that fixing and bounding some of

the variables does not result in a significant loss of quality in the solution. The results of

the experiments are shown in Table 1. Under the label LP we display the value of the LP

relaxation. Under the label LP+cuts we show the LP value obtained after adding residual

capacity inequalities. Note that both of these values give a lower bound on the value of

the integer program. To obtain a stronger lower-bound, we run branch-and-bound on the

strengthened formulation without fixing or bounding any integer variables. We run this

with a limit of 50,000 branch-and-bound nodes, and we display the lower bound obtained

under the label LB in Table 1. Notice that this was done only for experimental purposes,
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since it takes between 6 and 8 hours, and it is not a part of the decision support system

(SCAPS) that will be used in practice. Finally, we run branch-and-bound after fixing

and bounding the integer variables with a node limit of 5,000 nodes. The value of the

best integer solution found at the end of this limited branch-and-bound procedure gives

an upper bound on the value of the integer program and it appears under IS in Table 1.

We report the resulting gap between IS and LB in the last column. All computational

experiments presented in Tables 1-3 were done on an RS6000-590 machine with the OSL

package [10].

Case LP LP+cuts LB IS Gap

Case 1 482 770 1007 1043 3.6%
Case 2 470 699 859 859 0.0%
Case 3 394 517 655 669 2.1%
Case 4 608 762 1019 1140 12.0%
Case 5 867 925 1073 1146 6.8%

Table 1: Comparison of upper and lower bounds.

As seen in Table 1, the value of the LP-relaxation is far from the lower bound

obtained after enumerating many nodes. The cutting planes improve the quality of the

LP-relaxation significantly but a noticeable gap still remains. The fixing and bounding

procedure, which helps reduce the computing time, does not appear to deteriorate the

quality of the solution significantly.

Branch-and-bound based heuristics

To deal with the multi-period models, we tried several heuristic approaches. In all of

them we start with the formulation strengthened with cutting planes and restricted with

variable fixing.

The first approach is quite straightforward: we simply apply the branch-and-bound

procedure with a limit of 5,000 nodes and use the best integral solution found during this

enumeration. We call this the Basic method.

In the second approach, we delete all variables associated with periods other than

the first period to obtain a single period problem and apply the methodology above (i.e.,

limited branch-and-bound). We then fix the decision variables related with the first period

to their value in the best integral solution obtained. We then repeat this procedure with
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the second period, fix again and so on. We call this the Serial method. This is similar to

a heuristic proposed by Swaminathan [21].

The third approach is a generalization of the Serial method where we now deal with

two consecutive periods at a time. At every iteration the variables of the first period are

treated as integral variables and the variables of the second period are treated as continuous

variables. We then fix the variables for the first period and repeat this procedure with

later periods. We call this the Window method.

In the fourth approach, we again solve two-period models at every iteration where

the second period aggregates all future periods. In particular, we start with keeping the

first period as it is and aggregate periods two to n into a second period. The variables

related to the (aggregate) second period are treated as continuous. After applying the

branch-and-bound procedure (with a limit of 5,000 nodes) we fix the variables for the first

period. We then repeat the same aggregation procedure for periods 2 to n and so on.

This is called the Aggregate method. The window and aggregate methods are similar to

heuristics used by Forrest [7] in deterministic production planning applications.

In Table 2 we display the solution values given by these approaches. Case 1 involves

6 demand scenarios for 26 products over 8 time periods with the unmet demand held to 0

for 3 key products and the maximum unmet demand for all other products set to 40% of

the individual demands. Case 2 utilizes the same set of scenarios, but with the maximum

unmet demand globally set to 30% of the demand for all products in all periods. In

addition, the budget for the last 5 periods is increased by a cumulative amount of $100M

compared to Case 1. Cases 3 and 4 are separate distinct sets of 4 scenarios representing

earlier projections for 24 products over 6 time periods with maximum unmet demand set

to 50% of the demand over all products and periods. Case 5 is a variation of Case 4

run over the first 4 of the 6 periods of Case 4, but with increased variance among the

scenarios and a significantly larger budget in period 4. Here the globally set value of the

maximum unmet demand was 80% of the demand. Under the label OBJ we show the value

of the objective function which is a linear combination of unmet demand and penalties for

purchasing secondary tools; under time we show the computing time in hours:minutes.

As seen in Table 2, the serial method is the fastest one, and the window method

gives better solutions. The basic method failed to produce an integer solution within 44

hours for the first case. Clearly the basic method is neither reliable nor practical.
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Case Serial Window Aggregate Basic

OBJ time OBJ time OBJ time OBJ time

Case 1 935 1:09 896 7:44 917 5:06 - > 44:00
Case 2 502 1:17 501 9:17 500 8:33 1134 32:31
Case 3 318 1:24 303 4:51 315 5:20 283 24:36
Case 4 343 2:35 312 10:43 314 9:34 336 22:58
Case 5 349 3:32 348 11:34 349 10:02 380 17:18

Table 2: Comparison of the four solution approaches.

7 Analysis of the results

One possible way to quantify the advantage of using the stochastic approach is to pick a

possible scenario and compare its unmet demand when planning decisions are made using

SCAPS with the unmet demand when planning decisions are made based on a single most

likely scenario. We present below this kind of analysis for Case 5 described in the previous

section. In this section we present the results in terms of met demand.

In Figure 2 we show the demand met by the tool set generated by SCAPS (labeled

SCAPS) versus the demand met by a tool set obtained by planning only for a particular

scenario (labeled BAU for “business as usual”), for 4 scenarios over 4 successive yearly time

periods. The topmost demand curve is the total forecasted volume expressed in wafers

per day (w/d) for each scenario. Scenario SCN1 is the plan of record profile, that is,

the forecasted deterministic demand that is the single scenario against which tools would

be purchased in the business as usual case. The other scenarios, SCN2 and SCN3 have

roughly the same total demand as SCN1, but constitute different mixes that respectively

represent a faster and slower introduction of a new technology compared to SCN1. SCN4

represents a case with higher demands. The dollar investment (in $M) to completely meet

the demand for each scenario is shown listed under the respective scenario label along the

x-axis. Figure 3 shows a histogram for period 3 for the demand volumes of the 10 most

important products for each of the 4 scenarios, from which one may gauge the extent of

the variation by product from scenario to scenario. The units here are wafers per day

(w/d).

The bottom (BAU) dashed curve in Figure 2 shows the met demand resulting from

purchasing a tool set that just satisfies the demand for the deterministic scenario SCN1
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Figure 2: Comparison of met demands for 4 scenarios using the tool set generated by
SCAPS to the BAU tool set designed to just produce scenario SCN1. The demand units
are wafers per day (w/d).

at the indicated cost for SCN1 in each period. Of course, the unmet demand is zero for

SCN1 for this BAU tool set, but can be quite large (up to several hundred wafers per

day) should one of the alternate scenarios materialize. On the other hand, the tool set

produced by SCAPS, which minimizes the expected value of the unmet demand across all

the scenarios, although leaving some unmet demand for SCN1 (6 -10%), behaves much

better across all of the other scenarios. The budget level in the stochastic case, which

is an input to the model, has been set equal to what is required for SCN1 to meet the

demand. In other words, we obtain this markedly improved performance across the range
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Figure 3: Comparison for period 3 of the demand volumes in wafers per day (w/d), for
the 10 most important products for the 4 scenarios exhibited in Figure 2.

of scenarios at no extra cost compared to the BAU case.

The probabilities used in this example were: SCN1 (0.40); SCN2 (0.30); SCN3

(0.20); SCN4 (0.10). The relatively high value of 0.4 for SCN1 reflects the fact that it is the

primary scenario, which, in the deterministic case, would be the only scenario considered.

The last scenario, SCN4, has the largest deviation from the BAU scenario SCN1 and

requires higher capital investment across time periods. SCN4 is assigned a relatively low

probability (0.10). The relatively lower probability value for SCN4 is reflected in the

smaller percentage improvement in the unmet demand for the SCAPS tool set versus the

BAU tool set compared to scenarios SCN2 and SCN3. Indeed, in one case (period 2) the

BAU tool set does as well for SCN4 as the SCAPS tool set. On the other hand, we note
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how well the SCAPS tool set does for SCN3, particularly in periods 2 and 4, where it

essentially meets all of the demand.

We can quantify the improvement, pictured in Figure 2, provided by the SCAPS tool

set over the BAU tool set, in meeting the forecasted demand across all of the scenarios by

comparing the expected value for the unmet demand in wafers per day for the two cases

as shown displayed in Table 3. The third data column shows the difference and the fourth

column the additional profit per year realized by the SCAPS tool set being better able to

meet the demand that may actually materialize. This amount is based upon an average

profit of $2000 per wafer. The additional profit realized number is on the order of 10’s of

millions of dollars per year.

Period Exp. value of unmet demand Profit

BAU SCAPS Diff $M/year

1 102.3 74.5 27.8 20.3
2 107.6 63.6 44.0 32.1
3 152.1 101.8 50.3 36.7
4 171.1 107.7 64.0 46.7

Table 3: Expected unmet demand and additional profit realized

8 Conclusions

We have presented a mixed-integer, two-stage, stochastic programming model for capac-

ity planning under uncertainty in semiconductor manufacturing. Due to its large size,

the straightforward approach of just using a commercial solver does not work. We have

used cutting planes and a heuristic approach to produce “good” solutions in a reasonable

amount of time. The robustness of the tool set obtained has been shown by our analysis.

The expected additional profit is in the order of 10’s of millions of dollars per year. A re-

maining technical challenge is to improve the algorithmic component to efficiently handle

a larger number of scenarios and periods. More importantly, a business challenge is to be

able to produce a large number of scenarios that capture the possible tendencies of the

semiconductor market.
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