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Abstract. We present a heuristic method for general 0-1 mixed integer program-
ming, intended for eventual incorporation into parallel branch-and-bound methods
for solving such problems exactly. The core of the heuristic is a rounding method
based on simplex pivots, employing only gradient information, for a strictly concave,
differentiable merit function measuring integer feasibility. When local minima of
this merit function are not integer-feasible, several additional layers of the heuristic
come into play. These successive layers include explicit probing of adjacent vertices,
modification of the merit function, adjoining of “convexity” cuts to the formulation,
and a diving procedure that attempts to fix multiple variables simultaneously. We
present “stand-alone” computational results, running the heuristic by itself without
an accompanying branch-and-bound optimization, on a variety of problems from
the MIPLIB collection.
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1 Introduction

Many problems arising throughout finance, management, engineering and other fields can be
naturally formulated as mixed-integer linear programs (MIPs). Although MIPs are theoret-
ically difficult to solve, branch-and-bound methods have proven fairly successful at solving
them in practice, especially when augmented by cutting planes and other sophisticated tech-
niques.

Importantly, MIP branch-and-bound methods can be accelerated by the early detection
of near-optimal solutions, via techniques such as reduced-cost fixing. Thus, it is desirable to
have an efficient heuristic to provide such solutions.

In the last decade, there has also been significant progress in augmenting the power of
branch-and-bound algorithms through parallel computing. In parallel branch-and-bound en-
vironments, good heuristics are even more important, since there are generally large amounts
of unused processor resources at the early stages of a run. Finding good incumbent solutions
early also has a special importance in parallel branch-and-bound because the discipline of
the subproblem queue can rarely be exactly best-first. Thus, early detection of near-optimal
solution is crucial in pruning non-critical parts of the search tree.

Of course, an efficient heuristic for MIP may also be useful in its own right, providing
a solution in cases where proving optimality of an exact solution may be prohibitative or
unnecessary.

Although numerous heuristics are available for solving special classes of mixed-integer
linear programming, the literature on general-purpose MIP heuristics is limited. Hillier [17],
Faaland and Hillier [10], and Ibaraki et al. [19] present rounding heuristics for MIPs whose
LP relaxations’ feasible regions have nonempty interior. The key idea of these heuristics is to
construct a piecewise-linear path originating at the solution of the LP relaxation and leading
into the interior of its feasible region. The methods then move parametrically along this path,
strategically selecting points progressively farther inside the feasible region, and attempting
to round each such point without losing feasibility. These operations are supplemented by
local search procedures. We initially attempted to apply these same ideas to more general
problems, but found the results disappointing.

A very general approach proposed by Glover and Laguna (see [14, 15] and a Chapter 6
in [16]) is based on the Glover’s notion of cut search [12]. However, numerical results have
not been reported in this work.

An extensively-tested heuristic for 0-1 MIP is the pivot-and-complement method of Balas
and Martin [3], which is based on the optimal solution a 0-1 MIP being attained at a vertex
where all binary variables are nonbasic. A disadvantage of this method is that it seems to
require an availability of simplex tableau information.

A tabu-search-based method for 0-1 mixed integer programming by Glover and Lgk-
ketangen [20] uses local search over the pivot neighborhood of the current vertex. This
work includes extensive computational results, but limited to relatively small multiconstraint
knapsack problems.

Finally, there is some recent work by Balas et al. [2] which describes an “OCTANE”
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heuristic for pure 0-1 integer programming. It is based on enumerative intersection cuts
(see [1, 7, 12]). The numerical results reported in this work are very encouraging.

Here, we present a heuristic algorithm for solution of mixed 0-1 integer programming
problems of the form

min c¢'x (1)

st. Ax=Db (2)

I<x<u (3)

z; € {0,1}, Vi € I, (4)

where A is m X n matrix, I C {1,...,n} is a set of binary variables and I; = 0, u; = 1 for

all i € I. For future reference, we denote by P the set of all x € R" satisfying (2) and (3).

Our heuristic is intended to be used in the context of a large-scale parallel branch-and-
bound solver for MIP, such such as PICO, see [9]. However, in this initial report, we present
only results for running the heuristic in a “stand-alone” mode on a simulated parallel system
of modest size — 16 processors.

Our method attempts to round a fractional solution to LP relaxation (1)-(3) by a local
minimization procedure for a concave merit function taking the value 0 at all integer-feasible
points. This minimization is accomplished by simplex-like pivots starting from a solution to
the LP relaxation. These pivots can rely only on local gradient information until they reach
a local minimum, and can thus be implemented nearly as efficiently as traditional simplex
pivots.

However, local minima of the merit function are frequently not integral, so we use sup-
plementary “probing” operations to escape such fractional local minima. Probing involves
explicitly evaluating adjacent vertices until an acceptable less fractional one is found, and
thus bears a resemblance to the Glover-Lgokketangen [20] method. Section 2 describes our
rounding procedure, including both the basic pivoting techniques and probing.

If probing fails to find a less fractional adjacent vertex, we do not make a locally worsening
move like that of a tabu search method, but instead adjoin a cutting plane to the formulation.
These cutting planes arise naturally from the calculations of the failed probing step and are of
the sort known as “convexity” or “intersection” cuts, first introduced in [22] in the context
of concave minimization. After [22], cuts of this type were eventually applied in integer
programming; see [1, 13, 21]. Section 3 describes our procedure for using convexity cuts.

If probing fails, and the resulting convexity cut appears excessively shallow, our heuristic
applies a recursive, depth-first branching technique. In this “diving” method, we attempt
to fix a group of variables simultaneously. If a satisfactory integer-feasible solution does not
result, we backtrack and instead apply a complementary “integrality” or “vertex” cut that
is deeper than the convexity cut. Our diving procedure is described in detail in Section 4.

Finally, we also simulate running the heuristic in parallel, with each process using a
different form of the merit function. An alternative means of escaping fractional local minima
is to modify form of the merit function dynamically within a run.

Our method is related to the pivot and complement and Glover-Lgkketangen tabu search
methods in that it is pivot-based. Furthermore, Glover and Lgkketangen also use a merit
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function to measure integer infeasibility. However, their merit function is not necessarily
concave, and their method does not use derivative information to evaluate pivots. Instead,
it tests pivots explicitly by evaluating their resulting changes in the merit function and
objective. This procedure is comparable to our probing operation, which we only invoke
from fractional local minima.

We implemented the heuristic in C++4, using a simplex optimizer based on the SIMPO
code developed by Vanderbei for the linear programming textbook [24], supplemented by
the EXPAND rule [11]. Section 5 gives numerical results on small to medium-size problems
from the MIPLIB 3.0 collection. Section 5.4 also discussed future work we hope to conduct
on the heuristic.

2 Rounding via Concave Pivots and Probing

The goal of the rounding part of our heuristic is, given a fractional solution to (1)-(3), modify
it in such a way that it is integer-feasible while keeping the objective function value as low
as possible.

We measure integer infeasibility by a merit function constructed as follows: consider a
collection of continuously differentiable concave functions on ¢;(), ¢ € I, such that ¢;(0) =
#i(1) = 0 and ¢;(z) > 0 for all z € (0,1). The merit function is defined by

Y(x) =Y dilwi). (5)
iel
Ezample 1. Given a parameter o € (0, 1), the following function satisfies the requirements
on &%v :
2
r—a < «
o =1 A @ V » TS
l) (22), s>a

11—«

(6)

Note that this function attains a maximum value of 1 at z = a.

Rounding proceeds via simplex pivots starting with the basis corresponding to an optimal
solution x° of the relaxation (1)-(3). Let the basis matrix at a particular iteration of the
procedure be denoted by B, the non-basic matrix by N, and corresponding basic feasible
solution by x. Let the reduced costs for any given cost vector v be denoted by z(v) =
S(vy — (B7™'N)Tvg) (with elements z;(v)), where S = diags is a diagonal matrix such that

ITHu T, = I;

S, —
¢ |H“ T; = Uy

Also, we define the sets

I.(v) = {iel:z(v)>0}
I (v) = {iel:z(v)<0}
In(v) = {iel:z(v)=0}
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Finally, assume that at each iteration we compute the vector d = Vi) (x).

We select pivots as follows: first, we look for pivots that decrease the merit function but
do not increase the objective (rule 1 below). If no such pivot is possible, we try to pivot on
a variable z; that locally improves the merit function, that is, has z;(d) < 0, at the least
possible cost in terms of the objective function (rule 2 below). Note that due to concavity of
Y(+), its value after pivoting will not be higher than predicted by the corresponding reduced
cost zj(d). Thus, the ratio of reduced costs z;(d)/z;(c) provides a lower bound on the
relative change in the merit function to the change in the objective.

If no locally improving pivot exists, we are at a stationary point of ¢/(-) on P. We then
perform a “probing” operation in which we explicitly test possible pivots until a satisfactory
improving pivot is found or the list of possible entering variables is exhausted (rule 3 below).
Although it is possible that probing will examine all the neighboring vertices of the current
iterate x, we try to avoid this possibility by inspecting them in an order that gives priority
to candidate entering variables x; that have low values of z;(d) and z;(c); see (9) below. In
inspecting a possible entering variable z;, we compute the new iterate x’ that would result.
If ¢(x') > 9(x), that is, x' is farther from integrality than x, we abandon the pivot and
move to the next pivot on the list; note that, due to the concavity of ¢ (-), ¥ (x') < 1(x) is
possible even though z;(d) > 0. If the pivot passes this test, we then consider its “objective

sacrifice rate” \
c'x —ec'x

060~ 0] g
that is, the amount of objective value give up per unit improvement in the merit function.
If this sacrifice rate is “acceptable” in relation to the prior history of the run — see (10)
below — then x' it accepted as the next iterate and no further pivots are probed. Otherwise,
probing continues. If it is necessary to examine every possible pivot, we select, from among
all the pivots with ¢ (x') < 1(x), a pivot minimizing r(x,x’). If there was no pivot with
YP(x') < (x), we declare the rounding process to have failed.
Formally, our rounding algorithm is as follows:

1. If J=(I_(d))N(I_(c)UIy(c)) # 0, then pivot on a variable
i € Argmin{z;(d) : j € J}. (8)

r(x,x') =

2. Otherwise, if I_(d) # (), then pivot on a variable
z(d)

zj(c)

i € Argmin cjel (d)y;

3. (Probing) Otherwise, I (d) = (), and the current iterate x is a stationary point of 1 (-)
with respect to P. We therefore commence the probing step. First, we order the indices
i of the possible entering variables in order of increasing

(2i(d) + 0)(2i(c) — min z;(c) + 6) (9)

J

for some constant # > 0. In this order, we then evaluate each 7 as follows:
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(a) Compute the new iterate x’ that would result from pivoting z; into the basis.
(b) If ¥(x') > 1(x), move to the next pivot on the list.

(c) Otherwise, compute r(x,x’) as in (7). If
(10)

that is, it is no worse than p times the rate of objective sacrifice sustained so far,
then accept the new iterate x" and terminate the probing step. If the denominator
of the right-hand side of (10) is zero, we take the ratio to be zero.

If the entire set of possible entering variables has been examined without one passing
the test (10), we accept the one with the lowest r(x,x’); if no pivot with ¢(x') < ¢(x)
was encountered, we declare the probing step to have failed.

We repeat the procedure above until an integer-feasible point is found or the probing
step fails.

Remark 1. One can use steepest-edge selection instead of Danzig’s rule in (8).

Remark 2. An alternative approach is to use a merit function that combines integrality and
objective improvement at some fixed ratio. For a (sufficiently small) positive constant w,
consider the modified merit function

P'(x) = (x) + we'x (11)

and let d’ = V¢/(x). Then one can simply select a pivot i € Argmin{z;(d") : j € I_(d')}
when I_(d") # (), and use a probing step otherwise. The natural ordering of probing pivots,
in this case, is of increasing z;(d’). We stop probing if we encounter a pivot satisfying a
historical average threshold on ¢'(x") — 9'(x).

Remark 3. Note that probing may result in a large number of pivots being attempted and
successively rejected. To avoid this phenomenon, we may instead modify the function ) (-)
in such a way that x is no longer a local minimum. In this case, however, special care must
be taken to avoid cycling.

3 Rounding within a cutting plane method

If the rounding procedure terminates with a failed probing step, we invoke our cutting plane
procedure, which we now describe.

Note that all integer feasible solutions to (1)-(4) belong to the the set L = {x : ¢(x) < 0}.
Given a fractional vertex x of the polyhedron P, the intersection of the boundary of L with
the edges of P extending from x will allow us to generate a cut. Cuts of this type are known in
the literature as “convexity” or “intersection” cuts. They were introduced by Tuy [22, 23] in
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the context of concave minimization over a polyhedron, and applied to integer programming
by Balas, Glover, Raghavachari and others (see e.g. [1, 13, 21]).
Denote the current vertex of P by

B~'(b— Ng)
g

X =

where g; = Il; (¢; = u;) for nonbasic variable at the lower (upper) bound. Edges of P
extending from x can be written as x(t) = x — t5;,6® for i € J§ (the set of nonbasic
indices), where
. B~1Nel®
@) — .
3 el

and the s;’s are as defined above.

Note that the probing step must compute £) when it evaluates the possibility of pivoting
on ¢ € Jg. Thus, if the probing step fails, the complete set of F,S i € J§} is available
without any further computation.

Observation 1. The polyhedron P is contained in x + K, where K is the cone spanned by
the vectors €@, i € J§,.

Next, for all « € J, we let t; be the positive solution of the equation

D(x(t;)) = 0. (12)

If this equation does not have a solution, we say that ¢; = +o0o0. We assume, for simplicity
of notation, that all the ¢;’s are finite, since all equations corresponding to infinite ¢;’s can
simply be dropped in the analysis below. Since the current vertex is not integer-feasible, we
have t; > 0. Consider a hyperplane passing through x® (t;), whose normal vector f is chosen
so that

fTxO(t;) = 7%+ 1, for all i € J§. (13)

Since 1(x) > 0 and v (-) is concave, the following holds:

Observation 2. For all points x in the intersection of x + K with the open halfspace {x :
f'x < f'x+ 1} we have ¢(x) > 0.

Observations 1 and 2 immediately imply

Proposition 1. The inequality
f'x>f'x+1 (14)

where f satisfies (13), is a valid inequality for the MIP (1)-(4).

While convexity cuts of the form (14) may not be very deep in general, they are guar-
anteed to cut off the current point and all of its neighboring vertices when probing failed to
find an improving pivot.

Thus, we may repeat the following steps until an integer feasible solution is found or the
problem becomes infeasible:
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1. Perform rounding as described in Section 2. If an integer feasible solution results, stop;
otherwise go to step 2.

2. Add a convexity cut using information from the last failed probing step. Regain primal
feasibility (by backtracking pivots or reoptimizing the problem). If the problem is
infeasible, terminate: no feasible solution exists. Otherwise, go to step 1.

Remark 4. Instead of adding a cutting plane in step 2 of the above procedure, one can change
the merit function so that the current point is no longer a local minimum. Such modifications
can be applied, for example, every fixed number of failed probing steps. The number of merit
function changes should be limited, however, to avoid cycling among fractional vertices.

We present an explicit formula for the cut below. The system (13) is equivalent to
f'(x—t;8:&)=f'x+1, foralli e J;
which is, in turn, equivalent to
tisifi — tisifE BTINe® =1, for all i € J§,.

Since this system is underdetermined, we can take, for example, fg = 0. Then

1
.\.N. - au
which implies the following form of the cutting plane:
SN (15)

ieJge tisi ieJe
B B

A similar expression for convexity cuts first appears in [22].

Proposition 2. When the ¢;(-)’s are of the form (6), the equation (12) can be solved in
O(|I N Jg|*) time.

Proof. Given a basis B and the edge x\)(t) = x — ts,£1),
SE0) = 3l — ts,6)
icl
= (3 — t5,£9) ¢j(ts;), j€l
- MU 01w — ts;67) + 9 er
smNDﬂNm

as ¢;(x)(t)) = 0 for i ¢ Jp U {j}. Thus, when computing ¢(x")(#)), one needs to evaluate
at most |[I N Jg|+ 1 of the ¢;’s (in O(1) time each).
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Further, note that ¢(x")(t)) is piecewise quadratic. To solve (12), we first identify an
interval [t} /] containing t; on which ¢ (x)(t)) is a pure quadratic. The largest value of

LT e In(sUg), BN S0l 1o
(7)
m,wm@.

5,69

for which ¢ (x)(-)) is nonnegative will give us ¢}, and the smallest for which it is negative
will give us 7. This calculation can be performed in at most |I N (Jp U j)| evaluations of

Y(xD()).

The values of (xU)(-)) and its first two derivatives at any ¢ € (¢, ") give the parameters

0,

i
of a quadratic equation whose root in [t},#]) is the solution of (12). Note that evaluation of
P(x)(+)) and its first two derivatives can be accomplished in O(|I N Jp|) time. Thus, the
total complexity is O(|1 N Jg|?). O

Remark 5. One can lower the complexity of finding the ¢;’s by using a sparse representation
of the £0). Let .Ji be the set of nonzero components of ¢, Then, the complexity of finding ¢,
is O((|I N Ji] 4+ 1)2) which, normally, does not exceed complexity of finding £@ itself. Thus,
it is not prohibitive to automatically find ¢; for each €@ examined while probing. In this
case, we immediately obtain a convexity cut (15) at the end of every failed probing step.

4 Combining cutting planes with diving

It is difficult, in general, to guarantee finite convergence of concave minimization algorithms
based on the cutting planes. The original concave minimization algorithm by Tuy, as pre-
sented in [22], was shown to be nonconvergent by Zwart [25]. Obtaining convergence results
required modifications to the method; see for example [4, 23, 26]. Thus, the algorithm pre-
sented in Section 3 is unlikely to be finite. We can, however, add a conceptually simple
feature that makes it finitely convergent. This same feature may in some cases facilitate
finding feasible solutions more quickly.

Consider two disjoint subsets Qg and (); of I. We can divide the solution of the prob-
lem (1)-(4) into the solution of two problems

min c¢'x

st. xeP
r; =0, Vi € Qo (16)
T; = Hv Vi € QH
T; € AOQ va Vi € N/ AQO U @wv

and
min c¢'x
st. xeP

Dicqo i T 2icq, (1 —wi) 2 1 (17)
z €01}, Viel
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Note that the first subproblem may be substantially easier than both the oringal problem
and the second subproblem when the cardinality of @)y U () is comparable to that of I. We
will generate and examine these subproblems systematically in a depth-first recursive search
algorithm, with the child problem of the form (16) always being examined first, and the child
of the form (17) being examined only when backtracking out of (16) without having found a
feasible solution. By examining branches of the form (16) first, one hopes to quickly obtain
feasible solutions to (1)-(4).

Classical branch-and-bound methods for integer programming (see [5]) have long used a
initial depth-first search phase to quickly identify integer feasible solutions, and the technique
is often referred to as diving. However, the branching rule historically tends to involve simple
rounding up or down of a single integer variable.

Let X be a current vertex of P and a'x > [ be a cut. We define the depth of the cut
with respect to X to be the distance between X and the halfspace defined by the cut. An
straightforward calculation shows this distance to be

(B—a'x)y

a

d(x,a,f) = (18)

We will use cut depth as an approximate measure of quality.
We will refer to the cuts of the form

MUCS.._.MUGIaLNH (19)
1€Qo 1€Q1

used in (17) as vertex cuts. An advantage of vertex cuts over convexity cuts is that one can
control their depth

AH - Mus.mao T — MUS.m@HG - @vv
(1Qol +1Q:1)'/2

via the choice of )y and Q1. Our goal is to include as many indices in )y and (), as possible,
while still making sure that the cut (19) is “sufficiently” deep. Starting with Qo = Q1 = 0,
we process the elements Z; of X in increasing order of min{z;, 1 — z;}, as follows:

o If7; < 1—7;, let Q) = QoU{i} and Q) = @1, otherwise let Q) = Qo and Q] = Q1 U{i}.

e If d(x,Q), Q) > d* (for some fixed d* > 0) set Qy < @, Q) < Q1 and proceed to the
next index, otherwise stop.

A—v

&Aulm“ @o“ @wv =

A natural value of d* that guarantees at least one 7 in Qo U Q1 with z; ¢ {0,1} is 1/(2/|I]).

We combine rounding, convexity cuts, and diving in the recursive procedure below. We
start by invoking the procedure on arguments consisting of (1)-(4) and an optimal extreme
point solution of its LP relaxation.

1. Perform rounding as in Section 2. If an integer feasible solution is found, stop and
return it, otherwise continue with step 2.
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2. Compute the depth d..,, of the convexity cut constructed in the last failed probing
step. Also, construct sets (Qy and ()7 by the procedure outlined above, with a fixed
d* < 1/(2/|1]).

3. If deony > d(X, Qo, Q1), add the convexity cut and go to step 6, otherwise go to step 4.

4. Construct a subproblem of the form (16) and determine whether its LP relaxation
is feasible. If not, skip to step 5. Otherwise, recursively apply the procedure to
this subproblem. If the procedure returns a feasible solution, return this solution.
Otherwise, continue with step (5).

5. Add a vertex cut of the form (19). Continue with step 6.

6. Regain primal feasibility by backtracking pivots or reoptimizing the problem. If the
problem becomes infeasible, return an error code indicating no feasible solution to the
(sub)problem exists. Otherwise go to step 1.

It is now straightforward to prove convergence to some feasible solution, using techniques
similar to standard cutting plane method convergence proofs for concave minimization (see,
for example, [18]). It is necessary, however, to impose the assumption, standard in such
proofs, that P is bounded.

Proposition 3. Suppose P is bounded. Then the algorithm above terminates in a finite
number of iterations either with an integer-feasible solution, or on detection of integer in-
feasibility.

Proof. The proof is by induction on the number of integral variables |I|. When I = (), any
vertex of P is vacuously integer-feasible.

Now suppose that we have proved finiteness for the numbers of integral variables less
than |I|, but the algorithm does not terminate for some problem with |I| integer variables.
Whenever we generate a subproblem of the form (16), its number of integer variables is less
than |I|, so the algorithm must terminate on the subproblem by the induction hypothesis.
Thus, the only possibility is that the sequence of cuts added to the subproblem (17) is infinite.
Consider the sequence of polytopes { P¥}2  generated by the algorithm, where P° = P. Let
x* be a vertex of P* being cut off by each respective cut. Since the depth of all the cuts is at
least d*, the distance from %* to any point of P¥*! is at least d*. Thus, ||X* —x'|| > d* for all
[ > k. Note, however, that the sequence {X*}%°, belongs to the bounded, finite dimensional
and, thus, compact polytope P. It follows, that we can extract a convergent subsequence
{xki}oo  for which we would have ||x* — x*+1|| — 0 as i — 0o, a contradiction. O

Remark 6. Without sacrificing convergence, one can modify the decision rule between con-
vexity and vertex cuts to ydeony > d(X,Qo, Q1), where a positive constant vy specifies the

level of preference given to convexity cuts.

Remark 7. In practice, vertex cuts may also be used to improve the stability of the method
in cases where one may encounter numerical difficulties in the construction of convexity cuts.
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Remark 8. One can also continue the algorithm after finding an initial integer-feasible so-
lution, in the hope of attaining better solutions in subsequent iterations. When the only
termination criterion is infeasibility of the branch (17), and P is bounded, the algorithm
then becomes an exact cutting plane algorithm for mixed 0-1 integer programming.

5 Numerical experiments

5.1 Test set

We now present the results of numerical experiments with the method described above.
The test problems were selected from the MIPLIB 3.0 collection [6]. To improve numerical
stability, all the problems were scaled. We had to rule out problems containing general
integer variables, leaving 49 MIPLIB problems. Of these, 7 problems were ruled out due
to the limitations of the LP solver currently integrated into our method: air04, air05,
dano3mip, fast0507, nw04, rentacar and seymour; on each of these, the LP solver would
either encounter numerical difficulties or fail to terminate after 10,000 iterations. In future,
we may be able to tackle such problems by upgrading our LP solver. We present our results
for the remaining 42 problems below.

5.2 Experimental setup

We compared the two sets of pivot selection rules outlined in the Section 2: the standard or
“ratio” rules, and the “sum” rules of Remark 2. For each method, we simulated a run on 16
“embarrassingly” parallel processors, with each processor using a different merit function.
In reality, we ran the algorithm in a serial fashion starting from the optimal solution to
LP relaxation, without using information obtained in the previous runs. Merit function
parameters were selected as follows:

1. One “processor” with a; = 0.5 for all 7 € I.

2. One “processor” with o; = 29 — o¢;, if ¥ — o¢; € (0,1), where o is a sufficiently small

positive number, and a; = 0.5 otherwise, for all € I. The hope here is that the initial
point x° will not be a local minimum of the merit function.

3. Fourteen “processors” with all «; selected as a uniform random draw from (0, 1) for all
1€ 1.

In cases 2 and 3, we changed the merit function, instead of adding a cut, at every fifth failed
probing step; see Remark 4. New parameters were selected at random for case 3 and as
o; = T; — od; for case 2.

Runs were terminated whenever any of the following conditions was met:

e A pivot limit of 10,000 was reached, counting 100% of the regular pivots and 5% of
the probing pivots. Note that the probing pivots never require a basis refactorization.
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A probing step failed after a maximum of 50 cuts had already been added.

An integer-feasible solution was found after a minimum of 500, or 5 times the number
pivots performed in solving the LP relaxation, whichever was greater.

A subsequent integer-feasible solution had not been found after the same number of
pivots as in the previous condition; see Remark 8.

Numerical difficulties were encountered due to pivot selection or feasibility tolerance
selection problems [11].

We selected these termination criteria to simulate a situation when our heuristic is incorpo-
rated in a parallel branch-and-bound code and is invoked at the beginning of the run, while
the branch-and-bound subproblem queue is not sufficiently populated to keep all processors
busy. Thus, the goal is to obtain a reasonable quality feasible solution as quick as possible.

The method was implemented in C++ and run on a 500MHz Pentium Xeon system
under RedHat Linux 7.1.

5.3 Experimental results

The method failed to find an integer-feasible solution on 10 out of the 42 test problems,
10teams, air03, enigma, harp2, misc03, misc07, mitre, p0548, p2756 and swath. On the
remaining problems, the method found an optimal solution in 3 cases, an integer-feasible
solution with a gap below 10% of the optimum in 18 cases, with a gap between 10% and
100% in 7 cases, and with a gap above 100% in 4 cases. The results for the successful runs
with the ratio pivot selection rules are summarized in the Figure 1, which shows the best
objective value obtained among the 16 virtual “processors”. Detailed run information for
both the ratio and sum rules can also be found in the Table 1.

As can be seen from the table, the ratio rule generally finds better solutions than the the
sum method. For a few problems, such as qiu, the difference in solution quality is dramatic.

The only exceptions to the dominance of the ratio rules are the similar problems mas74
and mas76. It is interesting to note that in both of these special cases, we would fail to find
an integer-feasible solution by the sum method if we changed the convexity cut preference
parameter v to value 10 from its default value of 1. Thus, diving appears instrumental in
finding feasible solutions for these two problems.

We note, however, that the sum method has the additional flexibility of the weighting
parameter w. Increasing w for the problems where it is relatively easy to attain integer
feasibility (such as pk1, marksharel and markshare2) will result in higher quality solutions.
On the other hand, reducing w may facilitate finding integer-feasible solutions in some hard
cases (for example, danoint).

Table 2 displays the average running time for both methods on the successfully solved
problems. Run time seems to be highly dependent on the LP running time and does not
differ from it too much in the absolute terms. The ratio and the sum methods finished in
under 1 second on 66% and 59% of the problems, respectively. On the remaining problems,
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Name Method Success Best solution Gap Time (sec.)
CAP6000 ratio 12 -2449657 0.07% 92.174
CAP6000 sum 9 -2446147 0.21% 116.250
DANOINT ratio 7 66.499999 1.26% 37.867
DANOINT sum 1 83 26.39% 38.897
DCMULTI ratio 16 188434.1 0.13% 0.393
DCMULTI sum 16 188855.2 0.36% 0.508
EGOUT ratio 16 612.62955 7.84% 0.354
EGOUT sum 16 649.01969 14.24% 0.511
FIBER ratio 16 1099992.05 170.98% 2.929
FIBER sum 16 1170258.28 188.29% 1.582
FIXNET6 ratio 16 7135 79.14% 2.205
FIXNET6 sum 16 7557 89.73% 2.985
KHB05250 ratio 16 108737250 1.68% 0.129
KHB05250 sum 16 110702437 3.52% 0.136
L152LAV ratio 13 4753.00007 0.06% 66.603
L152LAV sum 12 4763.00003 0.27% 36.984
LSEU ratio 16 1155 3.13% 0.112
LSEU sum 16 1230 9.82% 0.099
MARKSHARE1 ratio 16 245 24400.00% 0.014
MARKSHARE1 sum 16 245 24400.00% 0.011
MARKSHARE2 ratio 16 188 18700.00% 0.019
MARKSHARE2 sum 16 188 18700.00% 0.025
MAS74 ratio 16 13861.468 17.46% 0.023
MAS74 sum 16 13279.7434 12.53% 0.306
MAS76 ratio 16 42526.0001 6.30% 0.014
MAST76 sum 16 41784.6211 4.45% 0.279
MISCO06 ratio 16 12857.3864 0.05% 0.459
MISCO06 sum 16 12870.1742 0.15% 1.315
MKC ratio 16 -272.51 50.79% 15.133
MKC sum 16 -272.51 50.79% 3.833
MODO008 ratio 16 308 0.33% 0.031
MODO008 sum 16 308 0.33% 0.068
MODO010 ratio 16 6555 0.11% 31.659
MODO010 sum 16 6665 1.79% 16.659
MODO11 ratio 16 -53641979 1.68% 77.969
MODO11 sum 16 -42783986.7 21.58% 146.125
MODGLOB ratio 16 20786787 0.22% 0.158
MODGLOB sum 16 20786787 0.22% 0.269
P0033 ratio 7 3345 8.29% 0.483
P0033 sum 6 3604 16.67% 0.556
P0201 ratio 13 8185 7.49% 3.399
P0201 sum 13 8675 13.92% 2.887
P0282 ratio 16 290859 12.56% 0.153
P0282 sum 11 306480 18.60% 2.669
PK1 ratio 16 37 236.36% 0.079
PK1 sum 16 37 236.36% 0.064
PPO8A ratio 16 9020 22.72% 0.180
PPO8A sum 16 9330 26.94% 0.186
PPOS8ACUTS ratio 16 7860 6.94% 0.384
PPOS8ACUTS sum 16 8910 21.22% 0.330
QIU ratio 16 -115.248257 13.26% 20.263
QIU sum 16 90.7886431 168.33% 20.013
RGN ratio 16 82.1999992 0.00% 0.026
RGN sum 16 82.1999992 0.00% 0.018
SET1CH ratio 16 64801.25 18.82% 1.772
SET1CH sum 16 67902.25 24.51% 1.938
STEIN27 ratio 16 18 0.00% 0.066
STEIN27 sum 16 18 0.00% 0.048
STEIN45 ratio 16 31 3.33% 0.549
STEIN45 sum 16 31 3.33% 0.581
VPM1 ratio 16 20 0.00% 0.129
VPM1 sum 16 20 0.00% 0.109
VPM2 ratio 16 15 9.09% 0.551
VPM2 sum 16 15.5 12.73% 0.361

Table 1: The number of successful runs, the gap of the best integer-feasible solution and the
average run time for both methods
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Figure 1: Percentage difference in objective value between the integer optimum and the
heuristic solution obtained by the ratio pivot rules.

the highest ratio of average heuristic running time to LP running time was 24.1 and 17.4,
respectively.

The run times for those problems where the method failed are, unfortunately, much
worse, and are given in the Table 3. These longer run times can be explained by a very
large number of probing pivots and the time per pivot increasing with the addition of large
numbers of dense cuts.

We have several possible explanations for the failure cases. One is that some of these
problems are highly degenerate and our LP solver does not handle degeneracy well, as
with 10teams and harp2. The use of an “industrial-strength” LP solver may alleviate this
problem.

Many of the problems where we observed failure have large numbers of set partitioning
constraints. Note that when these kinds of constraints are present, branching “up” in a
standard branch-and-bound method normally rounds many variables to integrality. Thus,
one can hope that incorporation of our heuristic throughout the search tree of an exact
branch-and-bound algorithm will allow it to quickly round the remaining variables. Another
indication that this may be the case is that, for these same problems, the OCTANE heuristic
of [2] could find good feasible solutions only at relatively deep levels of the branch-and-bound
tree.
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Name LP Time | Ratio Time | Sum Time
P0033 0.00 0.48 0.56
LSEU 0.01 0.11 0.10
MARKSHARE1 0.01 0.01 0.01
MARKSHARE2 0.01 0.02 0.03
MODO008 0.01 0.03 0.07
RGN 0.01 0.03 0.02
EGOUT 0.02 0.35 0.51
PK1 0.02 0.08 0.06
MAST74 0.03 0.02 0.31
MAST76 0.03 0.01 0.28
PPOSACUTS 0.03 0.38 0.33
STEIN27 0.04 0.07 0.05
P0282 0.08 0.15 2.67
VPM1 0.08 0.13 0.11
VPM2 0.08 0.55 0.36
KHB05250 0.10 0.13 0.14
PPOSA 0.15 0.18 0.19
MODGLOB 0.16 0.16 0.27
P0201 0.23 3.40 2.89
STEIN45 0.23 0.55 0.58
FIXNET6 0.25 2.21 2.99
SET1CH 0.31 1.77 1.94
FIBER 0.37 2.93 1.58
DCMULTI 0.44 0.39 0.51
MKC 2.16 15.13 3.83
MISC06 2.17 0.46 1.32
L152LAV 2.89 66.60 36.98
CAP6000 3.83 92.17 116.25
MODO010 4.30 31.66 16.66
DANOINT 10.98 37.87 38.90
QIU 17.18 20.26 20.01
MODO011 50.82 77.97 146.13

Table 2: Average run time of both ratio and sum methods, in seconds, ordered by LP running
time.
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Name LP Time | Ratio Time | Sum Time
10TEAMS 21.49 90.81 85.13
AIRO3 33.86 1349.31 976.19
ENIGMA 0.01 4.81 4.44
HARP2 0.52 28.00 29.31
MISCO03 0.13 48.00 65.88
MISCO07 0.67 69.00 100.63
MITRE 7.22 56.69 40.25
P0548 0.11 12.56 14.44
P2756 0.11 19.19 12.38
SWATH 6.82 283.13 326.31

Table 3: Average run time for both methods (seconds) in cases of failure.

5.4 Conclusions and future research

Our method succeeded in finding an integer-feasible solution on 32 out of 42 test problems,
with an objective gap below 10% in 21 cases, and optimality in 3 cases. The solution times
are reasonable, and always within either one or two orders of magnitude of the LP solution
time, depending on whether one counts the effect of the 16 simulated parallel processors.
For many of the problems, results were obtained within one second.

We plan to investigate a number of topics in future research in this area. The first involves
integration of the heuristic into a parallel branch-and-bound solver, both at the outset of
the run and continuously throughout the search tree. We would also like to further study
alternative stopping rules and consider adding communication between parallel runs.

Another issue is integrating the method into a general cutting plane framework. Other
classes of cuts, which would be available in such an environment, could supplement the
convexity and vertex cuts already used by the heuristic. Conversely, it is possible that the
heuristic’s convexity cuts might prove useful in proving solution optimality within a branch-
and-cut search procedure.

For problems where the number of variables is very large in comparison to the number
of rows, it may prove beneficial to modify the method to use some form of partial pricing or
column generation.

We are currently re-implementing our method in a solver-independent manner, using
an extension to the COIN solver interface; see [8]. This extension should facilitate the
incorporation of the method into branch-and-bound and branch-and-cut codes, and will also
allow it to use industrial-strength LP solvers such as CPLEX and OSL.

Finally, we would like to evaluate techniques for extending the heuristic to problems with
general integer variables.
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