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Abstract. The limiting factors of second-order methods for large-scalesemidefinite optimization are the
storage and factorization of the Newton matrix. For a particular algorithm based on the modified barrier
method, we propose to use iterative solvers instead of the routinely used direct factorization techniques. The
preconditioned conjugate gradient method proves to be a viable alternative for problems with a large number
of variables and modest size of the constrained matrix. We further propose to avoid explicit calculation of the
Newton matrix either by an implicit scheme in the matrix-vector product or using a finite-difference formula.
This leads to huge savings in memory requirements and, for certain problems, to further speed-up of the
algorithm.

1. Introduction

The currently most efficient and popular methods for solvinggeneral linear semidefinite
programming (SDP) problems

min
x∈Rn

fT x s.t. A(x) 4 0 (A : R
n → S

m)

are the dual-scaling [2] and primal-dual interior-point techniques [1,10,17,22]. These
techniques are essentially second-order algorithms: one solves a sequence of uncon-
strained minimization problems by a Newton-type method. Tocompute the search di-
rection, it is necessary to construct a sort of “Hessian” matrix and solve the Newton
equation. Although there are several forms of this equationto choose from, the typical
choice is the so-called Schur complement equation (SCE) with a symmetric and posi-
tive definite Schur complement matrix of ordern×n. In many practical SDP problems,
this matrix is dense, even if the data matrices are sparse.

Recently, an alternative method for SDP problems has been proposed in [12]. It is
based on a generalization of the augmented Lagrangian technique and termed modified
barrier or penalty/barrier method. This again is a second-order method and one has to
form and solve a sequence of Newton systems. Again, the Newton matrix is of order
n × n, symmetric, positive definite and often dense.

The Schur complement or the Newton equations are most frequently solved by rou-
tines based on the Cholesky factorization. As a result, the applicability of the SDP codes
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is restricted by the memory requirements (a need to store a full n × n matrix) and the
complexity of the Cholesky algorithm,n3/3. In order to solve large-scale problems
(with n larger than a few thousands), the only option (for interior-point or modified
barrier codes) is to replace the direct factorization method by an iterative solver, like a
Krylov subspace method.

In the context of primal-dual interior point methods, this option has been proposed
by several authors with ambiguous results [5,14,26]. The main difficulty is that, when
approaching the optimal point of the SDP problem, the Newton(or SC) matrix becomes
more and more ill-conditioned. In order to solve the system by an iterative method, it
is necessary to use an efficient preconditioner. However, aswe want to solve a general
SDP problem, the preconditioner should also be general. Andit is well-known that there
is no generaland efficient preconditioner. Consequently, the use of iterative methods
in interior-point codes seems to be limited to solving problems with just (very) low
accuracy.

A new light on this rather pessimistic conclusion has been shed in the recent papers
by Toh and Kojima [24] and later by Toh in [23]. In [23], a symmetric quasi-minimal
residual method is applied to an augmented system equivalent to SCE that is further
transformed to a so-called reduced augmented system. It is shown that if the SDP prob-
lem is primal and dual nondegenerate and strict complementarity holds at the optimal
point, the system matrix of the augmented reduced system hasa bounded condition
number, even close to the optimal point. The use of a diagonalpreconditioner enables
the authors to solve problems with more than 100 000 variables with a relatively high
accuracy.

A promising approach has been also studied by Fukuda et al. [8]. The authors pro-
pose a Lagrangian dual predictor-corrector algorithm using the BFGS method in the
corrector procedure and the conjugate gradient method for the solution of the linear
system. The conjugate gradient method uses as preconditioner the BFGS matrix from
the predictor procedure. Although this approach delivers promising results for medium
size examples, it remains unclear whether it can be practically efficient for large scale
problems.

In this paper, we investigate this approach in the context ofthe modified barrier
method from [12]. Similar to the primal-dual interior-point method from [23], we face
highly ill-conditioned dense matrices of the same size. Also similarly to [23], the use of
iterative solvers (instead of direct ones) brings greatestadvantage when solving prob-
lems with very large number of variables (up to one hundred thousand and possibly
more) and medium size of the constrained matrix (up to one thousand). Despite of these
similarities there are a few significant differences. First, the Schur complement equa-
tion has a lot of structure that is used for its further reformulation and for designing the
preconditioners. Contrary to that, the Newton matrix in themodified barrier method is
just the Hessian of a (generalized) augmented Lagrangian and as such has no intrinsic
structure. Further, the condition number of the Hessian itself is bounded close to the
optimal point, provided a standard constraint qualification, strict complementarity and
a standard second order optimality sufficient condition hold for the SDP problem. We
also propose two “Hessian-free” methods. In the first one, the Hessian-vector product
(needed by the iterative solver) is calculated by an implicit formula without the need to
explicitly evaluate (and store) the full Hessian matrix. Inthe second one, we use approx-
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imate Hessian calculation, based on the finite difference formula for a Hessian-vector
product. Both approaches bring us large savings in memory requirements and further
significant speed-up for certain classes of problems. Last but not least, our method can
also be applied to nonconvex SDP problems [11,13].

We implemented the iterative solvers in the code PENNON [12]and compare the
new versions of the code with the standard linear SDP versioncalled PENSDP1 working
with Cholesky factorization. Because other parts of the codes are identical, including
stopping criteria, the tests presented here give a clear picture of advantages and disad-
vantages of each version of the code.

The paper is organized as follows. In Section 2 we present thebasic modified barrier
algorithm and some details of its implementation. Section 3offers motivation for the use
of iterative solvers based on complexity estimates. In Section 4 we present examples of
ill-conditioned matrices arising in the algorithm and introduce the preconditioners used
in our testing. The results of extensive tests are presentedin Section 5. We compare
the new codes on four collections of SDP problems with different backgrounds. In
Section 6 we demonstrate that the use of iterative solvers does not necessarily lead to
reduced accuracy of the solution. We conclude our paper in Section 7.

We use standard notation:S
m is the space of real symmetric matrices of dimension

m×m. The inner product onSm is defined by〈A,B〉 := trace(AB). NotationA 4 B
for A,B ∈ S

m means that the matrixB − A is positive semidefinite.

2. The algorithm

The basic algorithm used in this article is based on the nonlinear rescaling method
of R. Polyak [20] and was described in detail in [12]. Here we briefly review it and
emphasize points that will be needed in the rest of the paper.

Our goal is to solve optimization problems with a linear objective function subject
to a linear matrix inequality as a constraint:

min
x∈Rn

fT x

subject to

A(x) 4 0 ;

(1)

heref ∈ R
n andA : R

n → S
m is a linear matrix operatorA(x) := A0 +

∑n
i=1 xiAi,

Ai ∈ S
m, i = 0, 1, . . . , n.

The algorithm is based on a choice of a smooth penalty/barrier functionΦp : S
m →

S
m that satisfies a number of assumptions (see [12]) guaranteeing, in particular, that

A(x) 4 0 ⇐⇒ Φp(A(x)) 4 0 .

Thus for anyp > 0, problem (1) has the same solution as the following “augmented”
problem

min
x∈Rn

fT x

subject to

Φp(A(x)) 4 0 .

(2)

1 See www.penopt.com.
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The Lagrangian of (2) can be viewed as a (generalized) augmented Lagrangian
of (1):

F (x,U, p) = fT x + 〈U,Φp (A(x))〉Sm
; (3)

hereU ∈ S
m
+ is a Lagrangian multiplier associated with the inequality constraint.

The algorithm below can be seen as a generalization of the Augmented Lagrangian
method.

Algorithm 1 Let x1 and U1 be given. Letp1 > 0. For k = 1, 2, . . . repeat until a
stopping criterion is reached:

(i) xk+1 = arg min
x∈Rn

F (x,Uk, pk)

(ii) Uk+1 = DΦp(A(xk+1))[Uk]

(iii) pk+1 < pk .

HereDΦ(X)[Y ] denotes the directional derivative ofΦ with respect toX in direction
Y .

By imposing standard assumptions on problem (1), it can be proved that any cluster
point of the sequence{(xk, Uk)}k>0 generated by Algorithm 1 is an optimal solution
of problem (1). The proof is based on extensions of results byPolyak [20]; for the full
version we refer to [21]. Let us emphasize a property that is important for the purpose
of this article. Assuming the standard constraint qualification, strict complementarity
and a standard second order optimality sufficient conditionhold at the optimal point,
there existsp such that the minimum eigenvalue of the Hessian of the Lagrangian (3)
is bounded away from zero for allp ≤ p and all(x,U) close enough to the solution
(x∗, U∗); see [21]. An analogous result has been proved in [20] in the context of stan-
dard inequality constrained nonlinear programming problems.

Details of the algorithm were given in [12]. Hence, in the following we just recall
facts needed in the rest of the paper and some new features of the algorithm. The most
important fact is that the unconstrained minimization in Step (i) is performed by the
Newton method with line-search. Therefore, the algorithm is essentially asecond-order
method: at each iteration we have to compute the Hessian of the Lagrangian (3) and
solve a linear system with this Hessian.

2.1. Choice ofΦp

The penalty functionΦp of our choice is defined as follows:

Φp(A(x)) = −p2(A(x) − pI)−1 − pI . (4)

The advantage of this choice is that it gives closed formulasfor the first and second
derivatives ofΦp. Defining

Z(x) = −(A(x) − pI)−1 (5)
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we have (see [12]):

∂

∂xi

Φp(A(x)) = p2Z(x)
∂A(x)

∂xi

Z(x) (6)

∂2

∂xi∂xj

Φp(A(x)) = p2Z(x)

(

∂A(x)

∂xi

Z(x)
∂A(x)

∂xj

+
∂2A(x)

∂xi∂xj

+
∂A(x)

∂xj

Z(x)
∂A(x)

∂xi

)

Z(x) . (7)

2.2. Multiplier and penalty update, stopping criteria

For the penalty functionΦp from (4), the formula for update of the matrix multiplierU
in Step (ii) of Algorithm 1 reduces to

Uk+1 = (pk)2Z(xk+1)UkZ(xk+1) (8)

with Z defined as in (5). Note that whenUk is positive definite, so isUk+1. We setU1

equal to a positive multiple of the identity, thus all the approximations of the optimal
Lagrangian multiplierU remain positive definite.

Numerical tests indicate that big changes in the multipliers should be avoided for
the following reasons. Big change ofU means big change of the augmented Lagrangian
that may lead to a large number of Newton steps in the subsequent iteration. It may
also happen that already after few initial steps, the multipliers become ill-conditioned
and the algorithm suffers from numerical difficulties. To overcome these, we do the
following:

1. CalculateUk+1 using the update formula in Algorithm 1.
2. Choose a positiveµA ≤ 1, typically 0.5.

3. ComputeλA = min

(

µA, µA
‖Uk‖

F

‖Uk+1−Uk‖F

)

.

4. Update the current multiplier by

Unew = Uk + λA(Uk+1 − Uk).

Given an initial iteratex1, the initial penalty parameterp1 is chosen large enough
to satisfy the inequality

p1I −A(x1) ≻ 0.

Let λmax(A(xk+1)) ∈
(

−∞, pk
)

denote the maximal eigenvalue ofA(xk+1), π < 1
be a constant factor, depending on the initial penalty parameterp1 (typically chosen
between0.3 and0.6) andxfeas be a feasible point. Letl be set to 0 at the beginning of
Algorithm 1. Using these quantities, our strategy for the penalty parameter update can
be described as follows:

1. If pk < peps, setγ = 1 and go to 6.
2. Calculateλmax(A(xk+1)).
3. If πpk > λmax(A(xk+1)), setγ = π, l = 0 and go to 6.
4. If l < 3, setγ =

(

λmax(A(xk+1)) + pk
)

/2pk, setl := l + 1 and go to 6.
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5. Letγ = π, find λ ∈ (0, 1) such, that

λmax

(

A(λxk+1 + (1 − λ)xfeas)
)

< πpk,

setxk+1 = λxk+1 + (1 − λ)xfeas andl := 0.
6. Update current penalty parameter bypk+1 = γpk.

The reasoning behind steps 3 to 5 is as follows: As long as the inequality

λmax(A(xk+1)) < πpk (9)

holds, the values of the augmented Lagrangian in the next iteration remain finite and we
can reduce the penalty parameter by the predefined factorπ (compare step 3). However,
as soon as inequality (9) is violated, an update usingπ would result in an infinite value
of the augmented Lagrangian in the next iteration. Therefore the new penalty parameter
should be chosen from the interval(λmax(A(xk+1)), pk). Because a choice close to the
left boundary of the interval leads to large values of the augmented Lagrangian, while
a choice close to the right boundary slows down the algorithm, we chooseγ such that

pk+1 =
λmax(A(xk+1)) + pk

2

(compare step 4). In order to avoid stagnation of the penaltyparameter update process
due to repeated evaluations of step 4, we redefinexk+1 using the feasible pointxfeas

whenever step 4 is executed in three successive iterations (compare step 5); this is con-
trolled by the parameterl. If no feasible point is yet available, Algorithm 1 is stopped
and restarted from the scratch with a different choice of initial multipliers. The para-
meterpeps is typically chosen as10−6. In case we detect problems with convergence
of Algorithm 1,peps is decreased and the penalty parameter is updated again, until the
new lower bound is reached.

The unconstrained minimization in Step (i) is not performedexactly but is stopped
when

∥

∥

∥

∥

∂

∂x
F (x,U, p)

∥

∥

∥

∥

≤ α , (10)

whereα = 0.01 is a good choice in most cases. Also here,α is decreased if we en-
counter problems with accuracy.

To stop the overall Algorithm 1, we have implemented two groups of criteria.
Firstly, the algorithm is stopped if both of the following inequalities hold:

|fT xk − F (xk, Uk, p)|
1 + |fT xk| < ǫ ,

|fT xk − fT xk−1|
1 + |fT xk| < ǫ . (11)

Secondly, we have implemented the DIMACS criteria [16]. To define these criteria, we
rewrite our SDP problem (1) as

min
x∈Rn

fT x

subject to

C(x) 4 C0

(12)
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whereC(x)−C0 = A(x). Recall thatU is the corresponding Lagrangian multiplier and
let C∗(·) denote the adjoint operator toC(·). The DIMACS error measures are defined
as

err1 =
‖C∗(U) − f‖

1 + ‖f‖

err2 = max

{

0,
−λmin(U)

1 + ‖f‖

}

err4 = max

{

0,
−λmin(C(x) − C0)

1 + ‖C0‖

}

err5 =
〈C0, U〉 − fT x

1 + |〈C0, U〉| + |fT x| err6 =
〈C(x) − C0, U〉

1 + |〈C0, U〉| + |fT x| .

Here, err1 represents the (scaled) norm of the gradient of the Lagrangian, err2 and err4
is the dual and primal infeasibility, respectively, and err5 and err6 measure the duality
gap and the complementarity slackness. Note that, in our code, err2 = 0 by defini-
tion; also err3 that involves the slack variable (not used in our problem formulation) is
automatically zero.

In the code we typically require that (11) is satisfied withǫ = 10−4 and, at the same
time,

errk ≤ δDIMACS, k ∈ {1, 4, 5, 6} . (13)

with δDIMACS = 10−7.

2.3. Complexity

As mentioned in the Introduction, every second-order method for SDP problems has
two bottlenecks: evaluation of the Hessian of the augmentedLagrangian (or a similar
matrix of similar size) and the solution of a linear system with this matrix. What are the
complexity estimates in our algorithm?

The complexity of Hessian assembling, when working with thefunctionΦp from
(4) is O(m3n + m2n2) for dense data matrices andO(m3 + K2n2) for sparse data
matrices, whereK is the maximal number of nonzeros inAi, i = 1, . . . , n; here we
used the sparse techniques described in [7].

In the standard implementation of the algorithm (code PENSDP), we use Cholesky
decomposition for the solution of the Newton system (as do all other second-order SDP
codes). The complexity of Cholesky algorithm isO(n3) for dense matrices andO(nκ),
1 ≤ κ ≤ 3 for sparse matrices, whereκ depends on the sparsity structure of the matrix,
going from a diagonal to a full matrix.

As vast majority of linear SDP problems lead to dense Hessians (even if the data
matricesAi are sparse), in the rest of the paper we will concentrate on this situation.

3. Iterative solvers

In step (i) of Algorithm 1 we have to approximately solve an unconstrained minimiza-
tion problem. As already mentioned before, we use the Newtonmethod with line-search
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to this purpose. In each iteration step of the Newton method we solve a system of linear
equations

Hd = −g (14)

whereH is the Hessian andg the gradient of the augmented Lagrangian (3). In the
majority of SDP software (including PENSDP) this (or similar) system is solved by
a version of the Cholesky method. In the following we will discuss an alternative ap-
proach of solving the linear system by an iterative algorithm.

3.1. Motivation for iterative solvers

Our motivation for the use of iterative solvers is two-fold.Firstly we intend to improve
the complexity of the Cholesky algorithm, at least for certain kinds of problems. Sec-
ondly, we also hope to improve the complexity of Hessian assembling.

3.1.1. Complexity of Algorithm 1 summarizedThe following table summarizes the
complexity bottlenecks of Algorithm 1 for the case of linearSDP problems. Recall that
K is the maximal number of nonzeros inAi, i = 1, . . . , n. Note further that we assume
A(x) to be dense.

Hessian computation
dense data matrices O(m3n + m2n2)
sparse data matrices O(m3 + K2n2)

Cholesky method
dense Hessian O(n3)
sparse Hessian O(nκ)

where1 ≤ κ ≤ 3 depends on the sparsity pattern. This shows that, for dense problems,
Hessian computation is the critical issue whenm (size ofAi) is large compared ton
(number of variables). On the other hand, Cholesky algorithm takes the most time when
n is (much) larger thanm.

3.1.2. Complexity: Cholesky versus iterative algorithmsAt this moment, we should
be more specific in what we mean by an iterative solver. In the rest of the paper we will
only consider Krylov type methods, in particular, the conjugate gradient (CG) method.

From the complexity viewpoint, the only demanding step in the CG method is a
matrix-vector product with a matrix of dimensionn (when applied to our system (14)).
For a dense matrix and vector, it needsO(n2) operations. Theoretically, in exact arith-
metics, the CG method needsn iterations to find an exact solution of (14), hence it is
equally expensive as the Cholesky algorithm. There are, however, two points that may
favor the CG method.

First, it is well known that the convergence behavior of the CG method depends
solely on the spectrum of the matrixH and the right-hand side vector. In particular,
it is given by the condition number and the possible clustering of the eigenvalues; for
details, see, e.g., [19]. In practice it means that if the spectrum is “favorable”, we may
need much smaller number of steps thann, to obtain a reasonably exact solution. This
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fact leads to a very useful idea of preconditioning when, instead of (14), we solve a
“preconditioned” system

M−1Hd = −M−1g

with a matrixM chosen in such a way that the new system matrixM−1H has a “good”
spectrum. The choice ofM will be the subject of the next section.

The second, and very important, point is that we actually do not need to have an
exact solution of (14). On the contrary, a rough approximation of it will do (compare
[9, Thm. 10.2]). Hence, in practice, we may need just a few CG iterations to reach the
required accuracy. This is in contrast with the Cholesky method where we cannot con-
trol the accuracy of the solution and always have to compute the exact one (within the
machine precision). Note that we always start the CG method with initial approxima-
tion d0 = 0; thus, performing just one CG step, we would obtain the steepest descend
method. Doing more steps, we improve the search direction toward the Newton direc-
tion; note the similarity to the Toint-Steihaug method [19].

To summarize these two points: when using the CG algorithm, we may expect to
need justO(n2) operations, at least for well-conditioned (or well-preconditioned) sys-
tems.

Note that we are still talking about dense problems. The use of the CG method is
a bit nonstandard in this context—usually it is preferable for large sparse problems.
However, due to the fact that we just need a very rough approximation of the solution,
we may favor it to the Cholesky method also for medium-sized dense problems.

3.1.3. Complexity: explicit versus implicit versus approximate Hessian Our second
goal is to improve the complexity of Hessian computation. When solving (14) by the
CG method (and any other Krylov type method), the Hessian is only needed in a matrix-
vector product of the typeHv := ∇2F (xk)v. Because we only need to compute the
products, we have two alternatives to explicit Hessian calculation—an implicit, opera-
tor, formula and an approximate finite-difference formula.

Implicit Hessian formula Instead of computing the Hessian matrix explicitly and then
multiplying it by a vectorv, we can use the following formula for the Hessian-vector
multiplication2

∇2F (xk)v = A∗
(

(pk)2Z(xk)UkZ(xk)A(v)Z(xk)
)

, (15)

whereA(v) =
∑n

i=1 viAi. Hence, in each CG step, we only have to evaluate matrices
A(v) (which is simple),Z(xk) andZ(xk)UkZ(xk) (which are needed in the gradient
computation, anyway), and perform two additional matrix-matrix products. The result-
ing complexity formula for one Hessian-vector product is thusO(m3 + Kn).

Additional (but very important) advantage of this approachis the fact that we do not
have to store the Hessian in the memory, thus the memory requirements (often the real
bottleneck of SDP codes) are drastically reduced.

2 We are grateful to the anonymous referee for suggesting this option.
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Approximate Hessian formulaWe may use a finite difference formula for the approx-
imation of this product

∇2F (xk)v ≈ ∇F (xk + hv) −∇F (xk)

h
(16)

with h = (1 + ‖xk‖2
√

ǫ
FD

); see [19]. In general,ǫFD is chosen so that the formula is
as accurate as possible and still not influenced by round-offerrors. The “best” choice is
obviously case dependent; in our implementation, we useǫFD = 10−6. Hence the com-
plexity of the CG method amounts to the number of CG iterations times the complexity
of gradient evaluation, which is of orderO(m3 + Kn). This may be in sharp contrast
with the Cholesky method approach by which we have to computethe full Hessianand
factorize it. Again, we have the advantage that we do not haveto store the Hessian in
the memory.

Both approaches may have their dark side. With certain SDP problems it may hap-
pen that the Hessian computation is not much more expensive than the gradient eval-
uation. In this case the Hessian-free approaches may be rather time-consuming. In-
deed, when the problem is ill-conditioned and we need many CGiterations, we have to
evaluate the gradient many (thousand) times. On the other hand, when using Cholesky
method, we compute the Hessian just once.

At a first glance, the implicit approach is clearly preferable to the approximate one,
due to the fact that it is exact. Note, however, that our final goal is to solve nonlinear
SDPs. In this case it may happen that the second order partialderivatives ofA are ex-
pensive to compute or not available at all and thus the implicit approach is not applica-
ble. For this reason we also performed testing with the finitedifference formula, to see
how much is the behavior of the overall algorithm influenced by the use of approximate
Hessian calculation.

3.2. Preconditioned conjugate gradients

We use the very standard preconditioned conjugate gradientmethod. The algorithm is
given below. Because our stopping criterion is based on the residuum, one consider an
alternative: the minimum residual method. Another alternative is the QMR algorithm
that can be favorable even for symmetric positive definite systems thanks to its robust-
ness.

We solve the systemHd = −g with a symmetric positive definite and, possibly,
ill-conditioned matrixH. To improve the conditioning, and thus the behavior of the
iterative method, we will solve a transformed system(C−1HC−1)(Cd) = −C−1g
with C symmetric positive definite. We define the preconditionerM by M = C2 and
apply the standard conjugate gradient method to the transformed system. The resulting
algorithm is given below.

Algorithm 2 (Preconditioned conjugate gradients) GivenM , setd0 = 0, r0 = g,
solveMz0 = r0 and setp0 = −z0.
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For k = 0, 1, 2 . . . repeat until convergence:

(i) αk =
rT
k zk

pT
k Hpk

(ii) dk+1 = dk + αkpk

(iii) rk+1 = rk + αkHpk

(iv) solveMzk+1 = rk+1

(v) βk+1 =
rT
k+1zk+1

rT
k zk

(vi) pk+1 = −rk+1 + βk+1pk

From the complexity point of view, the only expensive parts of the algorithm are
the Hessian-vector products in steps (i) and (iii) (note that only one product is needed)
and, of course, the application of the preconditioner in step (iv).

The algorithm is stopped when the scaled residuum is small enough:

‖Hdk + g‖/‖g‖ ≤ ǫCG ,

in practice, when
‖rk‖/‖g‖ ≤ ǫCG .

In our tests, the choiceǫCG = 5 · 10−2 was sufficient.

4. Preconditioning

4.1. Conditioning of the Hessian

It is well known that in context of penalty or barrier optimization algorithms the biggest
trouble with iterative methods is the increasing ill-conditioning of the Hessian when we
approach the optimum of the original problem. Indeed, in certain methods the Hessian
may even become singular. The situation is not much better inour case, i.e., when we
use Algorithm 1 for SDP problems. Let us demonstrate it on examples.

Consider first problemtheta2 from the SDPLIB collection [3]. The dimension of
this problem isn = 498. Figure 1 shows the spectrum of the Hessian at the initial and
the optimal point of Algorithm 1 (note that we use logarithmic scaling in the vertical
axes). The corresponding condition numbers areκini = 394 andκopt = 4.9 · 107,
respectively. Hence we cannot expect the CG method to be veryeffective close to the
optimum. Indeed, Figure 2 presents the behavior of the residuum‖Hd + g‖/‖g‖ as a
function of the iteration count, again at the initial and theoptimal point. While at the
initial point the method converges in few iterations (due tolow condition number and
clustered eigenvalues), at the optimal point one observes extremely slow convergence,
but still convergence. The zig-zagging nature of the lattercurve is due to the fact that CG
method minimizes the norm of the error, while here we plot thenorm of the residuum.
The QMR method offers a much smoother curve, as shown in Figure 3 (left), but the
speed of convergence remains almost the same, i.e., slow. The second picture in Figure 3
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Fig. 1.Exampletheta2 : spectrum of the Hessian at the initial (left) and the optimal(right) point.
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Fig. 2.Exampletheta2 : CG behavior at the initial (left) and the optimal (right) point.

shows the behavior of the QMR method with diagonal preconditioning. We can see that
the convergence speed improves about two-times, which is still not very promising.
However, we should keep in mind that we want just an approximation of d and typically
stop the iterative method when the residuum is smaller than0.05; in this case it would
be after about 180 iterations.

The second example, problemcontrol3 from SDPLIB with n = 136, shows
even a more dramatic picture. In Figure 4 we see the spectrum of the Hessian, again
at the initial and the optimal point. The condition number ofthese two matrices is
κini = 3.1 · 108 andκopt = 7.3 · 1012, respectively. Obviously, in the second case, the
calculations in the CG method are on the edge of machine precision and we can hardly
expect convergence of the method. And, indeed, Figure 5 shows that while atxini we
still get convergence of the CG method, atxopt the method does not converge anymore.
So, in this case, an efficient preconditioner is a real necessity.

4.2. Conditions on the preconditioner

Once again, we are looking for a preconditioner—a matrixM ∈ S
n
+—such that the

systemM−1Hd = −M−1g can be solved more efficiently than the original system
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Fig. 4.Examplecontrol3 : spectrum of the Hessian at the initial (left) and the optimal(right) point.

Hd = −g. Hence

(i) the preconditioner should be efficient

in the sense that the spectrum ofM−1H is “good” for the CG method. Further,

(ii) the preconditioner should be simple.

When applying the preconditioner, in every iteration of the CG algorithm we have to
solve the system

Mz = p.

Clearly, the application of the “most efficient” preconditionerM = H would return us
to the complexity of the Cholesky method applied to the original system. Consequently
M should be simple enough, so thatMz = p can be solved efficiently.

The above two requirements are general conditions for any preconditioner used
within the CG method. The next condition is typical for our application within opti-
mization algorithms:

(iii) the preconditioner should only use Hessian-vector products.
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This condition is necessary for the use of the Hessian-free version of the algorithm.
We certainly do not want the preconditioner to destroy the Hessian-free nature of this
version. When we use the CG method with exact (i.e. computed) Hessian, this condition
is not needed.

Finally,
(iv) the preconditioner should be “general”.

Recall that we intend to solve general SDP problems without any a-priori knowledge
about their background. Hence we cannot rely on special purpose preconditioners, as
known, for instance, from finite-element discretizations of PDEs.

4.3. Diagonal preconditioner

This is a simple and often-used preconditioner with

M = diag (H).

It surely satisfies conditions (ii) and (iv). On the other hand, though simple and general,
it is not considered to be very efficient. Furthermore, it does not really satisfy condition
(iii), because we need to know the diagonal elements of the Hessian. It is certainly
possible to compute these elements by Hessian-vector products. For that, however, we
would needn gradient evaluations and the approach would become too costly.

4.4. Symmetric Gauss-Seidel preconditioner

Another classic preconditioner with

M = (D + L)T D−1(D + L) where H = D − L − LT

with D andL being the diagonal and strictly lower triangular matrix, respectively. Con-
sidered more efficient than the diagonal preconditioner, itis also slightly more expen-
sive. Obviously, matrixH must be computed and stored explicitly in order to calculate
M . Therefore this preconditioner cannot be used in connection with formula (16) as it
does not satisfy condition (iii).
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4.5. L-BFGS preconditioner

Introduced by Morales-Nocedal [18], this preconditioner is intended for application
within the Newton method. (In a slightly different context,the (L-)BFGS preconditioner
was also proposed in [8].) The algorithm is based on limited-memory BFGS formula
([19]) applied to successive CG (instead of Newton) iterations.

Assume we have a finite sequence of vectorsxi and gradientsg(xi), i = 1, . . . , k.
We define the correction pairs(ti, yi) as

ti = xi+1 − xi, yi = g(xi+1) − g(xi), i = 1, . . . , k − 1 .

Using a selectionσ of µ pairs from this sequence, such that

1 ≤ σ1 ≤ σ2 ≤ . . . ≤ σµ := k − 1

and an initial approximation

W0 =
(tσµ)T yσµ

(yσµ)T yσµ
I ,

we define the L-BFGS approximationW of the inverse ofH; see, e.g. [19]. To compute
a product ofW with a vector, we use the following algorithm of complexitynµ.

Algorithm 3 (L-BFGS) Given a set of pairs{tσi , yσi}, i = 1, 2, . . . , µ, and a vectord,
we calculate the productr = Wd as

(i) q = d

(ii) for i = µ, µ − 1, . . . , 1, put

αi =
(tσi)T q

(yσi)T tσi
, q = q − αiy

σi

(iii) r = W0q

(iv) for i = 1, 2, . . . , µ, put

β =
(yσi)T r

(yσi)T tσi
, r = r + tσi(αi − β) .

The idea of the preconditioner is the following. Assume we want to solve the un-
constrained minimization problem in Step (i) of Algorithm 1by the Newton method.
At each Newton iteratex(i), we solve the Newton systemH(x(i))d(i) = −g(x(i)).
The first system atx(0) will be solved by the CG method without preconditioning. The
CG iterationsx(0)

κ , g(x
(0)
κ ), κ = 1, . . . ,K0 will be used as correction pairs to build a

preconditioner for the next Newton step. If the number of CG iterationsK0 is higher
than the prescribed number of correction pairsµ, we just select some of them (see the
next paragraph). In the next Newton stepx(1), the correction pairs are used to build an
approximationW (1) of the inverse ofH(x(1)) and this approximation is used as a pre-
conditioner for the CG method. Note that this approximationis not formed explicitly,
rather in the form of matrix-vector productz = W (1)p —just what is needed in the
CG method. Now, the CG iterations in the current Newton step are used to form new
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correction pairs that will build the preconditioner for thenext Newton step, and so on.
The trick is in the assumption that the Hessian at the old Newton step is close enough to
the one at the new Newton step, so that its approximation can serve as a preconditioner
for the new system.

As recommended in the standard L-BFGS method, we used 16–32 correction pairs,
when available. Often the CG method finished in less iterations and in that case we
could only use the available iterations for the correction pairs. If the number of CG it-
erations is higher than the required number of correction pairs µ, the question is how to
select these pairs. We have two options: Either we take the last µ pairs or an “equidis-
tant” distribution over all CG iterations. The second option is slightly more complicated
but may be expected to deliver better results. The followingAlgorithm 4 gives a guide
to such an equidistant selection.

Algorithm 4 Given an even numberµ, setγ = 1 andP = ∅. For i = 1, 2, . . . do:

Initialization
If i < µ
– insert{ti, yi} in P

Insertion/subtraction
If i can be written asi = (µ

2 + ℓ − 1)2γ for someℓ ∈ {1, 2, . . . , µ
2 } then

– set index of the subtraction pair ask = (2ℓ − 1)2γ−1

– subtract{tk, yk} fromP
– insert{ti, yi} in P
– if ℓ = µ

2 , setγ = γ + 1

The L-BFGS preconditioner has the big advantage that it onlyneeds Hessian-vector
products and can thus be used in the Hessian-free approaches. On the other hand, it
is more complex than the above preconditioners; also our results are not conclusive
concerning the efficiency of this approach. For many problems it worked satisfactorily,
for some, on the other hand, it even lead to higher number of CGsteps than without
preconditioner.

5. Tests

For testing purposes we have used the code PENNON, in particular its version for linear
SDP problems called PENSDP. The code implements Algorithm 1; for the solution of
the Newton system we use either the LAPACK routine DPOTRF based on Cholesky de-
composition (dense problems) or our implementation of sparse Cholesky solver (sparse
problems). In the test version of the code we replaced the direct solver by conjugate
gradient method with various preconditioners. The resulting codes are called

PEN-E-PCG(prec) with explicit Hessian calculation
PEN-I-PCG(prec) with implicit Hessian calculation (15)
PEN-A-PCG(prec) with approximate Hessian calculation (16)

whereprec is the name of the particular preconditioner. In two latter cases, we only
tested the BFGS preconditioner (and a version with no preconditioning). All the other
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preconditioners either need elements of the Hessian or are just too costly with this
respect.

Few words about the accuracy. It has already been mentioned that the conditioning
of the Hessian increases as the optimization algorithm getscloser to the optimal point.
Consequently, a Krylov-type iterative method is expected to have more and more diffi-
culties when trying to reach higher accuracy of the solutionof the original optimization
problem. This was indeed observed in practice [23,24]. Thisill-conditioning may be
so severe that it does not allow to solve the problem within reasonable accuracy at all.
Fortunately, this was not observed in the presented approach. We explain this by the
fact that, in Algorithm 1, the minimum eigenvalue of the Hessian of the Lagrangian is
bounded away from zero, even if we are close to the solution. At the same time, the
penalty parameterp (affecting the maximum eigenvalue of the Hessian) is not updated
when it reaches certain lower boundpeps; see Section 2.

For the tests reported in this section, we set the stopping criteria in (11) and (13) as
ǫ = 10−4 andδDIMACS = 10−3, respectively. At the end of this section we report what
happens when we try to increase the accuracy.

The conjugate gradient algorithm was stopped when

‖Hd + g‖/‖g‖ ≤ ǫCG

whereǫCG = 5 · 10−2 was sufficient. This relatively very low accuracy does not sig-
nificantly influence the behavior of Algorithm 1; see also [9,Thm. 10.2]. On the other
hand, it has the effect that for most problems we need a very low number of CG iter-
ations at each Newton step; typically 4–8. Hence, when solving problems with dense
Hessians, the complexity of the Cholesky algorithmO(n3) is replaced byO(κn2) with
κ < 10. We may thus expect great savings for problems with largern.

In the following paragraphs we report the results of our testing for four collections
of linear SDP test problems: the SDPLIB collection of linearSDPs by Borchers [3]; the
set of various large-scale problems collected by Hans Mittelmann and called here HM-
problems [15]; the set of examples from structural optimization called TRUSS collec-
tion3; and a collection of very-large scale problems with relatively small-size matrices
provided by Kim Toh and thus called TOH collection [23].

5.1. SDPLIB

Let us start with a comparison of preconditioners for this set of problems. Figure 6
presents a performance profile [6] on three preconditioners: diagonal, BFGS, and sym-
metric Gauss-Seidel. Compared are the CPU times needed to solve 23 selected prob-
lems of the SDPLIB collection. We used the PEN-E-PCG versionof the code with
explicit Hessian computation. The profile shows that the preconditioners deliver virtu-
ally identical results, with SGS having slight edge. Because the BFGS preconditioner
is the most universal one (it can also be used with the ”I” and ”A” version of the code),
it will be our choice for the rest of this paragraph.

3 Available at http://www2.am.uni-erlangen.de/∼kocvara/pennon/problems.html
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Fig. 6.Performance profile on preconditioners; SDPLIB problems

Table 2 gives a comparison of PENSDP (i.e., a code with Cholesky solver), PEN-
E-PCG(BFGS) (with explicit Hessian computation), PEN-I-PCG(BFGS) (with implicit
Hessian computation) and PEN-A-PCG(BFGS) (approximate Hessian computation).
Not only the CPU times in seconds are given, but also times perNewton iteration and
number of CG steps (when applicable) per Newton iteration. We have chosen the form
of a table (contrary to a performance profile), because we think it is important to see the
differences between the codes on particular examples. Indeed, while for most examples
the PCG-based codes are about as fast as PENSDP, in a few casesthey are significantly
faster. These examples (theta * , thetaG * ) are typical of a high ratio ofn to m. In
such situation, the complexity of the solution of the Newtonsystem is much higher than
the complexity of Hessian computation and PCG versions of the code are expected to
be efficient (see Table 3 and the text below). In (almost) all other problems, most time is
spent on Hessian computation and thus the solver of the Newton system does not effect
the total CPU time. In a few problems (control * , truss8 ), PEN-*-PCG(BFGS)
were significantly slower than PENSDP; these are the very ill-conditioned problems
when the PCG method needs many iterations to reach even the low accuracy required.

Looking at PEN-I-PCG(BFGS) results, we see even stronger effect “the higher the
ration to m, the more efficient code”. In all examples, this code is faster than the other
Hessian-free code PEN-A-PCG(BFGS); in some cases PEN-A-PCG(BFGS) even failed
to reach the required accuracy (typically, it failed in the line-search procedure when the
search direction delivered by inexact Hessian formula calculations was not a direction
of descent).

The results of the table are also summarized in form of the performance profile in
Figure 7. The profile confirms that while PENSDP is the fastestcode in most cases,
PEN-I-PCG(BFGS) is the best performer in average.
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Table 1.Dimensions of selected SDPLIB problems.

dimensions
problem n m
arch8 174 335
control7 666 105
equalG11 801 801
equalG51 1001 1001
gpp250-4 250 250
gpp500-4 501 500
maxG11 800 800
maxG32 2000 2000
maxG51 1000 1000
mcp250-1 250 250
mcp500-1 500 500
qap9 748 82
qap10 1021 101
qpG51 1000 2000
ss30 132 426
theta3 1106 150
theta4 1949 200
theta5 3028 250
theta6 4375 300
thetaG11 2401 801
truss8 496 628
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Fig. 7.Performance profile on solvers; SDPLIB problems

Table 3 compares the CPU time spent in different parts of the algorithm for different
types of problems. We have chosen typical representatives of problems withn ≈ m
(equalG11 ) andn/m ≫ 1 (theta4 ). For all four codes we show the total CPU time
spent in the unconstrained minimization, and cumulative times of function and gradient
evaluations, Hessian evaluation, and solution of the Newton system. We can clearly see
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Table 2.Results for selected SDPLIB problems. CPU times in seconds; CPU/it–time per a Newton iteration;
CG/it–average number of CG steps per Newton iteration. 3.2Ghz Pentium 4 with 1GB DDR400 running
Linux.

PENSDP PEN-E-PCG(BFGS) PEN-I-PCG(BFGS) PEN-A-PCG(BFGS)
problem CPU CPU/it CPU CPU/it CG/it CPU CPU/it CG/it CPU CPU/it CG/it
arch8 6 0.07 7 0.07 16 10 0.11 20 30 0.29 39
control7 72 0.56 191 1.39 357 157 0.75 238 191 2.45 526
equalG11 49 1.58 66 2.00 10 191 5.79 10 325 9.85 13
equalG51 141 2.76 174 3.55 8 451 9.20 8 700 14.29 10
gpp250-4 2 0.07 2 0.07 4 4 0.14 4 4 0.14 4
gpp500-4 15 0.42 18 0.51 5 32 0.91 5 45 1.29 6
hinf15 421 9.57 178 2.83 8 22 0.40 7 44 0.76 13
maxG11 13 0.36 12 0.33 11 46 1.24 12 66 1.83 12
maxG32 132 4.13 127 3.74 18 634 18.65 18 failed
maxG51 91 1.82 98 1.78 8 286 5.20 8 527 9.58 9
mcp250-1 1 0.03 1 0.03 5 2 0.07 6 4 0.10 7
mcp500-1 5 0.14 5 0.13 7 10 0.26 7 14 0.39 7
qap9 3 0.09 29 0.22 60 26 0.08 55 48 0.57 273
qap10 9 0.20 34 0.67 67 18 0.24 98 failed
qpG11 49 1.36 46 1.31 10 214 6.11 10 240 6.86 11
qpG51 181 4.31 191 4.34 3 323 7.34 3 493 11.20 4
ss30 15 0.26 15 0.28 5 10 0.19 5 11 0.20 6
theta3 11 0.22 8 0.14 8 3 0.05 8 5 0.08 10
theta4 40 0.95 30 0.50 12 8 0.14 9 11 0.20 11
theta5 153 3.26 74 1.23 8 14 0.22 7 23 0.40 11
theta6 420 9.55 178 2.83 8 21 0.38 7 44 0.76 13
thetaG11 218 2.63 139 1.70 11 153 1.72 13 359 3.86 26
truss8 9 0.12 23 0.27 115 36 0.40 130 failed

that in thetheta4 example, solution of the Newton system is the decisive part,while
in equalG11 it is the function/gradient/Hessian computation.

Table 3.Cumulative CPU time spent in different parts of the codes: in the whole unconstrained minimization
routine (CPU); in function and gradient evaluation (f+g); in Hessian evaluation (hess) ; and in the solution of
the Newton system (chol or CG).

PENSDP PEN-E-PCG(BFGS) PEN-I-PCG(BFGS) PEN-A-PCG(BFGS)
problem CPU f+g hess chol CPU f+g hess CG CPU f+g CG CPU f+g CG
theta4 40.1 0.8 10.5 28.7 30.0 1.6 14.5 13.7 7.4 1.5 5.7 10.8 10.1 0.5
equalG11 44.7 27.5 14.0 1.8 60.2 43.1 14.6 2.3 185.6 42.6 142.6 319.9 318.3 1.4

5.2. HM collection

Table 4 lists a selection of large-scale problems from the HMcollection, together with
their dimensions and number of nonzeros in the data matrices.

The test results are collected in Table 5, comparing again PENSDP with PEN-E-
PCG(BFGS), PEN-I-PCG(BFGS) and PEN-A-PCG(BFGS). Contrary to the SDPLIB
collection, we see a large number of failures of the PCG basedcodes, due to ex-
ceeded time limit of 20000 seconds. This is the case even for problems with large
n/m. These problems, all generated by SOSTOOLS or GLOPTIPOLY, are typified
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Table 4.Dimensions of selected HM-problems.

problem m n nzs blocks
cancer100 570 10 470 10 569 2
checker1.5 3 971 3 971 3,970 2
cnhil10 221 5 005 24 310 2
cnhil8 121 1 716 7 260 2
cphil10 221 5 005 24 310 2
cphil12 364 12 376 66 429 2
foot 2 209 2,209 2 440 944 2
G40 mb 2 001 2 000 2 003 000 2
G40mc 2 001 2 000 2 000 2
G48mc 3 001 3 000 3 000 2
G55mc 5 001 5 000 5 000 2
G59mc 5 001 5 000 5 000 2
hand 1 297 1 297 841 752 2
neosfbr20 363 7 201 309 624 2
neu1 255 3 003 31 880 2
neu1g 253 3 002 31 877 2
neu2c 1 256 3 002 158 098 15
neu2 255 3 003 31 880 2
neu2g 253 3 002 31 877 2
neu3 421 7 364 87 573 3
rabmo 6 827 5 004 60 287 2
rose13 106 2 379 5 564 2
taha1a 1 681 3 002 177 420 15
taha1b 1 610 8 007 107 373 25
yalsdp 301 5 051 1 005 250 4

by high ill-conditioning of the Hessian close to the solution; while in the first few
steps of Algorithm 1 we need just few iterations of the PCG method, in the later
steps this number becomes very high and the PCG algorithm becomes effectively non-
convergent. There are, however, still a few problems with largen/m for which PEN-
I-PCG(BFGS) outperforms PEN-E-PCG(BFGS) and this, in turn, clearly outperforms
PENSDP:cancer 100, cphil * , neosfbr20, yalsdp . These problems are
“good” in the sense that the PCG algorithm needs, on average,a very low number of
iterations per Newton step. In other problems with this property (like theG* problems),
n is proportional tom and the algorithm complexity is dominated by the Hessian com-
putation.

5.3. TRUSS collection

Unlike the previous two collections of problems with different background and of dif-
ferent type, the problems from the TRUSS collection are all of the same type and differ
just by the dimension. Looking at the CPU-time performance profile on the precondi-
tioners (Figure 8) we see a different picture than in the previous paragraphs: the SGS
preconditioner is the winner, closely followed by the diagonal one; BFGS is the poorest
one now. Thus in this collection we only present results of PEN-E-PCG with the SGS
preconditioner.

The results of our testing (see Table 6) correspond to our expectations based on
complexity estimates. Because the size of the constrained matricesm is larger than the
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Table 5. Results for selected HM-problems. CPU times in seconds; CPU/it–time per a Newton iteration;
CG/it–average number of CG steps per Newton iteration. 3.2Ghz Pentium 4 with 1GB DDR400 running
Linux; time limit 20 000 sec.

PENSDP PEN-E-PCG(BFGS) PEN-I-PCG(BFGS) PEN-A-PCG(BFGS)
problem CPU CPU/it CPU CPU/it CG/it CPU CPU/it CG/it CPU CPU/it CG/it
cancer100 4609 112.41 818 18.18 8 111 2.47 8 373 6.32 19
checker1.5 1476 20.22 920 15.59 7 2246 39.40 6 3307 58.02 7
cnhil10 664 18.44 3623 77.08 583 703 13.78 477 1380 30.67 799
cnhil8 43 1.13 123 2.62 52 30 0.67 116 87 2.23 280
cphil10 516 18.43 266 9.50 16 15 0.56 17 22 0.79 19
cphil12 5703 219.35 1832 73.28 21 71 2.63 17 92 3.41 19
foot 1480 26.43 2046 33.54 4 3434 57.23 4 4402 73.37 4
G40 mb 987 21.00 1273 26.52 10 4027 83.90 10 5202 110.68 11
G40mc 669 13.94 663 13.26 8 1914 38.28 8 3370 67.40 8
G48mc 408 12.75 332 10.38 1 330 10.31 1 381 11.91 1
G55mc 6491 150.95 6565 139.68 9 18755 416.78 8 timed out
G59mc 9094 185.59 8593 175.37 8 timed out timed out
hand 262 5.95 332 7.38 6 670 14.89 5 1062 23.60 7
neosfbr20 4154 67.00 4001 57.99 109 884 13.19 137 1057 16.02 131
neu1 958 11.01 timed out timed out timed out
neu1g 582 10.78 5677 68.40 1378 1548 20.92 908 timed out
neu2c 2471 27.46 timed out timed out timed out
neu2 1032 10.98 timed out timed out timed out
neu2g 1444 10.78 timed out timed out timed out
neu3 14402 121.03 timed out timed out timed out
rabmo 1754 18.66 timed out timed out timed out
rose13 77 1.88 862 19.59 685 668 3.01 492 1134 8.86 1259
taha1a 1903 24.40 5976 74.70 1207 6329 72.75 1099 13153 137.01 1517
taha1b 7278 72.06 timed out 9249 79.73 835 timed out
yalsdp 1817 38.62 2654 54.16 7 29 0.59 7 37 0.77 8

number of variablesn, we may expect most CPU time to be spent in Hessian evaluation.
Indeed, for both PENSDP and PEN-E-PCG(SGS) the CPU time per Newton step is
about the same in most examples. These problems have ill-conditioned Hessians close
to the solution; as a result, with the exception of one example, PEN-A-PCG(BFGS)
never converged to a solution and therefore it is not included in the table.

Table 6.Results for selected TRUSS problems. CPU times in seconds; CPU/it–time per a Newton iteration;
CG/it–average number of CG steps per Newton iteration. 3.2Ghz Pentium 4 with 1GB DDR400 running
Linux; time limit 20 000 sec.

PENSDP PEN-PCG(SGS)
problem n m CPU CPU/it CPU CPU/it CG/it
buck3 544 1 186 42 0.27 92 0.46 32
buck4 1 200 2 546 183 1.49 421 2.60 40
buck5 3 280 6 802 3215 15.46 10159 27.02 65
trto3 544 866 14 0.13 17 0.18 6
trto4 1 200 1 874 130 0.78 74 0.52 12
trto5 3 280 5 042 1959 8.86 1262 8.89 5
vibra3 544 1 186 39 0.27 132 0.35 10
vibra4 1 200 2 546 177 1.50 449 1.98 11
vibra5 3 280 6 802 2459 15.56 timed out
shmup3 420 2 642 271 3.15 309 3.81 6
shmup4 800 4 962 1438 15.63 1824 20.49 10
shmup5 1 800 11 042 10317 83.20 16706 112.88 6



Large-scale SDP and iterative solvers 23

0 0.5 1 1.5 2 2.5 3 3.5
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1
Performance profile on various preconditioners

τ

P
er

fo
rm

an
ce

diag

BFGS

SGS

Fig. 8.Performance profile on preconditioners; TRUSS problems

5.4. TOH collection

As predicted by complexity results (and as already seen in several examples in the pre-
vious paragraphs), PCG-based codes are expected to be most efficient for problems with
largen and (relatively) smallm. The complexity of the Cholesky algorithmO(n3) is re-
placed byO(10n2) and we may expect significant speed-up of the resulting algorithm.
This is indeed the case of the examples from this last collection.

The examples arise from maximum clique problems on randomlygenerated graphs
(theta * ) and maximum clique problems from the Second DIMACS Implementation
Challenge [25].

The dimensions of the problems are shown in Table 7; the largest example has
almost 130 000 variables. Note that the Hessians of all the examples aredense, so to
solve the problems by PENSDP (or by any other interior-pointalgorithm) would mean
to store and factorize a full matrix of dimension 130 000 by 130 000. On the other hand,
PEN-I-PCG(BFGS) and PEN-A-PCG(BFGS), being effectively first-order codes, have
only modest memory requirements and allow us to solve these large problems within a
very reasonable time.

We first show a CPU-time based performance profile on the codesPENSDP, PEN-
E-PCG, PEN-I-PCG, and PEN-A-PCG; see Figure 9. All iterative codes used the BFGS
preconditioner. We can see dominance of the Hessian-free codes with PEN-I-PCG as
a clear winner. From the rest, PEN-E-PCG is clearly faster than PENSDP. Note that,
due to memory limitations caused by explicit Hessian calculation, PENSDP and PEN-
E-PCG were only able to solve about 60 per cent of the examples.

Table 8 collects the results. As expected, larger problems are not solvable by the
second-order codes PENSDP and PEN-E-PCG(BFGS), due to memory limitations.
They can be, on the other hand, easily solved by PEN-I-PCG(BFGS) and PEN-A-
PCG(BFGS): to solve the largest problem from the collection, theta162 , these codes
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Table 7.Dimensions of selected TOH problems.

problem n m
ham7 5 6 1 793 128
ham9 8 2 305 512
ham8 3 4 16 129 256
ham9 5 6 53 761 512
theta42 5 986 200
theta6 4 375 300
theta62 13 390 300
theta8 7 905 400
theta82 23 872 400
theta83 39 862 400
theta10 12 470 500
theta102 37 467 500
theta103 62 516 500
theta104 87 845 500
theta12 17 979 600
theta123 90 020 600
theta162 127 600 800
keller4 5 101 171
sanr200-0.7 6 033 200
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needed just 614 MB of memory. But not only memory is the limitation of PENSDP.
In all examples we can see significant speed-up in CPU time going from PENSDP to
PEN-E-PCG(BFGS) and further to PEN-I-PCG(BFGS).

To our knowledge, aside from the code described in [23], the only available code
capable of solving problems of this size is SDPLR by Burer andMonteiro ([4]). SDPLR
formulates the SDP problem as a standard NLP and solves this by a first-order method
(Augmented Lagrangian method with subproblems solved by limited memory BFGS).
Table 9 thus also contains results obtained by SDPLR; the stopping criterion of SDPLR
was set to get possibly the same accuracy as by the other codes. While thehamming*
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problems can be solved very efficiently, SDPLR needs considerably more time to solve
the theta problems, with the exception of the largest ones. This is dueto a very high
number of L-BFGS iterations needed.

Table 8. Results for selected TOH problems. CPU times in seconds; CPU/it–time per a Newton iteration;
CG/it–average number of CG steps per Newton iteration. AMD Opteron 250/2.4GHz with 4GB RAM; time
limit 100 000 sec.

PENSDP PEN-E-PCG(BFGS) PEN-I-PCG(BFGS) PEN-A-PCG(BFGS)
problem CPU CPU/it CPU CPU/it CG/it CPU CPU/it CG/it CPU CPU/it CG/it
ham7 5 6 34 0.83 9 0.22 2 1 0.02 2 1 0.02 2
ham9 8 100 2.13 44 1.02 2 33 0.77 2 38 0.88 2
ham8 3 4 17701 431.73 1656 39.43 1 30 0.71 1 30 0.71 1
ham9 5 6 memory memory 330 7.17 1 333 7.24 1
theta42 1044 23.20 409 7.18 16 25 0.44 9 33 0.61 12
theta6 411 9.34 181 2.97 8 24 0.44 7 69 1.15 17
theta62 13714 253.96 1626 31.88 9 96 1.88 10 62 1.27 5
theta8 2195 54.88 593 9.88 8 93 1.55 10 124 2.07 12
theta82 memory memory 457 7.62 14 664 12.53 23
theta83 memory memory 1820 26.00 21 2584 43.07 35
theta10 12165 217.23 1947 29.95 13 227 3.07 10 265 4.27 12
theta102 memory memory 1299 16.44 13 2675 41.80 35
theta103 memory memory 2317 37.37 12 5522 72.66 24
theta104 memory memory 11953 140.62 25 9893 164.88 30
theta12 27565 599.24 3209 58.35 7 254 4.62 8 801 10.01 17
theta123 memory memory 10538 140.51 23 9670 163.90 27
theta162 memory memory 13197 173.64 13 22995 365.00 30
keller4 783 14.50 202 3.42 12 19 0.32 9 62 0.72 23
sanr200-0.7 1146 23.88 298 5.32 12 30 0.55 12 47 0.87 18

6. Accuracy

There are two issues of concern when speaking about possiblyhigh accuracy of the
solution:

– increasing ill-conditioning of the Hessian of the Lagrangian when approaching the
solution and thus decreasing efficiency of the CG method;

– limited accuracy of the finite difference formula in the A-PCG algorithm (approxi-
mate Hessian-matrix product computation).

Because the A-PCG algorithm is outperformed by the I-PCG version, we neglect the
second point. In the following we will thus study the effect of the DIMACS stopping
criterionδDIMACS on the behavior of PEN-I-PCG.

We have solved selected examples with several values ofδDIMACS, namely

δDIMACS = 10−1, 10−3, 10−5 .

We have tested two versions of the code amonotoneand anonmonotoneone.
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Table 9. Results for selected TOH problems. Comparison of codes PEN-I-PCG(BFGS) and SDPLR. CPU
times in seconds; CPU/it–time per a Newton iteration; CG/it–average number of CG steps per Newton itera-
tion. AMD Opteron 250/2.4GHz with 4GB RAM; time limit 100 000 sec.

PEN-I-PCG(BFGS) SDPLR
problem CPU CPU/it CG/it CPU iter
ham7 5 6 1 0.02 2 1 101
ham9 8 33 0.77 2 13 181
ham8 3 4 30 0.71 1 7 168
ham9 5 6 330 7.17 1 30 90
theta42 25 0.44 9 92 6720
theta6 24 0.44 7 257 9781
theta62 96 1.88 10 344 6445
theta8 93 1.55 10 395 6946
theta82 457 7.62 14 695 6441
theta83 1820 26.00 21 853 6122
theta10 227 3.07 10 712 6465
theta102 1299 16.44 13 1231 5857
theta103 2317 37.37 12 1960 7168
theta104 11953 140.62 25 2105 6497
theta12 254 4.62 8 1436 7153
theta123 10538 140.51 23 2819 6518
theta162 13197 173.64 13 6004 1 6845
keller4 19 0.32 9 29 2922
sanr200-0.7 30 0.55 12 78 5547

Nonmonotone strategyThis is the strategy used in the standard version of the code
PENSDP. We setα, the stopping criterion for the unconstrained minimization (10), to a
modest value, say10−2. This value is then automatically recomputed (decreased) when
the algorithm approaches the minimum. Hence, in the first iterations of the algorithm,
the unconstrained minimization problem is solved very approximately; later, it is solved
with increasing accuracy, in order to reach the required accuracy. The decrease ofα is
based on the required accuracyǫ andδDIMACS (see (11), (13)). To make this a bit more
transparent, we set, for the purpose of testing,

α = min{10−2, δDIMACS} .

Monotone strategy In the nonmonotone version of the code, already the first itera-
tions of the algorithm obtained withδDIMACS = 10−1 differ from those obtained with
δDIMACS = 10−2, due to the different value ofα from the very beginning. Sometimes
it is thus difficult to compare two runs with different accuracy: theoretically, the run
with lower accuracy may need more time than the run with higher required accuracy.
To eliminate this phenomenon, we performed the tests with the “monotone” strategy,
where we always set

α = 10−5 ,

i.e., to the lowest tested value ofδDIMACS. By this we guarantee that the first iterations of
the runs with different required accuracy will always be thesame. Note that this strategy
is rather inefficient when low accuracy is required: the codespends too much time in the
first iterations to solve the unconstrained minimization problem more exactly than it is
actually needed. However, with this strategy we will bettersee the effect of decreasing
δDIMACS on the behavior of the (A-)PCG code.
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Note that forδDIMACS = 10−5 both, the monotone and the nonmonotone version
coincide. Further, in the table below we only show the DIMACSerror measures err1

(optimality conditions) and err4 (primal feasibility) that are critical in our code; all the
other measures were always well below the required value.

In Table 10 we examine, for selected examples, the effect of increasing Hessian ill-
conditioning (when decreasingδDIMACS) on the overall behavior of the code. We only
have chosen examples for which the PCG version of the code is significantly more
efficient than the Cholesky-based version, i.e., problems with large factorn/m. The
table shows results for both, the monotone and nonmonotone strategy.

We draw two main conclusions from the table: the increased accuracy does not
really cause problems; and the nonmonotone strategy is clearly advisable in practice. In
the monotone strategy, to reach the accuracy of10−5, one needs at most 2–3 times more
CG steps than for10−1. In the nonmonotone variant of the code, the CPU time increase
is more significant; still it does not exceed the factor 5 which we consider reasonable.

Note also that the actual accuracy is often significantly better than the one required,
particularly forδDIMACS = 10−1. This is due to the fact that the primal stopping criterion
(11) with ǫ = 10−4 is still in effect.

7. Conclusion and outlook

In the framework of a modified barrier method for linear SDP problems, we propose to
use iterative solvers for the computation of the search direction, instead of the routinely
used factorization technique. The proposed algorithm proved to be more efficient than
the standard code for certain groups of examples. The examples for which the new code
is expected to be faster can be assigned a priori, based on thecomplexity estimates
(namely on the ratio of the number of variables and the size ofthe constrained matrix).
Furthermore, using an implicit formula for the Hessian-vector product or replacing it
by a finite difference formula, we reach huge savings in the memory requirements and,
often, further speed-up of the algorithm.

Inconclusive is the testing of various preconditioners. Itappears that for different
groups of problems different preconditioners are recommendable. While the diagonal
preconditioner (considered poor man’s choice in the computational linear algebra com-
munity) seems to be the most robust one, BFGS preconditioneris the best choice for
many problems but, at the same time, clearly the worst one forthe TRUSS collection.
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