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Abstract

Determining optimal prices in non-convex markets remains an unsolved challenge.

Non-convex costs are critical in electricity markets, as startup costs and minimum op-

erating levels yield a non-convex optimal value function over demand levels. While

past research largely focuses on the performance of different non-convex pricing frame-

works in the short-run, we determine long-run adapted resource mixes associated with

each pricing framework while preserving the full extent of the non-convex operations.

We frame optimal pricing in terms of social surplus achieved and transfer of consumer

to producer surplus in adapted long-run market equilibria. We find that approximate

convex hull pricing achieves the highest social surplus and is also associated with the

lowest transfer of consumer to producer surplus. Marginal prices determined by fixing

integer variables to their optimal values in the pricing run are also associated with

high social surplus and high consumer surplus when the optimality gap in the original

mixed integer linear program is very small. Other pricing frameworks tend to over-

compensate inframarginal units, leading to resource mixes with lower social surplus

and a greater transfer of consumer surplus to producer surplus in the long-run.
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1 Introduction

The bet made in electricity market liberalization is that markets can get closer to achiev-

ing the theoretical maximum social surplus than vertically integrated utilities. An idealized

central planner with perfect information charging at cost maximizes social surplus. In the

convex setting, a perfectly competitive market with prices set at marginal costs can achieve

this same level of social surplus. However, in reality, neither an imperfect competitive mar-

ket nor a regulated monopolist may be able to achieve this ideal outcome. In the case of

the electricity sector, an additional factor complicates the role of markets: non-convex costs.

Characteristics of conventional thermal generation including startup costs and minimum

load requirements create a non-convex optimal value function for which the applicability of

marginal pricing is not inherently clear.

The issue of optimal pricing in markets with non-convex costs remains unresolved. Scarf

(1990) connected microeconomic theory with mathematical programming, noting that the

optimal solution of a linear program (LP) with convexity assumptions in a market equilibrium

yields dual variables as prices that are sufficient entry signals for new participants. However,

such a price may not exist in the presence of non-convexities. Liberopoulos and Andrianesis

(2016) review a number of proposed pricing frameworks, each with different trade-offs and

guarantees. Many of these approaches take for granted a primal-feasible solution for which

some ex-post prices must be determined, which is the situation faced by many electricity

market operators. In centrally committed markets, operators inherited the same problem

faced by the former vertically integrated utilities: finding the optimal centralized security-

constrained unit commitment and dispatch. Market participants submit their technical

constraints and costs and the operator typically formulates the problem as a mixed integer

program (MIP) or mixed integer linear program (MILP). An early proposal by O’Neill et al.

(2005), referred to as integer programming (IP) pricing, fixes the integer variables to their

optimal values in the pricing run, yielding prices for marginal production as well as for

commitment. Gribik et al. (2007) propose defining prices via the convex hull of the optimal

1



value function. Methods vary in their treatment of short-run revenue adequacy, with some

relying on side payments or adders to a commodity price, and to what extent participants are

incentivized to follow the centralized dispatch decision. A recent overview by EPRI (2019)

describes variants of pricing frameworks used in practice in electricity markets in the United

States, which differ substantially by jurisdiction.

When evaluating these pricing frameworks, our goal is — as in the convex case — to find

a price that maximizes social surplus in the long-run. From basic microeconomic theory, we

know that the quantity of demand cleared at the intersection of supply and demand maxi-

mizes social surplus in the short-run. If producers are able to perfectly adapt in the long-run

(the supply curve becomes perfectly elastic), all the social surplus becomes consumer surplus.

This long-run competitive market equilibrium is equivalent to an idealized central planner

(CP) compensating producers at-cost. We have three distinct but interrelated factors that

complicate this picture: the non-convex nature of the optimal value function, the sufficiency

of scarcity rents (how often and by how much prices are higher than the cost of the high-

est marginal-cost producer), and lumpy investments (producers may not be able to perfectly

adapt in the long-run). When comparing achievable consumer surplus in the long-run among

pricing frameworks, we must separate the issue of non-convex operational costs from the is-

sues of sufficient scarcity rents and lumpy investments. While often conflated, we frame the

“missing money problem” due to insufficient scarcity rent as a separate issue (that may have

related solutions) to the challenges inherent in pricing in the presence of non-convexities, as

the missing money problem may still exist in the convex case.

In this work, we compare market outcomes as applied to the long-run, social surplus-

maximizing CP resource mix and a competitive market equilibrium resource mix adapted to

a given pricing framework. This allows us to explicitly consider in what ways we would expect

resource mixes adapted to a given pricing framework to diverge from the CP optimum, and

what consumer surplus losses may result. We consider IP pricing, marginal pricing with the

unit commitment configuration fixed, convex hull pricing, average incremental cost pricing,
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and several methods employed in practice, including partial dispatchable pricing, relaxed

minimum operating levels, and a revenue adequate price adder. We compare pricing frame-

works by consumer surplus achieved at the long-run adapted mix in addition to remaining

producer surplus, performance across near-optimal solutions, lost opportunity costs, and ex-

tent of side payments. We also explore how different pricing frameworks may affect market

outcomes as the presence of variable renewable energy (VRE) increases. We also explore

how different pricing frameworks may affect market outcomes as the presence of variable

renewable energy (VRE) increases. We deal principally with idealized energy-only markets

without price caps in this paper, as the main interest is in the challenges that non-convexities

bring to the energy market. In the convex case with sufficient scarcity rents, an energy-only

market is sufficient for investment cost recovery. In reality, market power, inelastic demand,

or other concerns may warrant the addition of real-time reserves pricing or consideration

of some kind of capacity mechanism. We assume truthful bidding when evaluating pricing

frameworks but consider how high lost opportunity costs or high side payments may incen-

tivize untruthful bidding behavior. We analyze a centrally committed system with the aim

of finding a pricing framework that best supports the social surplus-maximizing CP solution.

2 Price Signals

In the short-run, we seek a price and quantity that together clear the market and support

dispatch. The market is cleared if the central dispatch decision for production p∗ at each

unit g ∈ G satisfies cleared demand bids d∗ at each bid l ∈ L (where d∗tl ≤ Dtl, the maximum

quantity of demand bid l at time t) at each time interval, i.e.,

∑
g∈G

p∗tg =
∑
l∈L

d∗tl ∀t ∈ T (1)
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We would also like p∗ to support dispatch at price λ∗, meaning that that the centralized

dispatch decision solves a function that maximizes each generator’s profits given λ∗:

max
p

Πg(λ
∗, p) ∀g ∈ G (2)

Assuming convexity, for an electricity market there is a clear choice λ∗ that satisfies both of

these conditions: the shadow price of the power balance constraints. In Figure 1(a), we see

the convex optimal value function resulting from a simple, single-period economic dispatch

of two generators with characteristics given in Table 1. We see that the less expensive

generator produces until its maximum, yielding a slope λ of the optimal value function

corresponding to its marginal price, $5/MWh. The second generator comes online when

demand is greater than 150MW, which increases λ to its marginal cost, $10/MWh. There

is a non-differentiable point, but we can choose any λ in this subdifferential ($[5, 10]/MWh)

and still clear the market and support dispatch.

In the long-run, we want a price signal that promotes an optimal resource mix that

satisfies system constraints at least cost. In the convex case, no unit would make profits

or losses at this equilibrium and no new entrant would make a profit. In order for the

highest marginal-cost generator to recover its investment costs, the system-wide marginal

price must at some times be greater than the short-run marginal cost of the most expensive

generator. Generators must then receive some amount of scarcity rent. Ideally, these scarcity

prices would be set by demand’s willingness-to-pay. In practice, however, demand is still

administratively treated as mostly inelastic in electricity markets. If demand is treated as

inelastic, scarcity pricing must be determined as the administratively-defined cost of non-

served energy, or value of lost load. Due to market power concerns, prices are often capped

below the system’s value of lost load. This insufficient scarcity rent is the driver of the

often-discussed missing money problem.

4



2.1 Pricing in the Presence of Non-Convexities

In reality, electricity systems have non-convex cost components. Unit commitment (UC)

refers to the need to determine whether a unit will be on or off, using binary variables. Units

may have startup and shutdown costs, minimum generation requirements, and minimum up

and down times. The first issue is that this makes the marginal price difficult to determine,

as the optimal value function may be non-convex or discontinuous. Marginal pricing will

also not always support dispatch; the optimal solution may require units to produce when,

faced with only the marginal price, they would prefer not to follow the centralized dispatch.

In Figure 1(b), we see an example of a simple two-unit, single-period model with a

nonconvex optimal value function. Unit 1 has a lower marginal cost, but has a startup cost

that makes it not economical to produce until a certain level of demand. Once this minimum

demand is reached, the marginal cost changes from Unit 2’s marginal cost of $10/MWh to

Unit 1’s marginal cost of $5/MWh. At this level of demand, price decreases with increasing

demand. In Figure 1(c), we see an example of a discontinuous optimal value function. In

this case, Unit 2 has a minimum generation requirement but no startup cost, which causes

two jumps in the optimal value function as demand increases. At these discontinuities, λ

is not defined. In Figure 1(d), we see an example in which the marginal price not only

doesn’t recover short-run fixed costs, but also does not recover short-run variable costs. In

this example, Unit 2 has a higher variable cost, a startup cost, and a minimum generation

requirement. At a demand level of 175MW, the marginal price is $5/MWh, and Unit 2’s

total compensation is $250, while its short-run variable cost is $500 and its short-run fixed

cost is also $500. The price of $5/MWh and quantity of 50MW of production from the least-

cost dispatch solution does not solve Unit 2’s preferred profit function, as it would prefer to

not produce rather than operate at a loss.

A similar instance in which short-run costs are not recovered arises with block-loaded

“fast-start” units. If a unit is online at its maximum operating level (e.g., a block-loaded

generator), it cannot set the marginal price. The marginal price may be set by a lower

5



variable cost unit that still has the ability to increase production, causing the block-loaded

unit to operate at a loss. In the United States, this particular situation lends its name to a

commonly used term for non-convex pricing, “fast-start pricing” (EPRI, 2019). While the

issue of high variable cost block-loaded units is significant, it is not the only non-convex

feature in electricity markets to be addressed. Just as units may prefer to not produce when

faced with a given price λ, some units may prefer to produce when they are not included in

the central dispatch solution or to produce more than they are scheduled. In Figure 1(d),

Unit 2 would be indifferent to producing nothing with no compensation or producing at the

central dispatch if given a payment for its short-run losses. However, if a unit saw a price

that exceeded its short-run costs and was not dispatched at its maximum operating level,

it would perceive a lost opportunity cost. A price λ meeting this condition would thus not

support dispatch, as some units may wish to produce more than scheduled.

Table 1: Unit Characteristics

Scenario $/MWh Startup ($) pMin (MW) pMax (MW) Cinv(k$)

Convex
Unit 1 5 0 0 150 200
Unit 2 10 0 0 150 196.8

Non-convex
Unit 1 5 500 0 150
Unit 2 10 0 0 150

Discontinuous
Unit 1 5 1000 0 150
Unit 2 10 0 100 150

Short-Run Cost
Unit 1 5 0 0 150
Unit 2 10 500 50 150

Generic UC
Unit 1 5 10000 100 150 200
Unit 2 10 500 50 150 196.8

2.2 Central Planner and Competitive Market Solutions

In the long-run, the reason we wish to choose good price signals is to incentivize the entry

and exit of market participants until we achieve the optimum resource mix that maximizes

social surplus. Social surplus is the sum of consumer surplus and producer surplus. Consumer

surplus is the difference between the benefit to consumers (how much they cumulatively value

6



(a) Convex (b) Non-convex

(c) Discontinuous (d) Short-Run Cost

Figure 1: The optimal value function of a two-generator, single-period dispatch across
different unit characteristics scenarios.

the quantity of demand cleared) and what they pay. The producer surplus is analogous; it

is the profit (the difference between the revenue received from the market and their costs).

If producers are able to perfectly adapt in the long-run (an elastic supply curve), then the

long-run competitive market equilibrium’s social surplus will be entirely consumer surplus.

The social surplus-maximizing resource mix can be found via a capacity expansion problem

that maximizes the benefit to consumers of satisfying demand while minimizing costs to

producers. This represents the mix that would be chosen by an idealized central planner with

perfect information. We will call this social-surplus maximizing resource mix the CP solution.

However, due to imperfect information and incentive mismatches, most jurisdictions have

moved away from the regulated monopolist model (vertically integrated utilities) with the
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expectation that a competitive market could come closer to this ideal CP solution. Thus,

price signals can be judged in part by how well the market equilibrium resource mix adapted

to a given pricing framework approximates the CP solution (and correspondingly how much

consumer vs producer surplus is achieved).

2.2.1 Convex Case.

Assuming convexity, we can apply classical marginal pricing theory to electricity markets.

If we have a CP that seeks to maximize social surplus, we can show in the convex case that

this optimal resource mix corresponds to the long-run competitive market equilibrium with

system-wide marginal pricing in which each participant seeks to maximize individual benefit.

We refer to Perez-Arriaga and Meseguer (1997) for proof of equivalent optimality conditions

in the context of electricity markets. This assumes that capacity can be perfectly adapted

and no economies of scale exist. Long-run cost recovery can be achieved with short-run

marginal costs when accounting for an adjustment for technologies that are used at their

maximum capacities. All market participants will achieve exactly zero-profits when the

market is in equilibrium, indicating that no additional unit could enter and be profitable,

and no unit currently in the market would wish to exit.

The CP problem is

max
{x, u, p, d} ∈ P

∑
t∈T

∑
l∈L

Bldtl −
∑
g∈G

Cinv
g xg −

∑
t∈T

∑
g∈G

(Cgptg + Fgztg)

s.t.
∑
g∈G

ptg =
∑
l∈L

dtl ∀t ∈ T
(3)

where x is the build decision, u is the unit commitment status linked to startup decision

z, P is the set of operating constraints linked to x, B is the benefit of a cleared demand

bid, Cinv is investment cost, C is variable cost, and F is startup cost. Note that inelastic

demand with an administratively set value of lost load is a special case of this formulation

in which l = 1, B1 = V oLL, and dt1 ≤ Dt, where D is the total system demand. If d∗t1 ≤ Dt,
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then there is Dt − d∗t1 non-served energy at time t. For the following examples, we take this

single-bid demand approach with a benefit (or value of lost load) of $1000/MWh.

In the convex formulation, x can take fractional values x ≥ 0 and u ∈ [0, 1] (or can be

omitted). If we take operational characteristics as in the Convex scenario in Table 1 and

take the demand profile in Table 3, the solution to the CP problem yields dual variables of

the power balance constraints that are the long-run marginal costs (LRMC) given in Table

3. Investment costs are chosen such that both technologies are built in the CP solution. If

we apply these LRMC as prices at the CP solution with fractional units given in Table 2, we

achieve exactly 0% profit for both units. If we hold the build decisions fixed, we get the short-

run marginal costs (SRMC) shown in Table 3. The SRMC are identical to the LRMC once

we correct for the adjustment for technologies that are used at their maximum capacities.

With a sufficiently long time horizon, this difference between the LRMC and SRMC that

appears once in the horizon per technology type becomes trivial, but it is important to

correct for in this 6-period example. Note that there is 20MW of non-served energy in the

last time period, and this raises the price to B, providing sufficient scarcity rent for perfect

long-run cost recovery.

Table 2: Convex and Non-Convex Scenarios Optimal Solutions

Build Operations Demand Number Profit
Scalar Unit 1 Unit 2 Unit 1 Unit 2

Fractional Convex 1 1.33 3.2 0% 0%
Fixed Convex 10 14 32 0% 0%

Fractional UC 1 .67 3.87 0% 0%

Table 3: Convex and Non-Convex Scenarios Prices

Scenario Pricing Demand (MW) 100 200 650 660 680 700 NSE@D=700

Fractional, Convex
LRMC

Price ($/MWh)

5 6.33 10 10 332 1000 20MW
SRMC 5 5 10 10 10 1000

Fixed, Convex FCP 5 5 10 10 10 1000 100MW

Fractional, UC
FCP 5 10 10 10 1000 1000 20MW
FCPADJ 6.33 10 10 10 332 1000
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2.2.2 Non-Convex Case.

Two sources of non-convexity arise when considering a more realistic case. The first is

that units cannot necessarily be built to be perfectly adapted in capacity; units often are built

in fixed sizes, creating lumpy investments. This restriction shows up as binary build decision

variables per unit in a capacity expansion model. In the market model, this means that

we lose the guarantee of all zero-profits in equilibrium. However, we expect that the effect

of lumpy investments decreases as the size of each unit becomes small relative to the size

of the system, and an assumption of convexity may still be reasonable for sufficiently large

systems. If we take the same convex operations case as before but require build decisions be

binary, x ∈ {0, 1}, and scale up the demand profile by a factor of 10, we build 14 of the first

unit type (instead of the fractional 1.33) and 32 of the second type (instead of the fractional

3.2). We cannot obtain dual variables directly from this non-convex problem, but if we fix

the binary variables to their optimal values (a method we refer to as fixed configuration

pricing (FCP), explained in detail in Section 2.3.1), we can obtain short-run prices. These

prices are analogous to the SRMC found in the fractional-build case, and when adjusted for

exhausted technologies, yield exactly 0% profits. Note that the optimal production schedule

differs between the fractional and binary build cases; when scaled down, the binary build

case has half the non-served energy at the system peak as the fractional build case because

it builds more of Unit 1.

In contrast, the non-convexity resulting from non-convex cost components in operations

does not become more convex-seeming at a larger scale. Even a small number of non-

convex costs can impact cost recovery of all units. However, units with non-convex cost

components are still able to adapt to some degree in the long-run. Next we show an example

with fractional build decisions and non-convex operations with characteristics given in the

Generic UC scenario in Table 1. In addition to investment costs, the minimum and maximum

operating capacities as well as startup costs and investment costs all scale with x. The

rounded optimal number of units is 0.67 for the first type and 3.87 for the second type, as
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seen in Table 2. This contrasts significantly with the optimal numbers of units in the convex

operations case. If we fix the binary operations variables, we get the prices shown in Table

3. Note that at an output of 680MW both units are operating at their maximum levels, and

the dual variable associated with the power balance constraint is $[10, 1,000]/MWh. The

solver in this case returned 1,000, but it could also have returned 10. If we adjust for this

as well as for exhausted technologies, we have the adjusted prices FCPADJ. With this price

stream, we are able to achieve perfect long-run cost recovery. Note that the UC scenario

constructed here includes only one startup for each unit and no binding ramping constraints

or minimum up and down times. In a more realistic setting, we would not expect this perfect

cost-recovery to be achieveable with non-convex cost components.

2.3 Pricing Frameworks

Multiple methods exist to handle the issues arising when defining prices in the presence

of nonconvexities, each with different trade-offs and guarantees. Total revenue is determined

as the sum of the commodity price, the price per unit of electricity, and any side payments

directly to specific generating units. The commodity price may include price adders. We

will avoid the use of the ambiguous term “uplift payments” in favor of this categorization

into commodity prices λ, price adders ε, and side payments s. We also optionally price

commitment with marginal price of commitment µ in one method of the considered methods.

Short-run profit Π is thus a function of these components. We define initial short-run profit

Π0 as the profit before any side payments occur and short-run costs Ξ as follows:

Π0
g =

∑
t∈T

((λt + εt − Cg)ptg − Fgztg + µtgutg) (4)

Ξg =
∑
t∈T

(Cgptg + Fgztg −min(0, µtgutg)) (5)

Πg = Π0
g +

∑
t∈T

stg (6)
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To support dispatch, the total compensation must be such that no perceived losses exist,

given that compensation package. Perceived losses are lost opportunity costs (LOC), the

difference between what a unit could make given a price if able to schedule its own dispatch

(its preferred profit) and what it would make with the same price following the centralized

dispatch decision, plus any additional compensation received as side payments. We define

initial lost opportunity costs LOC0 without side payments and final LOC as

LOC0
g = max

ug, pg
Π0

g(λ
∗, ug, pg)− Π0

g(λ
∗, u∗g, p

∗
g) (7)

LOCg = LOC0
g +

∑
t∈T

stg (8)

A subset of LOC is short-run revenue shortfall to cover operating costs at the centralized

dispatch decision and price. This occurs when the unit would prefer to not operate because

profit would be negative if the unit operated as instructed at the going price. We define a

make-whole payment (MWP) as the amount needed to cover any short-run operating losses

before any side payments are paid.

MWPg = −min(0,Π0
g(λ
∗, u∗, p∗)) (9)

MWP are a common form of side payment, as many jurisdictions have requirements that

market participants cannot be forced to operate at a short-run loss. It may be required that

a unit is made whole, e.g., daily. Paying LOC in full, however, may be a far more costly or

even impossible endeavor, as in some pricing frameworks they are potentially unbounded.

Nevertheless, understanding the extent of remaining LOC is important for considering in-

centives to follow the central dispatch decision. If a unit sees high LOC and is able to

self-schedule, i.e., indicate to the operator that it wishes to produce a certain amount or

modify its submitted bid to the same result, the least-cost dispatch solution may not be

supported. High side payments in general, including MWP, may also not support the least-

cost central dispatch solution. Units may be incentivized to bid untruthfully when knowing
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that their stated costs are guaranteed to be reimbursed, a situation similar to the incentive

structure in a pay-as-bid auction. However, market power mitigation measures and deviation

penalties may make these concerns less important in practice.

2.3.1 Fixed Configuration.

The original MILP formulation of a UC economic dispatch is as follows:

max
{u, p, d} ∈ P

∑
t∈T

∑
l∈L

Bldtl −
∑
t∈T

∑
g∈G

(Cgptg + Fgztg) (10a)

s.t.
∑
g∈G

ptg =
∑
l∈L

dtl ∀t ∈ T (10b)

u ∈ {0, 1} (10c)

One way to find marginal prices, given that the solution to the MILP is known, is to remove

(10c), relax the integrality constraints, and fix the integer variables to their optimal values:

u∈ [0, 1] (11)

u= u∗ (12)

This yields a set of prices that we will call fixed configuration pricing (FCP), with the price

λ as the shadow price of the power balance constraints (10b) of the relaxed problem. These

marginal prices are largely analogous to those found graphically in Figure 1. At points of

discontinuity in the MILP optimal value function in which the system’s fixed configuration is

operating at full output, the FCP marginal price is any value between the highest variable-

cost and the cost of non-served energy. Multiple prices are possible whenever there is more

than one element in the subdifferential, and the exact price returned will depend on the solver

used. Recall that in the convex case, the dual variables of the power balance constraints

are marginal prices that clear the market and support dispatch. FCP will not always fulfill

these criteria, as discussed in Section 2.1. We have also shown that price does not uniformly
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increase with demand, which could pose challenges for demand-response program incentives.

MWP could ensure no short-run losses, but LOC may still exist.

2.3.2 Integer Programming.

If we relax the binary variables and fix the commitment variables explicitly, we can

obtain the dual variables µ associated with the explicit fixed commitment constraint, a

method proposed by O’Neill et al. (2005) and known as integer programming (IP) pricing.

We interpret µ as the “price of a commitment ticket.” The set of prices λ and µ support

dispatch (meaning no perceived losses exist) in the absence of scarcity, i.e., provided all

demand bids are cleared in full. Units may see a negative or positive price µ associated

with commitment that is realized as a side payment to or from that unit if committed

(sg = µgug). The formulation is the same as in FCP, but the dual variables of the explicit

fixed commitment constraints are also obtained:

u = u∗ : µ (13)

When calculating profits and LOC with this method, we define side payments to be null

and include the commitment prices µ, payments realized only when commitment utg = 1, in

the profit function. Multiple sets of prices are also possible; we can obtain different values

of µ for arbitrarily different but equivalent UC constraint formulations. This may lead to

different distributions of surplus among generators. Another drawback of this method is that

it can cancel out profits of efficient units where values of µ are negative, requiring a payment

to the operator to be committed (in this case, the term min(0, µtgutg) in (5) is negative. A

proposed variant is to only allow positive values of µ. However, with this variant, we lose the

guarantee of no perceived losses in the absence of scarcity. As in FCP, λ may not increase

with demand, and multiple prices λ exist when there are multiple possible multipliers. Both

marginal prices λ and side payments µ>u, can be volatile with this method.
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2.3.3 Convex Hull.

Gribik et al. (2007) propose using the convex hull of the optimal value function to find

prices in the presence of non-convexities with the goal of minimizing perceived losses. The

side payments required to support dispatch associated with the convex hull prices are the

smallest possible side payments to support dispatch associated with any marginal price.

Note, however, that the side payments used in practice need not actually be the LOC, and

MWP may still exist in that case. Convex hull pricing (CHP) requires that we perform a

Lagrangian relaxation of the original MILP, dualizing the power balance constraints. The

duality gap is the LOC and any revenue shortfall between what is charged to demand and

what is paid to suppliers. Price is guaranteed to increase with demand, but a downside

to this method is that it is much more computationally intensive, since it requires solving

a subproblem for each generator for each possible value of λ and then optimizing over a

nonsmooth convex function. Schiro et al. (2016) discuss some economically counter-intuitive

properties that result from CHP as well as the challenge of using the method with rolling

time horizons. While Luna et al. (2020) argue that decomposition methods may be useful

due to the problem’s separable structure, the computational difficulty motivates an interest

in approximations.

Schiro et al. (2016) and Hua and Baldick (2017) describe relaxed primal formulations

of CHP that are equivalent under certain assumptions. In the absence of binding ramping

constraints, the primal formulation proposed by Hua and Baldick (2017) as equivalent to

CHP is simply the method called “dispatchable” pricing in Gribik et al. (2007). We will

refer to this as approximate convex hull pricing (aCHP). It is equivalent to the original

MILP but with relaxed integral variables:

u∈ [0, 1] (14)

Note that there may exist a set of multiple optimal CHP and aCHP solutions. Depending

on how each is solved, CHP and aCHP may yield different answers but draw from the same

15



underlying set of multiple solutions. In practice, aCHP is often implemented only for online

units or for some subset of online units so that units not in this set are unable to set the

price. With this modification, we lose the guarantee of lowest possible opportunity costs. We

refer to this variant as partial (approximate) convex hull pricing (pCHP) and implement it

here with all online units:
u∈ [0, 1] (15)

ug= u∗g ∀g ∈ G : u∗g = 0 (16)

2.3.4 Relaxed Minimum Operation.

Another method commonly used in practice is to relax the minimum operating level of

online units (or some subset of online units). We will refer to this method as RPmin. The

formulation is the same as FCP but with a modified set of operating constraints P′ in which

0 ≤ pg ≤ Pmax
g ug ∀g ∈ G : u∗g = 1:

u∈ [0, 1] (17)

u= u∗ (18)

2.3.5 Average Incremental Costs.

A method that guarantees short-run revenue adequacy with no side payments (no MWP

required) for all units over their commitment interval is average incremental costs (AIC).

The startup cost for online generators is amortized over its actual production and binary

variables are relaxed. Offline units have their commitment status explicitly fixed to 0. The

startup costs are updated as F ′g = FgP
MAX
g /p∗g ∀g ∈ G : u∗g = 1.

u∈ [0, 1] (19)

ug= u∗g ∀g ∈ G : u∗g = 0 (20)

When demand is inelastic, this is equivalent to the method proposed by Van Vyve (2011).

Perceived losses may exist, so AIC prices do not always support dispatch. Price will not

always increase with demand, but arguably this reflects a “quantity discount” in which it is
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less expensive per MWh to operate a plant with a startup cost at a higher operating level.

2.3.6 Price Adders.

Another method to guarantee short-run cost recovery of all units is to introduce a revenue

adequate price adder (RAPA). In this method, a price adder ε is added on to the base price

λ∗. This method has no side payments but the higher marginal price affects all online units.

We may require that revenue adequacy is guaranteed for each unit over a given horizon, e.g.,

one day. Luna et al. (2020) propose a method that guarantees short-run revenue adequacy

via a price adder ε and side payments called limited compensation (LC). Total side payments

are limited by a factor α representing a percentage of total commodity market costs. This

transfers some of the side payments to a price adder on the base price, when binding. The

base price may be the λ∗ found via FCP but could also be the commodity price found via

another pricing framework that is not already revenue-adequate, e.g., aCHP.

3 Methodology

Recall that social surplus depends only on the quantity of demand cleared, with different

prices representing transfers between consumer and producer surplus. However, producers

will not stay in the market in the long-run if they are operating at a loss, and new producers

will join the market in the long-run if they could make a profit. Both positive and negative

profits could result in a move away from the CP solution to an alternate resource mix that

may clear a different level of demand and thus yield a lesser social surplus. If we have positive

profits for producers when applying a pricing framework to the CP solution, this means a

transfer from consumer to producer surplus, resulting in higher average costs for consumers.

If profits are sufficiently high, this likely indicates new participants could enter the market

and make a profit, leading the optimal resource mix away from the CP solution. Similarly, if

we have negative profits for producers when applying a pricing framework to the CP solution,
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we also expect movement away from the CP solution. This is why it is important to find

a capacity mix that is adapted to a given pricing framework in the long-run. Once we find

these different long-run capacity mixes, we can calculate consumer and producer surplus for

each.

However, finding the CP solution is a challenge for a large-scale system. If we limit

our analysis to only a deterministic problem, ideally we would solve a generation capacity

expansion model for a horizon sufficient to fully reflect the demand and VRE generation

profiles and the amount of time intervals with scarcity of capacity, e.g., one year. However, a

formulation with investment decisions at the plant level and UC constraints for a year quickly

becomes computationally prohibitive as the number of generators required increases. On the

other hand, a larger scale system is helpful in reducing the impact of lumpy investments on

profits, as each generator becomes a smaller fraction of the overall load served. de Sisternes

et al. (2015) use an extensive form MILP when investigating four different bidding rules with

inelastic demand with a cost of non-served energy of only $500/MWh as a proxy for the

cost of back-up generators participating in demand-response programs. While the choice of

sample weeks may impact the chosen capacity mix, we are less concerned in this illustrative

example in accurately representing any given year. However, we are concerned with the

effect that scaling the duration of non-served energy found over smaller time horizons to

larger ones can have on profits. Herrero et al. (2015) compare two pricing frameworks for

a year at hourly resolution with a clustered UC formulation, which may significantly alter

the representation of non-convexities compared to the full UC formulation. This approach

was chosen because of the non-served energy scaling issues, but the use of partially elastic

demand would resolve this problem, as scarcity prices are set more frequently but at lower

values. Mays et al. (2020) use sample weeks and a decomposition algorithm that allows

for partial relaxation of UC constraints when searching the solution space for the optimal

capacity mix. In the interests of fully capturing the non-convexities, we choose to preserve

the full UC formulation. We use an extensive form MILP with price-responsive demand on
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a large-scale system with representative weeks. We can then determine how well a given

pricing framework supports the CP solution and what incentives exist to deviate from this

solution in the short-run and long-run.

Next, we are interested in finding a capacity mix that is a long-run market equilibrium

adapted to a given pricing framework to evaluate market outcomes for each pricing frame-

work. We seek a market equilibrium in which all units in the market are operating without

losses and no new entrant could make a profit. Note that because of lumpy investments,

there may be multiple such equilibria instead of only one. Herrero et al. (2015) use a sim-

plified UC formulation to perform an exhaustive search across many candidate solutions for

the capacity mix that maximizes social surplus subject to no generators operating at a loss.

Hytowitz et al. (2020) require the adapted mix to have a particular reliability target but do

not otherwise provide details. Using an allowed profit bound of +/-10%, de Sisternes et al.

(2015) find the CP solution is supported by all considered pricing frameworks except one in

which non-convex costs are internalized as simple bids. For this case they add or remove

nuclear units until none are operating outside the profit bounds, followed by CCGT and then

OCGT. Mays et al. (2020) estimate profit functions via regression coefficients found from

profits under a number of near-optimal solutions to a partially relaxed capacity expansion

problem. They then find a capacity mix within the convex hull of these near-optimal CP

solutions in which profits are close to zero for all technology types. Since we wish to reflect

the non-convex features of the market as faithfully as possible, we employ an algorithm

that begins at the CP solution and reflects the long-run movement to a market equilibrium

away from the CP solution where sufficient incentives exist, at each stage solving a full UC

formulation for the new candidate capacity mix and re-calculating prices and profits. We

present results for a profit bound of 0% and for +/-5%, reflecting some leniency for lumpy

investments. For equilibria with negative profits within this bound, the producer losses are

added to the consumer surplus with the interpretation that the consumers pay these small

losses at-cost.
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Another issue that must be addressed is that large-scale UC dispatch problems are usually

only solved to within a certain MIP gap. Eldridge et al. (2020) illustrate how different

near-optimal solutions can yield a more diverse array of generator profits depending on

the pricing framework. They find that the methods we call FCP and pCHP, which have in

common explicit fixed commitment constraints for all or a subset of units, can have large and

unbounded payment redistributions among alternate solutions. In contrast, aCHP, which

does not fix any unit’s commitment in the pricing run, has smaller, bounded redistributions

that can become smaller by tightening the UC’s convex relaxation. Acknowledging that

profits may differ for some pricing frameworks, Mays et al. (2020) calculate profits as the

average over a number of near-optimal solutions. The short-run centralized dispatch decision

used in our analysis of pricing frameworks is determined ex-post, with a fixed capacity

expansion decision. When solving the short-run UC dispatch at the CP resource mix, we use

Gurobi’s solution pool option to find a set of 20 near-optimal solutions with a target MIP gap

of 0.02% and attempt to maximize diversity. We present the ranges of profits found. While

it can be shown that profits do not decrease strictly monotonically with the optimality gap

(Sioshansi et al., 2008), we find that total producer surplus does generally decrease with the

quality of the solution. Because we tend to find the same relative distribution of producer

surplus among technology types for each solution but different overall levels of producer

surplus by quality of optimal solution, we do not take the average profits. Instead, we

present results for the adapted capacity mixes found via a more modest MIP gap of 0.001%

and a targeted MIP gap of 0% with a time limit of 5 minutes per optimal dispatch, in which

the resulting MIP gaps were typically well under 0.00005%. This permits a comparison of

how impactful the optimality of the primal solution is in the long-run. Additionally, we

require MWP only for short-run cost recovery over the operating horizon.
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3.1 Model formulations

Here we define the formulation for the extensive form MILP capacity expansion model

and short-run centralized UC economic dispatch.

3.1.1 Nomenclature.

Indices and Sets

g ∈ G Set of generators
GT ⊆ G Set of thermal generators
GN ⊆ GT Set of nuclear generators
GV ⊆ G Set of VRE resources
t ∈ T Set of time periods (hours)
l ∈ L Set of demand bids

Parameters

Cg Variable cost ($/MWh)
Fg Startup cost ($)
Cinv

g Annualized investment cost of generator g ($/yr)
Pmin
g Minimum operating capacity (MW)
Pmax
g Maximum operating capacity (MW)
M on

g Minimum on time (h)
M off

g Minimum off time (h)
Rg Maximum ramp up/down rate (MW/h)
Ptg Maximum output for VRE resource (MW)
Bl Value of demand bid l ($/MWh)
Dtl Maximum quantity of demand bid l at time t (MW)

Variables

ptg Committed generation for generator g at time t (MW)
utg (Binary) commitment status for generator g at time t
ztg (Binary) startup decision for generator g at time t
ytg (Binary) shutdown decision for generator g at time t
dtl Amount of cleared demand bid l at time t (MW)
xg Binary build decision for each generator g ∈ GT

3.1.2 Capacity Expansion Model.

The capacity expansion model is formulated as follows:

max
(x, p, u, z, y, d)

Θ
∑
t∈T

∑
l∈L

Bldtl −
∑
g∈G

Cinv
g xg −Θ

[∑
t∈T

∑
g∈G

(Cgptg + Fgztg)

]
(21a)
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s.t.
∑
g∈G

ptg =
∑
l∈L

dtl ∀t ∈ T (21b)

0 ≤ dtl ≤ Dtl ∀t ∈ T, l ∈ L (21c)

ptg ≤ Pmax
g xg ∀t ∈ T, g ∈ GT (21d)

ztg + ytg ≤ 1 ∀t ∈ T, g ∈ GT (21e)

utg − ut−1,g = ztg − ytg ∀t ∈ 2...T, g ∈ GT (21f)

ztg = utg ∀t = 1, g ∈ GT : g /∈ GN (21g)

ztg = 0 ∀t = 1, g ∈ GN (21h)

ytg = 0 ∀t = 1, g ∈ GT (21i)

ztg +

min (t+Mon
g −1,T )∑

t′=t+1

yt′g ≤ 1 ∀t ∈ 1...T − 1, g ∈ GT : M on
g > 1 (21j)

ytg +

min (t+Moff
g −1,T )∑

t′=t+1

zt′g ≤ 1 ∀t ∈ 1...T − 1, g ∈ GT : M off
g > 1 (21k)

Pmin
g utg ≤ ptg ≤ Pmax

g utg ∀t ∈ T, g ∈ GT (21l)

−Ri ≤ ptg − pt−1,g ≤ Ri ∀t ∈ T, g ∈ GT (21m)

0 ≤ ptg ≤ Ptg ∀t ∈ T, g ∈ GV (21n)

ptg ≥ 0 ∀t ∈ T, g ∈ G (21o)

utg, ztg, ytg ∈ {0, 1} ∀t ∈ T, g ∈ GT (21p)

xg ∈ {0, 1} ∀g ∈ GT (21q)

The factor Θ scales up short-run costs to an annualized level in objective function (21a)

that maximizes benefits and minimizes costs with price-responsive demand. Constraint (21b)

ensures power balance with cleared demand bids. Constraint (21d) links production to build

decisions for thermal units. Constraints (21e)-(21k) ensure consistent relationships between

startup and shutdown decisions limited by minimum on and off times. Nuclear is allowed to

begin the simulation turned on without paying a startup cost in the first time period (with
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its startup cost included in Cinv, reflecting an expectation of one startup cost for nuclear in a

year). This addresses inappropriate scaling of nuclear startup costs over simulation periods

shorter than one year. Capacity constraints for committed thermal units are given in (21l).

We provide ramping constraints in (21m), but they are not binding at an hourly resolution

in the case study data. Curtailable VRE generation is defined in (21n). VRE capacity is

exogenous to the thermal capacity expansion decision.

3.1.3 Short-Run Centralized Dispatch with Unit Commitment

Once a capacity mix is fixed, the short-run UC dispatch is solved. This formulation

replaces the objective function (21a) with (22):

max
(p, u, z, y, d)

∑
t∈T

∑
l∈L

Bldtl −
∑
t∈T

∑
g∈G

(Cgptg + Fgztg) (22)

The subset of units G is redefined as only units that were built in the capacity expansion

model, g ∈ G : xg = 1. Constraints (21d) and (21q) are omitted. We define long-run profits

as a percentage of total costs:

πg =
ΘΠg − Cinv

g

ΘΞg + Cinv
g

(23)

3.2 Market Equilibrium Adapted to Pricing Framework

We next define a method to illustrate movement away from the CP solution due to

profit incentives with a given pricing framework. We seek a market equilibrium resource

mix adapted to a given pricing framework in which no participant is operating at a loss

and no new entrant would make a profit under the given pricing framework. Algorithm

1 describes a guided search through capacity mixes, aiming to treat the building of each

resource type with equal preference. Note that multiple market equilibria may exist under

this definition with lumpy investments, and the order in which we consider which technology

types to build may result in a different equilibrium. The algorithm loops through the set
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of all units, both currently built and unbuilt candidates, alternating the technology type

under review iteratively. If a built unit is not profitable, it is removed, and the dispatch is

re-solved, generating a new set of profits. If a unit has not been built, it is included in a test

dispatch that generates a new set of profits; if the candidate unit is profitable, and it has

not made another unit of its type unprofitable, it is built, and current profits are updated.

The vector of build decisions x is updated by adding or removing units. The vector x∗ has

xg = 1 if a unit was built in the capacity expansion model and xg = 0 for all candidate units

that have not (yet) been built. G is ordered such that unbuilt units alternate iteratively

through technology types. Since we are modeling a system that, while large, we suppose has

lumpier investments than a real-world system, we formulate profitability optionally in terms

of a bound; we may define losses as profits less than, e.g., -5%. This algorithm is run once

with a MIP gap of 0.001% for each UC dispatch and again with a target MIP gap of 0%

with a time limit for each UC dispatch.

4 Results

4.1 Data

Scenarios are constructed using correlated demand, wind generation, and solar generation

profiles from the Reliability Test System of the Grid Modernization Lab Consortium (2020).

In the base case, we scale demand and VRE profiles by a factor of 10, yielding a system with

peak load of approximately 47.5GW over the 4 sample weeks selected. Non-coincident peak

wind is over 50% of peak load, and non-coincident peak solar is over 25%. This base case

scenario corresponds to VRE scenario S100, with alternative scenarios S75, S50, and S25

representing VRE profiles scaled to 75%, 50%, and 25% of the base case, respectively. We

start from a greenfield situation for thermal generator capacity expansion. We use candidate

generators of three technology types: nuclear, CCGT, and OCGT, representing base, inter-

mediate, and peaking units. Technical parameters are given in Table 4 and cost parameters
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Algorithm 1: Capacity mix adapted to pricing framework

x = x∗ for i = 0;
Ig ← vector of 0’s with 1 in the g-th position;
πg ← long-run profits for unit g under given pricing framework;
G← technology type alternates iteratively for unbuilt units in initial x;
i← initialized to 0;
while | πg(x) |> bound for any g do

check ← true for each type ;
j ← current iteration status i;
for g ∈ G do

k ← type of g;
if xg = 0 & check(k) then

Calculate πg(x+ Ig) ;
Calculate πg′(x+ Ig) ∀g′ ∈ k;
if πg(x+ Ig) > 0 & πg′(x+ Ig) > −bound ∀g′ ∈ k then

x = x+ Ig;
i = i+ 1;

else
check(k) = false;

end
else // xg = 1

if πg(x) < −bound then
x = x− Ig;
i = i+ 1;

end
end

end
if j = i then // No units added or removed

break;
end

end

are given in Table 5. Parameters are adapted from data used in de Sisternes et al. (2015). We

use bid-in demand assuming 90% of demand at each time period is inelastic (with a benefit

of $10,000/MWh) and 10% of demand is elastic, represented by 200 equally-sized bids de-

scending in price from $10,000/MWh to $50/MWh, analogously to Mays et al. (2020). The

generator mix in the CP solution is determined for each VRE case by targeting a MIP Gap

of 0 with a time limit of 25 minutes, yielding MIP Gaps between 0.0001-0.0003%. Using the

base case with completely convex operations (no UC) but binary build decisions, we are able

to achieve average profits for nuclear, CCGT, and OCGT of -1%, -2%, and -5% respectively,

with no unit operating at a profit of less than -5%. This provides some reassurance that

the size of the problem is sufficient to reduce the impacts of lumpy investments and some
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justification for exploring a +/-5% profit bound.

Table 4: Technical Parameters for Thermal Generators

Tech Min Output Max Output Ramp Up/Down Up/Down time
(MW) (MW) (MW/min) (hr)

Nuclear 900 1000 190 36
CCGT 150 400 320 3
OCGT 50 200 360 0

Table 5: Cost Parameters for Thermal Generators

Tech Investment Startup Variable
(M$/GW-yr) (M$) ($/MWh)

Nuclear 489 1 6.5
CCGT 129 0.06 58.5
OCGT 106 0.01 99.4

4.2 Central Planner Solution

A key observation in this case study is that with well-adapted systems with sufficient

scarcity rent, all units recover their short-run operating costs, i.e., no MWP are required

(when considering the entire operating horizon). We can construct a scenario in which some

MWP still exist only if we set inelastic demand with a price of non-served energy so high

(e.g., $40,000) such that no scarcity prices exist at the CP solution. Of course such a system

would not be in a long-run market equilibrium because the OCGT (at a minimum) would

be operating at a long-run loss, and if we allow such a system to adapt to any given pricing

framework, the MWP disappear as capacity decreases and scarcity prices appear. Since the

only way in which RAPA and LC differ from the method used to calculate their underlying

price stream (e.g., FCP, aCHP) is if MWP exist, we do not report results for these methods.

If short-run cost recovery is required daily, some MWP are required, but these side payments

remain very low compared to other revenue streams and have a negligible impact on long-run

resource mix decisions.
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With a MIP gap of 0.02%, we find 20 near-optimal solutions for the base case within

0.1% of the best solution found. The profits associated with FCP and aCHP are shown in

Figure 2. FCP profits vary considerably, but notably the profits associated with the best

solution found are the lowest. This indicates that finding a solution very close to optimality

is critical for the performance of FCP and other pricing frameworks that rely on the primal

solution. In contrast, aCHP, which does not depend on the primal solution, has profits that

do not vary across near-optimal solutions. For the simulations with a MIP gap of 0.001%,

long-run profits at the CP solution differ by pricing framework, as seen in Figure 3(a). The

largest producer surpluses are seen with IP, RPmin, and AIC.

(a) FCP profits (b) aCHP profits

Figure 2: Base case near-optimal solution profits at the CP solution.

4.3 Market Equilibrium Adapted to Given Pricing Framework

With some individual units with losses outside the profit bound (recall that Figure 3(a)

shows average profits by technology) and some technology types making considerable profits,

we expect movement away from the CP solution when finding a capacity mix adapted to

each pricing framework. Figure 3(b) shows the change in the number of units between the

CP and adapted mixes, and Figure 3(c) shows the new long-run profits at the adapted mixes

specific to each pricing framework. No units are operating at a loss, and no new units could

enter and make a profit, even though the existing producers are in some cases making a
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(a) Long-run average profit at CP (b) Change in units from CP to adapted mixes

(c) Long-run profit at adapted mixes (d) Perceived losses at adapted mixes

Figure 3: Base case results with a 0.001% MIP gap and a 5%-profit bound.

substantial profit. Profits are lowest with aCHP. LOC are high across the considered pricing

frameworks, with the exception of aCHP, as shown in Figure 3(d).

The average cost to consumer differs considerably by pricing framework, with aCHP

being substantially lower, as shown in Figure 4(a). Note that different adapted mixes may

clear different amounts of demand and that average cost to consumer includes payments to

VRE. In contrast, to compare across VRE scenarios, the cost to consumers for the consumer

surplus is calculated with exogenous VRE and the producer surplus is only reported for

thermal generators. We see that despite the different adapted capacity mixes, the total

social surplus achieved is only very slightly smaller across all pricing frameworks than at the

CP solution. However, the transfer from consumer to producer surplus varies substantially

by pricing framework. Note that the consumer surplus includes the total benefit of cleared
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demand, most of which is $10,000/MWh due to the 90% inelastic portion of the demand

curve.

The pattern of small changes in social surplus from the CP solution in the adapted mixes

but comparably larger changes in consumer surplus is seen across VRE scenarios, profit

bounds, and MIP gaps, as seen in Figure 5. Across all simulations, aCHP achieves the

highest consumer surplus. However, with the smallest MIP gap target (represented by the

diamond markers) the performance of pricing frameworks that rely on the primal solution

improve markedly. Even with small MIP gap targets, RPmin and AIC achieve lower consumer

surplus.

(a) Average cost to consumer (b) Social surplus

Figure 4: Base case average cost to consumer and social surplus results with a 0.001% MIP gap
and a 5%-profit bound.

(a) Social surplus (b) Consumer surplus

Figure 5: Social surplus and consumer surplus losses from CP benchmark across all simulations.
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4.4 Varying Levels of VRE Penetration

As long as the system is allowed to adapt, increasing levels of VRE is not strongly

associated with an increase in consumer surplus from the CP benchmark across different

pricing frameworks. On the other hand, the gaps in achievable consumer surplus from

the CP solution arising from non-convex operations of thermal plants do not appear to

substantially decrease with higher shares of VRE either. These results can be seen by

comparing across VRE scenarios (indicated by different colors) in Figure 5. This is likely

due to the total installed capacity of thermal units in the CP solution being equivalent across

VRE scenarios, as seen in Figure 6. The type of thermal capacity built changes, but not the

total quantity. The inclusion of significant storage capabilities or VRE penetration sufficient

to reliably offset peak net load may change this result, as the total installed thermal capacity

may decrease. We find that the aCHP average cost to consumer is generally lower across

pricing scenarios and is equivalent with both tested MIP gaps, as shown in Figure 7.

Figure 6: Total installed thermal capacity at CP solution.

5 Conclusions

We have framed the question of optimal pricing in the long-run in non-convex markets

in terms of social surplus achieved and transfer of consumer to producer surplus in adapted

long-run market equilibria. We find that aCHP generally achieves the highest social surplus

30



Figure 7: Average cost to consumer over VRE scenarios with a 5%-profit bound.

and is also associated with the lowest transfer of consumer to producer surplus. Perhaps

surprisingly, FCP is also associated with high social surpluses and high consumer surpluses

relative to the CP benchmark provided that a primal solution very close to optimality can be

found. However, this assumption is impractical in real-world systems that solve to a non-zero

MIP gap. Other pricing frameworks tend to over-compensate inframarginal units, leading

to mixes with lower social surplus and a greater transfer of consumer surplus to producer

surplus in the long-run. Use of aCHP also has the benefit of being associated with low LOC.

We do not find MWP to be significant in well-adapted systems in our case study. This

opens questions for further research about how significant MWP are in the context of long-run

equilibria with increased demand elasticity. However, more work should be done to determine

if inclusion of no-load costs or a more diverse array of generation technologies might lead

to the presence of some of the non-convex features that require MWP for short-run cost

recovery in a long-run adapted mix. Additionally, while we know the overall social surplus

will be lower than at the CP solution, it would be desirable to explore all lumpy investment

market equilibria to see if total producer surplus and its distribution among technology types

varies. In this study, we have taken the perspective of a centrally committed market design

as in the United States and many other jurisdictions. Alternatively, a self-committed market

design, such as in Europe, in which participants internalize their non-convexities in simple

bids is possible. While the dispatch associated with simple bids is likely to be less optimal,
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further work could attempt to quantify the relative trade-offs.

While aCHP performed best in the scope of this study, it should be noted that good ap-

proximations to CHP become more difficult with binding ramping constraints, and CHP itself

is likely prohibitively computationally intensive. Transmission constraints, multi-settlement

markets, rolling time horizons, and market power concerns may also impact a market oper-

ator’s preferred pricing framework. While the lack of dependence of aCHP on the dispatch

solution can be a benefit, the implications of producers being able to estimate the price curve

ex-ante should be further explored. Another consideration is that it may not be practical to

wait for long-run adaptation since lifetimes of power plants can be decades. Market opera-

tors should seek to maximize social surplus in the long-run, but this must be balanced with

concerns for consumer surplus in transitional states.
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