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Abstract

Planning of trajectories, i.e. paths over time, is a challenging task. Thereby, the trajectories
for involved commodities often have to be considered jointly as separation constraints have to be
respected. This is for example the case in robot motion or air traffic management. Involving
these discrete separation constraints in the planning of best possible continuous trajectories
makes the task even more complex. Hence, in current practice, the resulting optimization
problems are solved sequentially or with restricted planning space. This leads to potential
losses in the usage of sparse resources.

To overcome these drawbacks, we develop a graph based model for disjoint trajectories
optimization. Further, we present a discretization technique to depict the full available space,
while respecting potentially non-convex restricted areas. As a result, an integer linear opti-
mization program needs to be solved whose size scales with the number of discretization points.
Thereby, even for moderately sized instances a sufficiently detailed representation of space and
time leads to models too large for state of the art hard- and software. To tackle this, we develop
an adaptive-refinement algorithm that works as follows: Starting from an optimal solution to
the integer program in a coarse discretization the algorithm re-optimizes trajectories in an
adaptively refined discretized neighborhood of the current solution. This is further integrated
into a rolling horizon approach. We apply our approach to the integrated trajectory optimiza-
tion and runway scheduling in the surrounding of airports. Computational experiments with
realistic instances show efficiency of the method.

Keywords: disjoint trajectories; adaptive-refinement; rolling horizon; optimization; integer
programming;
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1 Introduction
Planning of safely separated and overall optimal trajectories for multiple commodities is a task that
arises in many applications, such as air traffic management, packet routing, or multi robot motion.
Thereby, the challenging task of determining optimal trajectories for the individual commodities
is paired with having to maintain some kind of separation, which could be temporal or spatial.
Those separation constraints add discrete decisions to the continuous trajectory planning problem.
In real world settings, such as arrival planning at airports, the inherent complexity of such discrete-
continuous optimization problems leads to highly restrictive and heuristic procedures to keep the
workload for authorities manageable. Consequences are possible losses not only in costs such as
energy consumption but also overall capacities by limiting the considered planning space to very
restricted networks.

In this work we present an approach for the very challenging task of disjoint trajectory optimiza-
tion. We develop a general modeling approach for the disjoint trajectories problem that is capable
of depicting arbitrary separation requirements for commodities. Therefore, we use a graph based
representation for space and time. Hereby, trajectories are paths in a corresponding time-expanded
network. As the resulting problem is NP-hard even in very restricted settings [Hoch et al., 2020]
we derive a linear integer program. Using (mixed) integer linear programming (MILP) techniques
this can be solved to global optimality - with respect to the selected representation.

We further develop a discretization technique that enables trajectory optimization in the full
available space of motion to overcome the use of highly restricted, predefined networks. This can for
example be beneficial in approach planning to airports where currently basically one-dimensional
arrival routes are used. Here, considering the whole tree-dimensional airspace in a free-flight spirit
as introduced by [Force, 1995] bares the potential to raise not only airspace capacity but also a
more efficient use of runways.

The approach to discretize three dimensional space and time we present allows planning in an
arbitrary, potentially non-convex, environment. It comes at no surprise that - depending on the
desired level of detail - the presented model quickly exceeds the capabilities of current hardware.
Therefore, we use advanced algorithm engineering techniques to keep instance sizes manageable:
We develop an adaptive-refinement approach that starts with a coarse discretization of space and
time and computes globally optimal trajectories with respect to this discretization. Afterwards,
in an adapted search space around said trajectories the discretization is refined and re-optimized
considering those search spaces. To allow for even larger instances, we further embed this adaptive-
refinement in a rolling horizon approach. Here, we follow the trajectories over time and consider
refinement in segments.

We make a concretion of this general approach for a application in air-traffic management,
namely the approach planning at airports. Hereby, trajectories of aircraft and a runway scheduling
have to be optimized simultaneously. With the presented graph based model we are able to depict
all necessary en-route distances and also can naturally include the runway scheduling where minimal
temporal distances between aircraft have to be maintained. For optimization we use an objective
function to fairly mediate between fuel consumption and deviation from the scheduled time.

For the computational study we conduct for this application we consider realistic instances with
up to ten aircraft. Results do not only illustrate the algorithmic properties, but also show efficiency
of the approach.

The remainder of the paper is organized as follows:
After the following review of related literature in Section 2 the general disjoint trajectories model
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is developed. Afterwards, in Section 3, a meta-algorithm to for iterative re-optimization of trajec-
tories in smaller sub-problems is presented. The discretization method for three-dimensional space
and time is given in Section 4 before in Section 5 the adaptive-refinement and the rolling horizon
approach are introduced. Section 6 presents the application of approach planning at airports with
corresponding computational experiments in Section 7. The conclusion and outlook in Section 8
close the paper.

Related Literature: As manifold as the applications for multi-commodity trajectory optimization
as vast is the existing literature. Hence, we can not give an exhaustive survey, but try to highlight
the most relevant and point towards related fields.

In a space-time discretized setting the disjoint trajectories planning problem becomes a vari-
ant of the disjoint paths problem as introduced by [Karp, 1975]. This problem is well studied
with an overview of complexity results in [Fortune et al., 1980, Kobayashi and Sommer, 2010]. Al-
gorithmic approaches to deal with the classic versions can be found in [Yu and LaValle, 2016,
van Den Berg et al., 2009, Sharon et al., 2015] to name but a few. While all promising for the
described settings the approaches are not easily transferable to large scale time-expanded networks.
Those are necessary to depict free movement in the considered space properly. Safety separations
can be interpreted as arc dependencies. In the context of network design, those arc dependencies
are studied by [Oellrich, 2008].

Further, optimization for single trajectories is treated both in discrete as well as continuous
settings. For continuous methods the equations of motion are used and optimal control ap-
proaches are applied for solving the resulting problems. Generally, although globalization methods
exist, those methods can only provide locally optimal solutions. [Von Stryk and Bulirsch, 1992,
Pecsvaradi, 1972, Hagelauer and Mora-Camino, 1998], or more recent [Khardi, 2012] give exhaus-
tive overviews on those methods.

In a discrete setting, although limited in describing the commodities dynamics of motion, global
optimal solutions can be obtained. In [Blanco et al., 2016a] so called super optimal winds are used
in an A∗ algorithm for trajectory planning for one aircraft. A graph based approach is also used in
[Blanco et al., 2017] to minimize crossing cost of a trajectory.

When it comes to safe planning of multiple trajectories, there is a manifold of conflict detection
and resolution approaches, that aim at de-conflicting given trajectories: [Kuenz, 2015] describes
an algorithm for large scale conflict detection and trial and error conflict resolution based on sub-
dividing the search space. In [Dias et al., 2020] a two stage algorithm for conflict resolution with
recovery to the given initial trajectories is proposed. Common for most of the conflict resolution
approaches is to consider a pre-defined set of actions to avoid the conflict. Those most of the
time include a set of possible heading or speed changes. [Pelegrín et al., 2021] introduce fairness
in deconfliction for given trajectories in a track network. For general reviews on conflict detec-
tion and resolution approaches in aviation, both for manned and unmanned aerial vehicles, see
[Kuchar and Yang, 2000, Campo, 2010, Ribeiro et al., 2020].

The direct optimization for safe trajectories of multiple commodities is also frequently consid-
ered: In [Richards and How, 2002] a strongly simplified continuous approach for combined trajec-
tory planning and collision avoidance is presented. [Li et al., 2019] study unmanned aerial vehilce
(UAV) trajcectory planning in a two dimensional grid using an ant-colony algorithm.

Also the vast literature on coordinated multi-robot path planning shall be mentioned in this set-
ting. Optimizing of trajectories for multiple commodities with a strictly restricted network and con-
servative reservation of space to avoid conflicts is done in [Gawrilow et al., 2008]. [Yan et al., 2013,
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Wagner and Choset, 2015] give a broad overview over related literature in this field. In a time-
expanded setting [Hoch et al., 2020] study the theoretical complexity of the non-stop disjoint tra-
jectories problem. Results there imply, that for even for strongly simplified settings the problem
is NP−complete and hence polynomial time approaches such as A∗ that where applicable for one
commodity will not exist, unless P = NP.

Two very recent publications from the field of aircraft trajectory optimization are closely related
to the approach and the application we present: First, [Borndörfer et al., 2021] develop a discrete-
continuous approach for single trajectory optimization. They provide criteria on graph ’density’
that allow to determine tight error estimates of the obtained discrete reference trajectory if post-
processed in a continuous optimization step. Second, in the context of unmanned aerial vehicles
(UAVs) [Schmidt and Fügenschuh, 2021] present a mission planning and trajectory optimization
approach for given wind fields and convex no-fly zones. They use a linearized discretization of the
equations of motion to determine trajectories for the UAVs.

Contribution: We develop a new integer programming model for disjoint trajectory optimization
for multiple commodities that can be solved to global optimality with respect to the underlying
graph representation of space and time. Combined with the presented general adaptive-refinement
framework this modeling enables free planning of trajectories in complex, possibly non-convex three
dimensional space environment. Advanced algorithmic engineering is applied to keep the fast grow-
ing instance sizes manageable that arise by consideration of a finer discretization of space and time.
Therefore, we integrate the adaptive-refinement in a rolling horizon approach.

We make this general framework concrete for the real world application of combined trajectory
optimization and runway scheduling in the surroundings of airports. Computational experiments
with realistic scale of up to ten aircraft show efficiency of the algorithmic approach.

2 Disjoint Trajectories - General Formulation
We first describe a general graph-based approach to determine disjoint trajectories for multiple
commodities in this section. We introduce the necessary basic notation and concepts used through
the remainder of the manuscript.

First, we give a formal description of the problem as an extension of the non-stop disjoint
trajectories problem as introduced in [Hoch et al., 2020] and present an integer programming for-
mulation. In the next section, an iterative meta-algorithm for the general disjoint trajectories
problem is introduced. An overview of the used notation can be found in Table 1 at the end of the
section.

To determine trajectories for commodities, we consider a base-network to be given by a simple,
directed graph G = (V,A). Trajectories are paths in G followed over time. Therefore, consider a
planning horizon T and a set of time-steps T := {0 = t0 < t1 < t2 < ... < tn = T} to be given.
Further, consider a function τ : A→ 2T which for each a ∈ A is giving the possible traversal times
for that arc. The function τ is also called traversal-time function

Using this, one can explicitly state the time-expanded graph GT = (V T , AT ) with

V T := V × T
AT := {((u, tu), (v, tv)) ∈ V T × V T | (u, v) ∈ A, tv − tu ∈ τ(u, v)}.
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Depending on the situation we use (v, t) ∈ V T and or a bold print v ∈ V T to refer to vertices in
the time-expanded graph. Similarly we use a ∈ AT for arcs.

As a trajectory we consider a pathW = ((u1, t1), (u2, t2), ..., (u`, t`)) in the time-expanded graph
GT without direct returns, that is ui 6= ui+1 for all 1 ≤ i ≤ ` − 1. In slight abuse of notation we
also write W ∈ GT to imply that the set of nodes of W are a path in GT .

We consider k ∈ N (heterogeneous) commodities with individual connection requests. For each
commodity 1 ≤ i ≤ k the corresponding connection request is given by a source-destination pair
si, di ∈ V × V together with release time ri ∈ T where the corresponding trajectory has to start at
si. Further, for each 1 ≤ i ≤ k there are given earliest resp. latest times of arrival `i, ui ∈ R of the
commodity at its destination. As commodities are heterogeneous they are assigned individual arc
costs ci(a) ∈ R ∪ {∞} for each a ∈ AT .

We say that a trajectory W satisfies the request of commodity 1 ≤ i ≤ k if

1. (u1, t1) = (si, ri), (u`, t`) = (di, t
d
i ) with `i ≤ tdi ≤ lti

2. the associated costs for commodity i are finite.

To determine disjointness, we use a generic definition in the sense, that for each pair of commodities
1 ≤ i, j ≤ k, i 6= j and each arc a ∈ AT there is a (possibly empty) set of separation-arcs
S(i, j,a) ⊆ AT that must not be used by commodity j if commodity i uses a.

Thus, we call trajectories W (i),W (j) of commodities 1 ≤ i, j ≤ k, i 6= j disjoint if for all arcs
ai implied by W (i) no arc of W (j) is in S(i, j,ai) and vice versa.

Definition 2.1 (The disjoint trajectories problem (DTP)). Let a time-expanded network GT =
(V T , AT ) and k commodities with connection requests (si, ri), (di, `i, ui), individual arc costs func-
tions ci and separation-arcs S(i, j,a) be given.

The disjoint trajectories problem (DTP) is to determine trajectories W (i) ∈ GT for each 1 ≤
i ≤ k that satisfy the corresponding connection request and are pairwise disjoint with respect to the
separation-arcs S.

It is shown in [Hoch et al., 2020] that even for grids and unit traversal times the problem of
determining disjoint trajectories with individual arc costs is in general NP-complete. We derive
the following integer programming formulation for the problem:

We introduce binary variables xi(a) for each 1 ≤ i ≤ k and a ∈ GT indicating whether com-
modity i uses arc a (xi(a) = 1) or not (xi(a) = 0). Each individual commodity 1 ≤ i ≤ k has to
fulfill an extended flow-property on GT ((1a)-(1b)). The difference to a classical flow formulation is
that not a single sink is possible, but one of the feasible time-steps to arrive at the given destination
has to be reached. Hence, in the time-expanded network the possible destinations are all vertices
(di, ti) with `i ≤ ti ≤ ui. This is formalized in (1c).∑

a∈δ+((si,ri))

xi(a) = 1 ∀1 ≤ i ≤ k (1a)

∑
a∈δ−(v)

xi(a) =
∑

a∈δ+(v)

xi(a) ∀1 ≤ i ≤ k, ∀v ∈ V T \{(si, ri), di × T } (1b)

∑
`i≤ti≤ui:

ti∈T

∑
a∈δ−(di,ti)

xi(a) = 1 ∀1 ≤ i ≤ k (1c)

xi(a) ∈ {0, 1} ∀1 ≤ i ≤ k, ∀a ∈ AT (1d)
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Avoidance of direct returns of commodities is assured by

xi (((v, t),w)) + xi((w, (v, t′))) ≤ 1 ∀1 ≤ i ≤ k, ∀((v, t),w) ∈ AT ,∀t′ ∈ T (1e)

Disjointness for two commodities 1 ≤ i 6= j ≤ k can be represented by the following set of
constraints:

xi(ai) + xj(aj) ≤ 1 ∀i 6= j,∀ai ∈ AT ,∀aj ∈ S(i, j,ai) (1f)

Together with the linear objective function:

min

k∑
i=1

∑
a∈At

ci(a)xi(a) (1g)

Now, for any feasible solution to (1a)- (1f) with finite objective value (1g), the variables xi indicate
directly a trajectory in the considered sense. As disjointness with respect to the separation-arcs is
also assured by constraint (1f) the model fully describes the DTP as stated in Definition 2.1.

Note: There is an alternative formulation to ensure disjointness:

xi(ai) +
∑

aj∈S(i,j,ai)

xj(aj) ≤ xi(ai) +M(1− xi(ai)) ∀i 6= j,∀ai ∈ AT (2)

where M is a large enough real that is chosen in order not to impose any restrictions on the
trajectory for j if xi(ai) = 0. But for algorithmic reasons explained later on we will mainly use (1f)
although it is a possibly larger set of constraints.

Remark 2.2. We observe that the presented model can also cover the use-case, where a commodity
may have multiple possible destinations. This is the case not only for airports with multiple runways,
but also in packet delivery settings, where several stations are close enough to the customer. In this
situation a connection request 1 ≤ i ≤ k consists of a set of vertices Fi = {d1

i , ..., d
qi
i } ⊆ V where

it possibly may arrive in between the given earliest and latest times. Here, we add an additional
depot vertex d to V with ingoing arcs from all d`i with traversal times 0. Further, we set the arc
costs ci(a) = ∞ for all a = (dpj , tj), (d, tj) with dpj ∈

⋃
1≤j≤k Fj\Fi. Now, to use model (1) the

connection request for commodity i can be transformed to have a single destination d.
As expanding the artificial depot d is technically not necessary, it can also be added to the time-

expanded graph instead of the base graph with arc costs ci((d
q
i , ti),d) = ∞ for ti < `i, ti > ui. In

that case constraint (1c) has to be changed to:∑
a∈δ−(d)

xi(a) = 1 ∀1 ≤ i ≤ k.

We will use this modeling trick later when considering the combined trajectory optimization and
runway scheduling problem in Section 6. Before, in the following sections we introduce an iterative
meta-algorithm to deal with instances of the DTP that exceed current hardware capacity.
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Symbol Description
G = (V,A) base-network
T time-steps

GT = (V T , AT ) time-expanded network
τ traversal-time function

k ∈ N number of commodities
si ∈ V source of commodity 1 ≤ i ≤ k
ri ∈ T release date of commodity 1 ≤ i ≤ k
di ∈ V destination of commodity 1 ≤ i ≤ k
Fi ⊆ V set of possible arrival destinations for commodity 1 ≤ i ≤ k

d depot vertex
`i ∈ R earliest possible arrival time for commodity 1 ≤ i ≤ k
ui ∈ R latest possible arrival time for commodity 1 ≤ i ≤ k
W ∈ GT trajectory
ci(a) ∈ R arc cost of a ∈ AT for commodity 1 ≤ i ≤ k

S(i, j,a) ⊆ AT separation-arc set between commodities i 6= j if i uses a ∈ AT
xi(a) ∈ {0, 1} indicator variable whether commodity 1 ≤ i ≤ k uses arc a ∈ AT

Table 1: Notation for the disjoint trajectories problem as used in Problem (1).

3 An Iterative Meta-Algorithm
Increasing the degree of detail in the base-network G or the number of considered time-steps can
drastically increase the problem size for Problem (1) on the time-expanded graph GT . Hence, for
many applications consideration of the complete underlying base-network and a sufficiently fine
time-resolution exceeds the current technical capabilities. Thus, it is often beneficial to consider a
restricted graph and to adaptively refine only when necessary.

A prominent example where this concept is applied very successfully is shortest path planning
in road networks via contraction hierarchies For applications in air-traffic management authors
in [Blanco et al., 2016b] showed that even for one trajectory A∗ algorithms outperform contraction
hierarchies. A graph aggregation approach for maximum flow computations is also successfully con-
sidered in [Bärmann et al., 2015]. For general flows [Liers and Pardella, 2011] show that reducing
the original graph and finding good initial solutions has great positive effects.

For the presented disjoint trajectories problem both approaches, as well as other advanced path-
planning algorithms such as RRTs orD∗ algorithms (see e.g., [Yang et al., 2016] for a broad survey)
that work well for single commodities are not easily extendable to deal with multiple commodities
and considering any kind of separation constraints.

Hence, we will present a meta-algorithm in the spirit of adaptive-refinement methods. Those
are an important tool also in complex settings such as non-convex optimization where adaptive-
refinement methods lead to efficient algorithms [Kuchlbauer et al., 2020, Geißler et al., 2012]

To deal with the necessary separations and arc dependencies we introduce the following iterative
meta-heuristics:

1. For each commodity 1 ≤ i ≤ k consider a sub-graph G′i = (G′i, A
′
i) of G and a subset of

time-steps T ′ ⊆ T .
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2. Solve the implied restricted disjoint trajectories problem (DTP )res for each commodity 1 ≤
i ≤ k only considering G′i

T and retrieve the optimal trajectories W (i) for each 1 ≤ i ≤ k.

3. Use a so called neighborhood function N : 2V
T → 2V

T ×2A
T

for each commodity 1 ≤ i ≤ k
and its optimal trajectory W (i) to compute a new sub-graph G′i

T . One may think of this in
the spirit of neighborhoods as introduced in [Mladenović and Hansen, 1997].

4. Solve the reduced Problem (1) resulting from N (W (i)).

The idea is formalized in Algorithm 1. Its running-time is determined by the number N ∈ N of
iterations, and solving the restricted versions of problem (1), which depends on the size of the
initial graph, as well as the selected neighborhood graphs. As also all the restricted problems
are generalized instances of the NP−hard k disjoint paths problem we can not expect to find
polynomial time algorithms to solve the restricted problems. In the worst case one has to expect
exponential running-times with respect to the number of arcs in the neighborhood graphs and the
number of commodities considered.

Algorithm 1 IterativeRefinementMeta

Input: GT , Connection requests 1, ..., k with arc-costs, separations-sets S(i, j, ·), Initial sub-graphs
G′i

T , for each iteration 1 ≤ η ≤ N a neighborhood function N η

Output: Disjoint trajectories W (i) for 1 ≤ i ≤ k or PotentialINFEAS
1: Solve (DTP )res implied by G′i

T for 1 ≤ i ≤ k
2: if FEASIBLE then
3: for η = 1,..., N do
4: W = (W (i))i ← implied optimal trajectories
5: for i = 1,...,k do
6: G′i

T ← N η(W (i))
7: end for
8: Solve (DTP )res implied by G′i

T for 1 ≤ i ≤ k
9: if INFEAS then return PotentialINFEAS

10: end if
11: end for
12: return W ← implied optimal trajectories
13: else
14: return PotentialINFEAS
15: end if

We say that an algorithm has an improvement property if, starting from a feasible solution, in
each iteration the objective value is not worsened. If the neighborhood functions in Algorithm 1
are such that the solution of the previous optimization problem is part of the new sub-graph, then
Algorithm 1 has this improvement property:

Lemma 3.1. Let a number N of iterations for Algorithm 1 be given. Let a set of neighborhood
functions N η, 1 ≤ η ≤ N on a time-expanded graph GT be given. If for each 1 ≤ η ≤ N and any
valid trajectory W in GT it holds that

W ∈ Nη(W )
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Algorithm 1 has the aforementioned improvement property, if the initial restricted problem was
feasible.

The proof of Lemma 3.1 follows directly from the fact that the previous optimal solution is still
a valid solution.

Remark 3.2. Some algorithm engineering issues have to be carefully considered when applying
Algorithm 1:

• A careful selection of the initial restricted sub-graphs. This is necessary to avoid infeasible
sub-problems where the overall problem would be feasible. Whilst there are no general rules on
how to select initial sub-graphs and neighborhood functions for arbitrary instances, in Section
4 and Section 5 we provide a technique that led to promising results in the computational
experiments of Section 7.

• The initial restricted problem can be solved to global optimality with respect to the considered
sub-graphs. For the following iterations and neighborhood functions, the problems will again
be solved to global optimality with respect to the considered sub-graphs, but no optimality
guarantees with respect to the unrestricted instance can be given.

In the following Section 4 we describe how to construct a base-network by a discretization
technique for three dimensional space where commodities can move freely in non-blocked areas. We
also give a corresponding approach to carry out the time-expansion.

Afterwards, a detailed description of how we construct initial sub-graphs and the neighborhood
functions used in the adaptive-refinement for aircraft trajectories is given in Section 5.

4 Modeling for Free Commodity Movement and Safety Dis-
tances

The model described in Section 2 can be used for general trajectory planning for multiple com-
modities. Thereby, it can not only be used in classical road like networks, but also in environments
where free movement in the Euclidean plane or three-dimensional space are allowed.

In this section we present a discretization method for trajectory optimization in a free, three-
dimensional environment. Thereby, we present an approach that allows to properly derive the
necessary information of arcs in the base-network without having the need to explicitly store it
completely. We also explain how the possible arc traversal-times for different commodities are
determined to enable time expansion. This approach can for example be used for robot motion
planning, trajectory planning for unmanned aerial vehicle, or trajectory optimization in air traffic
management.

Table 2 gives an overview of additional notation introduced and used throughout the following
sections.

4.1 Spatial Discretization - The Base-Network G

We consider a cubic portion of three dimensional space to be represented by a grid of so called space-
vertices. Further, we consider a rectangular coordinate system and neglect earth curvature. The
vertices representing space are evenly spaced grid points with uniform grid-step distances ∆p ∈ R
in the horizontal plane and ∆h ∈ R for the vertical height levels.
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Symbol Definition
∆p ∈ R grid-step length in the plane
∆h ∈ R height-level-step length
M(G) matrix containing base-network information
∆t ∈ R time-step increment
φi fuel cost estimation function for arcs in the time expanded network

Meta information
Dmax ∈ R maximal arc length in the base-network
θ ∈ [0, 2π] maximal climbing reps. sinking angle
εh ∈ R horizontal safety distance for commodities
εv ∈ R vertical safety distance for commodities

Table 2: Notation used in Section 4

Arcs represent straight line connections between two vertices. In that way the base-network
can directly carry information about arbitrarily shaped forbidden zones, like no-fly zones in air
traffic management for example. Additional information for the arcs can be stored, such as weather
information or possible noise exposition factors for citizens.

As the base-network itself can become intractable for fine resolutions of ∆p,∆h and a large
portion of space considered, we use an implicit representation. Therefore, we consider the respected
volume to be divided into regular three dimensional cubes. For each of those cubes we store the
information on whether it is a forbidden zone or not in a three dimensional environment matrix
M(G). That way, for each point in the considered volume the corresponding cube can be determined
and by that the environment information from M(G).

If desired, the entries of M(G) can carry further information such as wind or noise exposition.
Now, for any straight line connection between two vertices in the base-network the necessary arc
parameters can be derived by determining which cubes are crossed by that line and checking the
corresponding information in M(G).

That is, to determine whether or not there is an arc in the base-network G for two vertices v, w ∈
V we first determine in which space cuboids of the environment matrix M(G) they are. Afterwards
we use a three-dimensional generalization of Bresenhams line drawing algorithm [Bresenham, 1965]
for straight lines between those cuboids to identify the main affected cuboids, i.e., entries of M(G).
For a two-dimensional illustration see Figure 1. The filled circles mark start and end position of
the segment under consideration. The gray filled squares mark the cubes that the adaption of
Bresenhams Algorithm return. For those cubes we check the corresponding information in M(G)
to determine whether the arc crosses a restricted zone or not. If not, the arc has to be considered
in the base-network.

Note: By using this approach there is a possibility for slight inexactness in a way, that small
segments of the arc may traverse a cuboid that would be classified a no-fly zone in M(G). For the
resolutions of the base graph and the environment matrix we will use later in the computations
Section 7 this slight inexactness is tolerable. If in another application this is not acceptable, we
advise to use another algorithm to exactly determine the cuboids of M(G) that are crossed.

For practical reasons we also do not consider every possible space-vertex pair in the base-network
for connections, but further consider a maximal Euclidean arc-length Dmax and a maximal climb
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Figure 1: Crossed cuboids in M(G) as by Bresenhams Algorithm

resp. sinking angle θ ∈ [0, 2π]. Figure 2 gives an illustration of those rules.

(a) Maximal arc-length indicated by a
circle with radius Dmax

θ

(b) Maximal climbing resp. sinking angles

Figure 2: Illustration: Arc establishment for the base-network

Overall, the presented modeling leads to a highly flexible approach in several ways:

• The number and shape of restricted zones has no influence on the model and no direct influence
on the running-time of the algorithm. This is especially useful in the direct surrounding of
airports where airspace structures are complex and mountains as well as cities imply a huge
variety of classically non-convex no-flight zones.

• Even a finer representation of the environment in M(G) than that needed for the aimed for
degree of detail in the base-network G consumes only a fraction of memory

Remark 4.1. This representation of the base-network will be especially useful for the later detailed
iterative approaches. Through this, arcs that are only relevant for finer discretizations only have to
be considered and evaluated when they are really needed in a sub-graph, and not for the complete
potentially visited space.
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4.2 Time Expansion and En-Route Safety Distances
For time expansion we consider, as before, a given horizon T and in addition a time-step ∆t. This
is used to construct the set of considered time-steps as

T =

{
0,∆t, 2∆t, ...., b T

∆t
c∆t

}
.

As arc-costs in the time-expanded graph are commodity dependent, we also determine the set of
possible flight-times τ(a) for a = (u, v) ∈ A of the base-network commodity dependent. Therefore,
for each commodity 1 ≤ i ≤ k we are using a black box cost function φi((u, t1), (v, t2)) → R ∪∞.
This function shall be built such that φi((u, t1), (v, t2)) is finite if and only if, arc (u, v ∈ A) can
be traversed by commodity i in the implied time t2 − t1. Hence, if φi((u, t1), (v, t2)) < ∞ arc
(u, t1), (v, t2) is added to the sub-graph G′i

T , otherwise not. In the context of airtraffic, one may
think of φi as a fuel-cost estimator that also considers the flight-dynamics to fly the arc, if it is
possible.

En-Route Separations
For en-route separations we assume common minimal horizontal separation of εh ∈ R and a mini-
mal vertical separation of εv ∈ R that has to be maintained between any two commodities at any
given point in time. To determine commodity position on the trajectory, we assume that arcs are
traversed with constant speed. Considering the full set of separation-arc and the implied constraints
directly will add many unnecessary constraints (trajectories may be in different areas of the con-
sidered space). Hence, we do not pre-compute them, but add them dynamically as feasibility cuts
in the solution process. For more details see Section 7.

5 Iterative Adaptive-Refinement Algorithms
In this section we present two iterative adaptive-refinement algorithms for the DTP in the above
described setting. First, we present a static version where all trajectories are fully considered for
refinement at once. This follows the idea of Algorithm 1 directly and is formalized by stating the
used neighborhood functions. Second, a rolling horizon approach for the refinement iterations is
introduced. This follows the same neighborhoods as introduced for the static version, but moves
the part of the trajectory to be refined through time.

For both algorithms the idea is to start of with a coarse discretization of both space and time,
in order to obtain initial trajectories fulfilling all separation constraints. Afterwards, a four dimen-
sional refined neighborhood ’tube’ around each trajectory is considered, where space and time are
finer discretized. In that way more detailed trajectories can be obtained while still keeping the
problem size in each iteration tractable.

Both algorithms start from the same initial sub graph, which is why we explain how to determine
this first. Afterwards, the general approach for the iterative refinement along complete trajectories
is presented through neighborhood functions. The rolling horizon algorithm is then introduced.
This can possibly enable ’larger’ neighborhoods, whereby larger can either imply to allow for larger
deviations from the original trajectory or a finer discretiztaion.

We conclude the section stating some properties of the described neighborhood search. Further,
we give some notes on how to avoid undesired side-effects
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Parameter Definition
∆p0 ∈ R grid-step length in the plane for initial sub-graphs
∆h0 ∈ R height-level-step length for initial sub-graphs
∆t0 ∈ R time-step increment for initial sub-graphs
N ∈ N number of refinement iterations

∆pη, ∆hη,∆tη ∈ R step lengths in iteration η
δpη ∈ R maximal deviation in the plane in iteration η
δhη ∈ R maximal height deviation in iteration η
δtη ∈ R maximal time deviation in iteration η

Dmax,η ∈ R maximal three dimensional arc length in iteration η
H refinement period length in the rolling adaptive-refinement algorithm

∆H step width in the rolling adaptive-refinement algorithm

Sets Definition
Lη(a) ⊂ V T line-nodes for neighborhood function η
Rη(W ) ⊂ V T refined node set for a trajectory W in iteration η
Ση(v) ⊂ V T time-deviation nodes for a node v ∈ V T in iteration η

Variable Definition
ts, te ∈ R start, resp. end time of the refinement period in the rolling horizon ap-

proach
WA,W∆,WΩ trajectory segments that are fixed (WA), fully refined (W∆) resp. with

temporal adaptions (WΩ) in the rolling horizon approach

Table 3: Notation used in Section 5

5.1 Initial Sub-Graph
To determine the initial sub-graph G′Ti for each aircraft 1 ≤ i ≤ k we assume that the environment
matrix M(G) is given. We start at the corresponding source si as ’anchor’ and build a three
dimensional grid with step length ∆p0 in the plane and height-level-step of ∆h0. Thereby, ∆p0 has
to be a multiple of the desired finest resolution ∆p and ∆h0 a multiple of ∆h.

We consider all vertices such that this position is in one of the volumes covered by M(G). By
doing so, it is possible, that the possible final approaches Fi are not (all) part of the built grid.
Hence, we add Fi to the resulting space grid. For time expansion we also start at ri and use
increment ∆t0, which also has to be a multiple of the desired finest resolution ∆t.

For practical reasons it has to be assured that the proportions of ∆p0 and ∆t0 match. That is,
that segments with lengths between ∆p0 and Dmax can indeed be traversed in multiples of ∆t0 to
have the corresponding arcs in the initial graph.

5.2 Complete Trajectory Refinement Algorithm
After having obtained an optimal solution the previous problem, we refine the search space in
proximity to the resulting optimal trajectories by defining appropriate neighborhood functions. To
do so, in the following we present those neighborhood functions N η for each refinement iteration
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1 ≤ η ≤ N . They can be described by a set of parameters:

• Refined step lengths ∆pη, ∆hη,∆tη. They have to be selected such that the previous step
lengths are multiples of the new one and the current step lengths are still multiples of the
finest desired one. Again it is not necessary that all dimensions are refined by the same factor.

• Maximal deviations δpη ∈ R in the plane, δhη ∈ R in height and time deviation of δtη ∈ R.

• A maximal arc-length Dmax,η ∈ R in space.

For now, we first consider one arc and explain how the parameters are used to construct the vertex
set of the search-neighborhood. The neighborhood function uses this concept along all arcs of a
given trajectory and adds arcs between them following the rules described before.

First, we construct the vertex set of the time-expanded graph that has to be considered. There-
fore, let an arc a ∈ AT be given. To determine the nodes in the finer discretization, that best follow
the given line segment, we use a four-dimensional extension of Bresenhams line drawing algorithm
[Bresenham, 1965]. We call the resulting node set Lη(a) ⊂ V T line nodes, see Figure 3 for an
illustrative example.

Figure 3: Set of line nodes

Those are the nodes that are now used to determine the set of all ’refinement’ nodes to be considered
in the neighborhood function. For this, for each v ∈ Lη(a) we add all nodes

(vx + bx∆pη, vy + by∆pη, vh + bh∆ηh, vt + bt∆
ηt) (3)

with b ∈ Z4 for which in no component the deviation from v is larger than the corresponding
maximal deviations δp, δh, δt to the set Rη(a) ⊂ V T of so called refinement nodes. Figure 4
illustrates for each line node the set of added nodes in the resulting box.

We use this constructive approach for the vertices in the neighborhood graph instead of determining
nodes in the finer resolution that would have a maximal given distance to the arc to avoid checks
for very remote vertices.

To obtain a proper neighborhood function N η for each arc in a trajectory W we use the above
described procedure to determine the full set of refinement nodes Rη(W ), which is the node set of
the resulting sub-graph N η(W ). For two v1,v2 ∈ Rη(W ) an arc a = (v1,v2) is added if a ∈ AT
and the Euclidean distance in three-dimensional space is not larger than some maximal arc length
of Dmax,η ≤ Dmax. Finally add the arcs of W to the arc set. This assures that the neighborhood
functions have the desired improvement property as stated in Lemma 3.1.
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Figure 4: Refinement nodes

5.3 Rolling Trajectory Refinement Algorithm
To allow for larger deviations or finer resolutions from one refinement iteration to the next, instead
of considering the complete trajectory for each commodity, the approach can be integrated into a
rolling horizon approach. Rolling horizon is successfully applied for many problems, where problems
get too large to deal with the whole instance, see e.g. [Bean and Smith, 1984, Fattahi and Govindan, 2020,
Chand et al., 1990, Glomb et al., 2021].

Therefore, in addition to the parameters given in Table 3 to determine the refinement neigh-
borhood graph, for each iteration 1 ≤ η ≤ N consider a planning horizon Hη and a horizon step
∆Hη. Having this, one can iterate over the overall planning horizon T in steps of ∆Hη and consider
a time interval of length Hη for refinement. That is, only line-nodes (v, t ∈ L) with t within the
refinement interval are considered to determine the refinement nodes. For all time-wise earlier parts
of the trajectory, the so far computed trajectory has to be maintained. Time-wise later the three-
dimensional trajectory in space is not allowed to change, but we allow to accommodate possible
time deviations from the previous trajectory. Therefore, a maximal temporal deviation of δtη on
when to arrive at the the corresponding vertices of the base-network is allowed. Figure 5 gives an
impression for a trajectory projected to the x-axis and time how the refinement period determines
where to actually refine a trajectory.

The exact procedure, and especially how to connect the ’fixed’ parts earlier and later than the
refinement horizon with the refined search graph is detailed in the following.

Let ts be the starting time of the current refinement period. This implies, the end of the
refinement period to be te = ts + Hη. Further, as in the section before, let ∆pη, ∆hη,∆tη,
δpη, δhη, δtη and Dmax,η be given. Any given trajectory W = ((v1, t1), ..., (v`, t`)) is now split in
up to three parts. If t1 < ts < te < t` holds, those are:

1. WA = (v1, t1)...(vp1
, tp1

) such that tp1
< ts ≤ tp1+1

2. W∆ = (vp1
, tp1

), ..., (vp2
, tp2

) such that tp2−1 ≤ te ≤ tp2

3. WΩ = (vp2 , tp2), ..., (v`, t`)
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Figure 5: Adaptive-Refinement Neighborhood

If ts < t1 ≤ te holds WA is empty and W∆ starts with (v1, t1). If t1 > te both WA and W∆

are empty and WΩ = W .
If ts < t` < te holds, W∆ ends with (v`, t`) and WΩ is empty and if t` < ts both W∆ and WΩ are
empty and WA = W

Ad WA: This part of the trajectory is no longer considered in the planning horizon; nodes and
corresponding arcs are directly added to the search graph.

Ad W∆: We construct the set of refinement nodes for this sub-trajectory similar as described
before. For all p1 + 1 ≤ n ≤ p2− 2 we use the same procedure as in the section before to determine
the set of refinement nodes corresponding to arcs (vn, tn), (vn+1, tn+1). If p1 = 1, we do the same
for (v1, t1), (v2, t2) and if p2 = `, we do the same for (v`−1, t`−1), (v`, t`).

Special attention has to be given to the first and last arcs of W∆ if they are not the begin resp.
end of W :
If p1 6= 1 determine the set of line nodes

L((vp1
, tp1

), (vp1+1, tp1+1)) =
{

(v1
j , t

1
j ), ..., (v

h
j , t

h
j )
}
.

W.l.o.g., we assume the line nodes to be indexed such that t1j ≤ t2j ≤ ... ≤ thj . Now, we determine
m such that tmj < ts ≤ tm+1

l and remove {(v1
j , t

1
j ), .., (v

m
j , t

m
j ) from the set of line nodes. For the

remaining ones we add nodes to the set of refinement nodes as described in (3). Further, we add
(vp1

, tp1
) to the set of refinement nodes.

For the last trajectory segment in W∆, we proceed analogously if tp2
< t`. Finally, we consider

a set of so called time-deviation nodes for (vp2 , tp2). Those connect the refinement graph to the
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last part of the new sub-graph, where the tree-dimensional routing is fixed but adjustments in the
traversal times are possible. The time-deviation nodes are given by

Ση((vp2
, tp2

)) = {(vp2
, b∆tη + tp2

) | b ∈ Z, |b∆η
t | ≤ δtη}. (4)

Finally, we add Ση((vp2 , tp2)) to the set of refinement nodes Rη. We add all arcs (v1,v2) ∈ A with
v1,v2 ∈ Rη with an Euclidean distance in tree dimensional space no greater than Dmax,η to the
refinement graph.

Ad WΩ: For each arc in WΩ we iteratively consider the time-deviation nodes for each arc. That is,
for n = p2, ..., `− 1 we consider Ση((vn, tn)) and Ση((vn+1, tn+1)) and add all possible arcs between
them to the refinement graph.

Again, to assure the improvement property of Lemma 3.1 add the arcs of W to the arc set. This
fully describes the neighborhood function N η,ts to determine the new restricted sub-graphs. It now
does not only depend on the refinement step, but also the current start time for refinement.

Algorithm 2 describes the full algorithmic procedure. After solving the restricted problem on

the initial sub graph, for each refinement step 1 ≤ η ≤ N a total number of
⌈
T

∆H

⌉
iterations have

to be performed. Hence, in total

N ·
⌈
T

∆H

⌉
+ 1

restricted Problems (1) have to be solved. The computation times for the restricted problems again
depends on the size of the neighborhood graph, implied by the parameters of Table 3.

Note: Although the improvement property holds for the given neighborhood functions, for ar-
bitrary costs Algorithm 2 as well as the static version can not give any optimality guarantee of the
obtained trajectories with respect to the finer discretization:

Example 5.1. Consider a two dimensional base grid as given in Figure 6. Assume the black
vertices to be in the initial sub-graph, unit traversal times for all arcs and cost as follows: Solid
lines: M , snaked lines M − 1 and dotted lines 0. For the initial graph sum the cost of the arcs of
the finer resolved graph.

The number of arcs in the path, and hence the arrival time shall have no influence on the cost.

d

s

Figure 6: Example
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Algorithm 2 Rolling Horizon For Free-Flight Trajectories

Input: M(G),1, ..., k with arc-weight functions, separations-sets S(i, j, ·)
Input: Parameters from Table 3
Output: Disjoint trajectories W (i) for 1 ≤ i ≤ k or PotentialINFEAS
1: Solve (1)res implied by initial discretization according to Sec. 5.1 for 1 ≤ i ≤ k
2: if FEASIBLE then
3: for η = 1,..., N do
4: ts = 0, te = H
5: while te < T do
6: W = (W (i))i ← optimal trajectories from previous optimization
7: for i = 1,...,k do
8: G′i

T ← Neighborhood graph N η,ts(W (i)) as described in Sec. 5.3
9: end for

10: Solve (1)res implied by G′i
T for 1 ≤ i ≤ k

11: ts ← ts + ∆H
12: te ← te + ∆H
13: end while
14: end forreturn W ← implied optimal trajectories
15: else
16: return PotentialINFEAS
17: end if

An optimal trajectory in the initial graph would now go straight right and then up to d with costs of
2M−2. Now, for any neighborhood function that has δp ≤ 3 this will remain the optimal trajectory,
whilst for the complete instance the optimal solution would have value 0 by first moving left till the
second last vertex, then up and finally right again.

Despite this, there are a few pitfalls when using the described approach that can be avoided:

• Initial discretization: Make sure, that grid-step ∆p and time-step ∆t match, in a sense that
arcs of the (restricted) base-network can actually be traversed in times implied by the time
discretization. The finer ∆t is with respect to the minimal arc lenght in the base-network and
the maximal commodity speed, the more speeds to traverse the arc are actually in the model.

• Base-Network: Make sure, to choose the initial discretization sufficiently fine to avoid having
a false infeasible instance. Further, the avoidance of restricted areas can get prohibitively
conservative.

6 Free-Flight Trajectories and Runway Scheduling
The so far presented model and algorithms are designed for general trajectory optimization and a
three-dimensional space with free movement. In this section we consider the approach planing at
airports where trajectories and runway scheduling have to be considered jointly. We give a short
overview over specific related literature. After, we explain how we can naturally include runway
scheduling in the graph based setting. Further, we discuss the objective chosen to consider both
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fuel-costs and delay explicitly and jointly, while ensuring a fair distribution of costs among the
involved aircraft.

Symbol Definition

F ⊂ V set of possible final approaches
δd1,d2(i, j) ∈ R temporal separation needed if aircraft 1 ≤ i ≤ k is using approach d1 ∈ F first

and aircraft 1 ≤ j ≤ k is using approach d2 ∈ F after that
tSTi ∈ R scheduled time of arrival for aircraft 1 ≤ i ≤ k at an arbitrary approach d ∈ Fi

ψi((d, t), d) deviation cost from scheduled time of aircraft 1 ≤ i ≤ k if its at final approach
d ∈ Fi at time t ∈ T

Meta information

α ∈ R time-deviation factor
λ ∈ [0, 1] weighting factor for fuel-costs and time-deviation costs
C ∈ {0, 1} indicator whether continuous descent shall be enforced by the model or not

Table 4: Notation used in Section 6

6.1 Related Literature
There exists vast literature on runway scheduling as an isolated problem. In [Beasley et al., 2000]
a basic scheduling model is introduced that has been used as a basis for many more recent ap-
proaches. An exhausting survey on runway scheduling can be found in [Bennell et al., 2011]. Even
robust approaches to runway scheduling under uncertainties have been intensively studied, see e.g.,
[Heidt et al., 2016].

For the combined optimization of arrival sequence and trajectories at airports some approaches
exist: [Grüter et al., 2016] present a bi-level approach to solve the sequencing and trajectory opti-
mization problem by combining gradient based methods and genetic algorithms. [Toratani, 2016]
also treats trajectory and sequence optimization simultaneously ensuring safe arrival times, but en-
route safety distances are not considered. Building on works of [Bittner et al., 2016, Grüter et al., 2016,
Bittner et al., 2015] in [Semenov and Kostina, 2020] another hierarchical approach to the problem
is provided, that shows good performance. All mentioned approaches on combined optimization
of trajectories and runway scheduling include local or hierarchical optimization approaches leading
to possibly fast, but not necessarily globally optimal solutions. In the following we explain how
runway scheduling can be included in the DTP by using the modeling trick given in Remark 2.2.

6.2 Runway Scheduling
If in addition to trajectory planning runway scheduling has to be considered, the general model
given in the previous section can be adapted to still naturally fit the framework of the model as
described in Section 2. We present a modeling for possibly multiple final approaches. Thereby the
methodology is flexible enough to not be fixed for the final approach fixes, but if desired any fixed
point in the approach procedure that may allow for sufficient manual control.
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Consider a set F ⊂ V of possible final approaches. We add an artificial depot d to the set of
time expanded vertices V T of the base-network and connect each possible (d, t) ∈ F × T to this
depot. That is, for each (d, t) ∈ F × T we add arcs ((d, t), d) to AT .

To model the necessary safety separations between final approaches let δd1,d2(i, j) denote the
minimal separation time between a leading aircraft 1 ≤ i ≤ k and trailing 1 ≤ j ≤ k if aircraft i
uses approach d1 ∈ F and j approach d2 ∈ F .

For any pair of aircraft 1 ≤ i, j ≤ k, each d ∈ R and any time-step t ∈ T the following constraint
has to hold: ∑

d̄∈R

∑
t̄∈T :

t≤t̄≤t+δd,d̄(i,j)

xj
(
(d̄, t̄), d

)
+ xi ((d, t), d) ≤ 1 (5)

Note: Constraint (5) is of the form of constraint (2) with M = 1. In contrast to the
general spatial separation constraints we add the runway scheduling constraints directly to the
model, and not as feasibility cuts as the general en-route safety distances. This is implied by
[Nikoleris and Erzberger, 2014] where computational test show that 80− 90% of en-route conflicts
in the terminal maneuvering area are avoided by proper arrival spacing.

6.3 Objective
In air traffic management, stakeholders have different objectives for optimization that have to be
considered in a fair way in order to satisfy everybody’s needs in order to reach high acceptance
rates among multiple stake holders (e.g., airport, airlines, citizens). We consider the following values
explicitly:

1. Cost induced by fuel consumption

2. Deviation from the scheduled time

If further values such as noise exposition to citizens shall be included, this can be done twofold:
Either as direct cost via following a similar approach as described in the following. Or indirect via
excluding arcs from the network if using them violates a certain threshold. Necessary data therefor
could again be stored in the environment matrix.

Fuel Consumption φ:
To determine fuel consumption for a trajectory we consider the cost function φi(a) as a cost estima-
tor for the optimal fuel cost for this arc. For this work we assume that φi(a) depend on the initial
vertex, the heading angle, length of the segment and the time to traverse the segment, i.e. assuming
fixed and uniform weather conditions. If locally or temporally changing weather shall be included
this can be done by corresponding fuel cost estimators considering further edge information that
may be derived from information stored in M(G). For the given application of arrival planing in
the terminal maneuvering area we neglect changes in the aircraft mass due to fuel burn along the
trajectory, as the relative change in mass will be only about 0.5 %.

Deviation from planned arrival time ψ:
For each aircraft 1 ≤ i ≤ k approaching an airport, there is a scheduled arrival time tSTi given. At
this scheduled time the aircraft is expected to arrive at any of its possible approaches d ∈ Fi and
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deviating from this time incurs direct and indirect cost. We assume that being delayed is more
costly which is why we use the following assessment of cost: We set a linear penalty for being early,
whilst penalizing delay quadratic. In that way having one heavily delayed aircraft is more expensive
than several slightly delayed ones. For each d ∈ Fi and t ∈ T with t ≤ ui we use the following cost
function to price deviation from arrival time:

ψi((d, t), d) =

{
α(tSTi − t) if t ≤ tSTi
(α(t− tSTi ))2 tSTi < t ≤ ui,

(6)

for some scaling factor α ∈ R.
Due to this choice of assigning cost induced by deviation of arrival time, we achieve fairness

in a way, that delaying one aircraft for 30 time units is more costly than delaying tree aircraft by
ten time units each. Thus, assigning a long delay to only one aircraft is avoided by the optimal
solution, if possible.

Similarly as time expansion of space arcs was individually done for each aircraft, for any approach
d ∈ F\{Fi} as well as for times t > ui we do not consider the arcs ((d, t), d) for aircraft 1 ≤ i ≤ k.
That is, we assume ψi((d, t), d) =∞.

Overall the objective shall give the possibility to give a weighted sum of overall used fuel costs
ψ and time deviation cost ψ. Therefore, we introduce the weighting factor λ ∈ [0, 1].

Arc costs in the time expanded network for arc a = (v,w) ∈ AT for aircraft 1 ≤ i ≤ k are given
by:

ci((v,w), λ) =

{
(1− λ)ψi((v,w)) if w = d

λφi((v,w)) else
(7)

Noise can either be implicitly be respected by not considering forbidden arcs, or be added as an
additional cost term that depends on the segment to be flown. For now, not directly incorporated.

Continuous descent: Climbing is an unfavorable behavior for approaching aircraft both due
to fuel consumption and noise exposition. Thus, in the construction of arcs in the base-network
continuous descent operation can be enforced by only considering descending or height preserving
arcs. This is induced by the parameter C. Further, enforcing continuous descent in the terminal area
significantly reduces the size not only of the base-network, but also of the resulting optimization
problem.
Note: Preliminary studies empirically showed that if only one aircraft is considered the optimal
trajectories obtained through the approach follow the continuous descent paradigm even if not
enforced.

Remark 6.1 (Further modelling assumptions). The described modeling implicitly includes some
further modeling assumptions. First we do not assume a given earliest time of arrival for flights.
This time is implied by the underlying time-expanded network and the traversal times.

Further, the model allows for arbitrary speed changes, and only direct returns are forbidden. If
speed changes or turning shall be restricted, this could be incorporated in the presented formulation
by introducing ’separation’-sets S(i, i,a) that include all arcs that aircraft 1 ≤ i ≤ k is not allowed
to use if a ∈ AT is used.

Still, for the considered instances in Section 7 the turning behavior of aircraft was always reason-
able with respect to the given network and even direct returns to the previous space position never
occurred.
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7 Computational Experience
In this section we first describe some further algorithmic details of the implementation before
presenting results for the class of circle instances as well as for some more realistic instances with
individual release times of aircraft.

7.1 Implementation Details
We implement the model described in the previous sections in python 3.6. For the solution of MIPs,
we use the solver GUROBI [Optimization et al., 2018] version 9.1.0.

Feasibility Cuts for Disjoint Trajectories: Using GUROBI allows the use of so called lazy
constraints, that is, constraints that are added as feasibility cuts on demand as mentioned in Section
4.

Therefore, the solution process is started using only the flow and scheduling constraints as de-
scribed earlier. The constraints of type (1e) and (1f) that refer to direct returns en-route separation
are omitted in the beginning. Now, if an optimal integral feasible solution (with respect to the
current set of constraints) is found direct returns and conflict freeness are checked. While direct
returns to a previous space vertex is straight forward from the obtained trajectory the check for
conflicts is a done as follows: We compute positions of aircraft in steps of one second and pairwise
check whether the minimal safety distances are maintained. If this is the case and no direct returns
are observed, the found solution is globally optimal, even with respect to all possible separation
constraints. If any direct return or conflict is detected for two aircraft the corresponding constraints
of type (1e) or resp. (1f) is added and the model re-optimized.

In the worst case, this will add all constraints of type (1e) and (1f) and be very slow, but
computations imply that the number of added en-route safety separation constraints is indeed
marginal, if a feasible runway scheduling is ensured.

Note: If a conflict would be shorter than one second this is not detected that way, but for
the later presented application in air traffic management this is negligible. If a fine time resolution
for determination of conflicts is necessary further advanced methods can be applied to identify
conflicting arc pairs.

Fuel Cost Model and Environment Matrix M(G): To compute the fuel costs we use a
black-box fuel cost model that is kindly provided to us by the Institute of Flight System Dynamics
at TU Munich [Holzapfel and Schweighofer, ]. The model is an analytical approximation to the
response surface of an Optimal Control Problem formulated with a 3-DoF aircraft model based on
BADA 3. It represents the cross-couplings between distance, flight path angle and time as well as
the effects of initial altitude and aircraft mass, and is restricted to an approximate/conservative
flight envelope. In its current form, the model captures only the basic characteristics of the aircraft
behavior, and cannot be relied upon for quantitative analysis of flight plans.

The environment representation used in Subsection 7.3 is also kindly provided by the Institute
of Flight System Dynamics at TU Munich. It considers a medium sized German airport and the
no-fly zones are derived from publicly available information on topography and restricted air-spaces.

7.2 Circle Instances
Circle instances where commodities have start and destination position on a circle are often used in
the literature for two dimensional conflict resolution and avoidance [Rey et al., 2014, Dias et al., 2020,
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Schmidt and Fügenschuh, 2021]. Thereby, homogeneous aircraft are uniformly placed on a circle
and all head to the opposite side through the center.

We adapt this concept for our three dimensional problem including runway separation as follows:
On flight level (FL) 230 we consider a circle with radius of 90 km and place a number of n aircraft
evenly on this circle. The final approach is on FL 50 in the center of this circle. The underlying
grid has a step size of 30 km in the plane and 10 Fl in height. The maximal arc length is set to
Dmax = 59 km and the maximal sinking angle to 10. Climbing operations are not allowed. Time
discretization for the initial run is set to 100 sec. Release time as well as scheduled time is 0 for all
aircraft and the weighting factor for the delay is set to 0. Hence, only minimal fuel-consumption
and disjointness are considered. Safety distances are the classical 5 nm in the plane and 10 Fl in
height. All aircraft are considered to medium weight so runway separation is set to 75 sec for each
possible combination of leading and trailing aircraft. No no-fly zones are considered for this setup.

The instances are solved on machines with 2x Intel Xeon E5-2643 v4 CPUs. They have 12 cores/
24 threads with 3.4 GHz and a RAM of 256 GB. Figure 7 shows the overall running-time as well

Figure 7: Running-time for graph generation and optimization for increasing aircraft number. The
complete bars give the overall running-time for each instance.

as the time for optimization for the circle instances with 2− 10 aircraft involved. With the generic
environment the time for graph generation grows linearly in the number of aircraft. It can be seen
clearly that the time for optimization of the model grows nonlinearly in the number of considered
aircraft and is the determining factor of the running-time in this initial iteration.

In Figure 7 the long running-time for nine aircraft catches attention. Not depicted in the figure
is the instance with eleven aircraft, where after a runtime of three hours not even a feasible solution
was found and already over 250 GB of the provided RAM where used. Hence, while it is evident,
that running-times increase drastically with an increasing number of aircraft, it is implied to grow
faster if extrapolating from the nine aircraft instance and slower if extrapolating from the ten aircraft
instance. What can be observed for sure is, that for aircraft number nine there is a large amount of
time (∼ 1400sec) spent in the GUROBI lazy constraints, i.e. checking for en-route separation and
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Figure 8: Slices of M(G); purple: no-fly area; yellow: free airspace

adding those constraints. That the time spend for this increases is not really unexpected as:

• With increasing number of aircraft that appear in the airspace at the same time, especially
with a coarse space-time disrectization, spatial separation along the trajectory is becoming
more and more challenging.

• A similar behavior can be seen for example in [Schmidt and Fügenschuh, 2021] where also
circle instances where considered for planning of conflict free trajectories for unmanned aerial
vehicles. They also reported an exponential increase of running-times for increasing number
of aircraft, also exceeding running-times of 3600 seconds quickly.

But, as the design of the algorithm was done in expectation of successively arriving aircraft we do
not further focus on those classical deconfliction instances. Instead we move to instances where
aircraft are released in the considered airspace with temporal separation as it would be expected in
the terminal maneuvering area around an airport.

7.3 Successive Release Instances
For a set of more realistic instances we use the in Subsection 7.1 mentioned matrix M(G) on a
200× 200 km square grid and it considers a cube size of 1000m× 1000m× 100m. Figure 8 shows
the considered airspace schematically.

We assume a single final approach on FL 50 (= 1500 m) in the center of the considered grid
in the plane. This final approach can be reached with unrestricted approach angle. For aircraft
numbers from two to ten we generate ten instances each where aircraft arrive in the considered
airspace in any of the four vertices of the plane grid on flight level 200. The selection of corners,
release times and originally scheduled times are random, but such that in each initial approach
there is a minimal separation of 50 seconds between successively released aircraft. Other than
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that, the temporal distance in seconds between the release of an aircraft in any initial approach is
independently identically distributed (iid.) in [0, 250]. The scheduled time for a flight is computed
by iid. selecting a value in [−1800, 1800] (seconds) and adding it on the release time. To avoid
unnecessarily large instances the latest arrival time for any flight is 1800 seconds after its release.
For an aircraft number of two to ten we randomly generated ten instances each.

We assume all aircraft to be medium weight which implies a runway separation of 75 seconds.
In the following we analyze the running-times for the initial optimization, the static in com-

parison the rolling refinement and multiple refinement iterations. Afterwards, we look at how the
deviation from the scheduled times behave with the refinement approaches. As the algorithmic
concept in focus, hence we refrain from going further into detail on the involved fuel costs model.

All computations shown in this subsection are run on machines with Intel Xeon E3-1240 v5 or
Intel Xeon E3-1240 v6 CPUs, respectively. Each of these has four cores with 3.5 GHz each and a
RAM of 32 GB.

7.3.1 Running-Time Analysis

For a running-time analysis of the different refinement approaches we used the data given in Table
5 for the initial discretization.

Iter. ∆xy (m) ∆h (Fl) ∆t (sec) Dmax δxy (m) δh (Fl) δt (sec) H (sec) ∆H (sec)
1 (Init) 30.000 10 100 59.000 - - - - -

Table 5: Instance specification leading to running-times of Figure 9

Initial optimization: In Figure 9 the running-times for the initial optimization of the instances
are shown in blue, and the geometric mean over the running-times in red. The geometric mean
increases only slightly with increasing number of aircraft and is significantly lower than the ones
presented for the circle instances. The outliers that can be seen for example at an aircraft number
of eight, are instances where the temporal separation at the source of the aircraft is close to the
minimally enforced 50 seconds leading to individually unfavorable maneuvers for aircraft to main-
tain the necessary safety distances.

Static vs. rolling refinement: For the instances with six aircraft we compare the computation
times for one refinement iteration with the static as well as with the rolling approach. Therefore,
the neighborhood specification of Table 6 for the second iteration, i.e. the first refinement is used.
For the rolling approach we sum up the times for expansion and optimization needed to complete
one full refinement run. A side by side comparison of the running-times for graph generation and
optimization for both the rolling as well as the static adaptive-refinement approach can be seen in
Figure 10.

What may be surprising at first glance is, that although in the rolling refinement approach multiple
sub-graphs have to be build, the overall time needed for generating the sub-graphs is generally
lower than in the static approach. This can be explained by the selected rolling horizon parameters,
where H and ∆H match. Hence, every segment of the trajectory is basically only considered once
for refinement and hence building the neighborhood graph around it. Thus, some longer arcs that
are in the sub-graph of the static approach never have to be considered in the rolling approach
under this conditions.
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Figure 9: Running-times for optimization in initial iteration

Figure 10: Running-times for one refinement iteration with static and rolling approach

Of course, if ∆H < H parts of the trajectory are considered multiple times for the computa-
tion of the refinement nodes and hence overall computation times for the rolling approach will rise.

Multiple refinement iterations: Figure 11 shows the computation times for three iteration
rounds and six aircraft. The rolling horizon length and horizon step equal the data given in Table
6. For the initial step the graph generation is the time spend to build the whole graph. For the
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Iter. ∆xy (m) ∆h (Fl) ∆t (sec) Dmax δxy (m) δh (Fl) δt (sec) H (sec) ∆H (sec)
1 30.000 10 100 59.000 - - - - -
2 15.000 5 50 40.000 33.000 7 150 1.000 1.000
3 7.500 5 25 20.000 16.000 7 75 1.000 1.000

Table 6: Instance specification leading to running-times of Figure 9. Iteration one refers to the
initial problem, while iteration two and three are the first, resp. second, refinement iteration

refinement rounds both the time for graph generation and optimization of each step in the rolling
horizon approach are summed up. We do not depict the average graph generation or optimization
time for the refinement steps in the rolling horizon approach, as those times vary highly. This is
depending on the length of the trajectory segments actually considered for refinement.

One can see that on average the most time is spend in the graph generation steps of the
refinement iterations. This is significantly slower as generating the original graphs. This is because
the base-network and also the time expanded nodes of the sub graphs are restricted, which enforces
more checks on whether arcs can be added or not.
Note: As the sub-graph generation for each aircraft is outdrawn individually, there is significant
potential for speeding up this part of the computations by parallelization. Nevertheless, this is not
the focus of our studies and left to potential users of the algorithm in their specific context.

Figure 11: Running-times for multiple refinement iterations with rolling adaptive-refinement algo-
rithm. Split into summed up times for sub-graph generation and optimization.

7.3.2 Punctuality

Next to running-time also the punctuality increase for instances shall be examined. Therefore, Table
7 gives an overview for the above described instances with two to ten aircraft, with ten instances
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each. We give the minimal and maximal individual delay decrease for an aircraft over all instances
as well as the minimal, maximal, and mean total delay decrease for instances in seconds. What
is to be noted, is the existence of negative individual delay decreases, which implies an additional
delay in the favor of some further overall objective decrease.

Note, that a higher maximal individual delay decrease than δt as given in Table 6 is possible, as
we are considering the rolling horizon approach, and hence for every rolling step we are allowed the
maximal deviation δt. Herein lays a further advantage of the rolling approach over a full trajectory
refinement. In Figure 12 for an instance of ten aircraft trajectories are represented in x and time

delay decrease in seconds
n Aircraft min max min total max total mean total

2 -100 150 0 250 200
3 -150 150 0 400 255
4 -150 250 -100 650 305
5 -150 250 350 950 710
6 -150 250 450 1200 875
7 -150 250 600 1400 1020
8 -150 250 800 1700 1295
9 -150 300 1050 1900 1580
10 -150 300 850 2150 1645

Table 7: Minimal and maximal individual delay decrease for aircraft after one full rolling refinement
iteration in instances with n aircraft. Also the minimal, maximal and mean total delay decrease
for the instances with n aircraft

dimension. After one full refinement iteration in the rolling adaptive-refinement approach we see,
that most aircraft arrive earlier, and even the arrival sequence is changed for the turquoise and
violet trajectory. In Figure 13 we see the trajectories of the same instance projected on the plane.
It is apparent, that some aircraft follow the same route when projected to the plane. What we want
to draw attention to are the detours of the green and one dark blue trajectory: Those are way more
sever after the initial iteration and can be flattened out through the rolling adaptive-refinement
approach.

Table 8 gives a comparison of the delay reductions with respect to the initial optimal solution
for different numbers of refinement iterations on the six aircraft instances. Included are: One
refinement iteration of the static refinement algorithm and the rolling refinement approach with
one and tow refinement iterations. The specification of the neighborhoods follows the data given in
Table 6. Presented are the same key-values as in Table 7. As expected, the total delay decrease is
the highest for two rolling refinement iterations, while it is the least for the static refinement. The
effect described above, that through the rolling approach the delay reduction can be higher through
the algorithm design becomes even more noticeable in Table 8. In fact, for none of the considered
instances the total delay decrease of the static refinement was as high as of the rolling refinement
after one full iteration.
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Figure 12: Trajectories over time for ten aircraft. On the left after the initial iteration and right
after one full refinement in the rolling adaptive approach.

Figure 13: Trajectories in the plane for the same instance as in Figure 12.

8 Conclusion and Outlook
In this work we developed a new model for disjoint trajectories optimization for multiple commodi-
ties. The integer programming model is based on a graph and is able to consider heterogeneous
commodities and can be solved to global optimality with respect to the underlying discretiza-
tion by integer programming techniques. Further, we present a discretization technique for three-
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delay decrease in seconds
Refinement min max min total max total mean total

one static refinement iteration -100 200 350 600 535
one rolling refinement iteration -150 250 450 1200 875
two rolling refinement iterations -125 250 800 1700 1200

Table 8: Comparison of delay reduction for full and rolling trajectory refinement on the six-aircraft
instances. Minimal and maximal individual delay decrease observed for any aircraft after the com-
plete refinement iterations. Also the minimal, maximal and mean total delay decrease in seconds.

dimensional space and time that allows trajectory optimization in a full dimensional environment
and respecting arbitrarily shaped, potentially non-convex, restricted areas. To deal with huge in-
stances that can result from considering sufficiently fine discetizations of space and time a rolling
horizon approach is integrated into an adaptive-refinement algorithm. Together with the presented
modeling, the developed algorithmic framework is evaluated for the real world application of ap-
proach planning and runway scheduling at an airport under the free-flight paradigm. An exhaustive
computational study illustrates the algorithmic properties and proves successful applicability of the
methodology.

For future work interesting research questions remain, as to investigate approaches to improve
the algorithm further. Another research direction could consider prerequisites to give optimality
guarantees of the solutions obtained by the integrated rolling horizon and adaptive-refinement
algorithm in comparison to the global optimal solution when considering the whole possible space
and time with the same discretization. Also uncertainties in arc costs, release dates or traversal
times should be considered to enable robust optimization of trajectories and even widen the field
of applicability.
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