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1 | INTRODUCTION

Centrality has been a prominent measure of importance in transportation, communication, and infrastructure net-
works [10, 15]. Among the many centrality metrics proposed over the years, betweenness centrality (BC) stands out
as a natural fit in applications involving shortest paths and routing [28, 32, 44, 12]. Mathematically, the BC of node
n 2 N can be calculated as [48]:

B.n" = el &
s,n,t2N sit

where ¢ is the total number of shortest paths (also referred to as geodesics) between nodes s and t, and t,n" is
the total number of paths between the pair that pass through node n.

Centrality has traditionally focused on deterministic and static settings, with some recent developments in stochas-
tic and dynamic graphs (e.g., [2]). In addition, nodal centrality metrics have been studied more than their group coun-
terparts [11]. However, in many modern applications, the network observed is neither deterministic nor static: edges
can fail (e.g., flooded streets in transportation networks), capacities and other edge characteristics can change (e.g.,
lane closures in a transportation network), and travel times and edge costs can be random and correlated in groups
(e.g., travel times in a transportation network near a car crash). Under these circumstances, the node of highest be-
tweenness centrality is itself random and can vary substantially across different realizations of the network.

A common approach to introducing uncertainty in BC calculations is to redefine the definition of the shortest path
in stochastic networks, typically via randomized or probabilistic shortest path models. We then aggregate over these
paths to compute expected shortest path BC or probabilistic BC variants [24, 41]. The key idea is to identify candidate
(in the form of expected or most probable) shortest paths between source and target pairs and measure importance
by how frequently a node lies on these paths. However, this shortest path-centric approach becomes difficult once
additional structural requirements are imposed, such as restricting paths to a specific subgraph or region, or enforcing
other node or path level constraints [35, 22].

Another widely used tool for analyzing importance is centrality based on random walk [34], including stationary
visit measures such as PageRank [8], and other random walk counterparts of BC like current flow variants [51, 16].
These include walk- or flow-based BC within settings such as multilayer networks, dense graphs, or graphon limits,
and higher order structures [9, 36, 42, 5]. Another novel approach is based on absorbing Markov chains (AMC): this
moves away from the geodesic limit toward a limit where the path length is unrestricted for walkers [20].

However, centrality metrics that are based on random walkers quantify where a walker tends to be (or how flow
spreads) under exogenously specified Markov dynamics. Consequently, high stationary visitation probability for a
node, which may be heavily influenced by nodal degree or by regularization, need not align with being a node of
maximum BC, so walk-based rankings can drift toward frequently visited nodes rather than structurally mediating
ones.

In Figure 1, the provided deterministic graph consists of two dense cliques connected only through the path

¥ ®  Under the classical notion of BC, node is the unique maximizer since every shortest path with endpoints

in different cliques has to pass through . However, centrality metrics based on random walks measure long run

visitation under a chosen Markov rule, and for an undirected simple random walk the stationary visit probability is

proportional to node degree. Since deg, " = while deg, " =deg, " = (with all other clique nodes having degree

), node has stationary visit probability , which is smaller than for nodes and , so walk-based rankings
favor nodes and over .

Considering our context of a stochastic network, edge availability and edge weights may vary across realizations,
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Clique 1 Clique 2

FIGURE 1 A deterministic graph consisting of two -cliques connected by a length-two bridge - - . Nodes
f; ;; gformClique1andnodes f ; ; ; gform Clique 2; node is the unique intermediary connecting the two
cliques.

leading to graph realizations that are disconnected. This is why centrality metrics based on random walk often rely
on restarts or teleportation to remain well-defined. In a stochastic version of Figure 1, the bridge edges , ; " and
» ;" may be unavailable. When a bridge edge is absent, the graph becomes disconnected, and consequently paths
connecting the two cliques disappear, meaning that the node of maximum centrality will vary sharply across realiza-
tions. Random walk centrality metrics then require a modeling choice. Without restarts, the walk is limited to its
starting component, and no single global long-run ranking is meaningful. In the presence of restarts or teleportation,
the realized connectivity and topology of the network instance is bypassed, which can blur any fragmentation effects
[26, 29]. Moreover, computing walk- or flow-based scores over many realizations can be computationally expensive

due to repeated stationary distribution calculations or Laplacian-type solves required [14].

These observations motivate a complementary question: how does the reported central node itself evolve as the
network is repeatedly realized? As an example, consider a monitoring resource (e.g., a sensor, or an inspection crew),
stationed at the currently most central node. Each period, the network re-realizes (edges fail or recover, travel times
change); then, the resource observes the connected component it currently occupies and relocates to the between-
ness maximizer of that component. If the component has become too small to support an informative ranking, the
episode ends. The long-run fraction of time the resource spends at each node is the quantity our framework com-
putes and returns, and the anchoring of each realization at the previous center reflects the physical constraint that

the resource can only observe and act within the part of the network it currently occupies.

1.1 | Our contributions

We propose a unified framework for studying betweenness centrality in stochastic networks. Instead of recomput-
ing a ranking from scratch for each realized graph, we model how the reported central node changes across these
realizations. This leads to an absorbing Markov chain on the node set together with a terminal state. We call this
absorbing-frequency centrality (AFC), which measures the normalized fraction of pre-absorption time spent at each

node.

We define local centers (component-wise) relative to a current anchor node, addressing modeling issues that
arise in possibly disconnected graphs. We introduce a component-size threshold that triggers absorption when the
component including the anchor node becomes too small to support informative ranking. We also clarify why the

absorbing-chain representation tracks a single reported center. In an anchor-free special case, we show that AFC



4 Bao, Kontou, and Vogiatzis

admits a simple mixture representation when the post-initial center law is stationary, conditional on survival. We
further characterize when this simplification breaks down under heterogeneous transition dynamics.

We further extend the framework to row-wise perturbation analysis, reward-based AFC, and Top-k or structure-
constrained selection, all within the same absorbing-chain representation. A row-wise Monte Carlo procedure with
finite-sample guarantees makes the method implementable, and experiments on the Erdés-Rényi, Watts-Strogatz,
and Les Misérables networks show that AFC identifies dominant nodes, reveals ranking sensitivity, and supports
reward-aware and constrained analyses using a single estimated chain.

1.2 | Paperroadmap

First, we introduce the proposed framework through a small worked example in Section 2. The example is designed
to separate it from four established alternatives:

classical betweenness on the base graph,
realization-averaged betweenness,
random-walk betweenness [34], and

H bR

and absorbing random-walk centrality [20].

The rest of the paper develops the theory in the order needed for the main results. After introducing the stochas-
tic network model, global/component-wise betweenness centers, and local Top-k sets, we construct a node-valued
AMC on reported local centers and establish its well-posedness. In Subsection 4.1, Proposition 1 shows that unre-
solved candidate correspondences need not induce a unique node-valued row, Corollary 2 gives the canonical row
under deterministic tie-breaking, and Proposition 3 shows that propagating the whole candidate set does not remove
this ambiguity. In Subsection 4.2, Proposition 4 and Lemma 5 show that the compressed row is determined by the
pushforward realized-graph law and absorption rule and is a valid probability row. Subsection 4.3 then gives the tra-
jectory interpretation of AFC: Proposition 6 identifies AFC with a length-biased uniformly sampled pre-absorption
step, and Corollary 7 yields the survival-weighted decomposition used throughout the sequel.

Building on this representation, Section A studies arbitrary initial distributions in the connected anchor-free
regime, where Theorem 10, Corollary 11, and Proposition 12 provide the mixture benchmark and its closed-form
fundamental matrix representation. Section 5 then analyzes row-wise perturbations, showing that the post-initial
stationarity required by Theorem 10 typically fails, while Remark 5.1, (17), the first-order sensitivity expansion, and
the visit-gap bounds still yield perturbation and ranking-stability diagnostics. Section 6 next extends the same AMC
through rewards: Proposition 9 reduces simulator-level rewards to the same fundamental-matrix formula, leading to
valued local Top-k summaries, pool-restricted rewards, and node- and transition-based reward-AFC without enlarging
the state space. Section 7 complements this by modifying the selector itself, leading to the constrained kernels PW
and PWif_ the feasibility probabilities (27), and the pool-mass summaries (28). Section 8 then turns the theory into
an implementable procedure via Algorithms 1 and 2, proves consistency of the row-wise Monte Carlo estimator, and
gives finite-sample guarantees for estimating both the one-shot law p and the full kernel P, together with error prop-
agation to AFC. Finally, Section 9 illustrates the full pipeline on ER and WS random graphs and on the Les Misérables
network through baseline AFC, robust perturbation analysis, reward-aware summaries, and structure-constrained

experiments.
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2 | ABSORBING-FREQUENCY CENTRALITY AT A GLANCE

In this section, we introduce the proposed measure informally and through a worked example. Let G,V ;E” be a base
topology. A stochastic network generates random working graphs H by failing edges and/or perturbing edge weights.
For each realized H, classical betweenness is well defined on every connected component, and a deterministic tie-
breaker selects a unique reported center in the component containing a chosen anchor. We track the sequence of
reported centers as the network is repeatedly resampled. That is, from the current center i, draw a new realization
anchored at i; if the component of i is smaller than a threshold ki, or an exogenous stopping event occurs, move
to an absorbing state ?; otherwise move to the tie-broken betweenness maximizer of that component. The result
is an absorbing Markov chain with transition matrix of the form (6), and absorbing-frequency centrality (AFC) is the
normalized expected pre-absorption occupancy b,s” =sN sN withN = ,1 Q” ,formally defined in (11). High
AFC means a node is reported as a local center often and tends to remain so under the chain’s own dynamics.

2.1 | A worked example: the asymmetric crossroads

Let G consist of three trianglesA=f ; ; g,B=f; ; g,C =f; ; gandacentral node . All triangle edges are
deterministic. On the other hand, the three spokes (edges , ; ",, ; ”,. ; ")areindependently present at each
step with probabilities pa = :,ps = :,pc = : : thatis, spoke A is reliable, and spoke C more often fails. We
take kmin = , and let exogenous absorption = : per step, the smallest-index tie-breaker, and the uniform initial
distribution s = — ; see Figure 2 for a visual representation.

Triangle A
Triangle B

Triangle C

FIGURE 2 The asymmetric crossroads toy example. Three deterministic triangles are attached to a central node
via stochastic spokes (dashed edges) with existence probabilities equal topa = : ,pg = : ,pc =

The competing measures behave as follows (all measures normalized to sum to overV for comparability; exact
values are also shown in Figure 3). Classical betwenness on the base graph G cannot distinguish the three gateways

at all: the base topology is symmetric in them, so nodes ; ; tieat : each, with node at : and the interior
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gray nodes at zero. Random-walk betweenness [34] likewise ties the gateways ( :  each) and, through its degree
bias, it also assigns every gray node some positive value ( : ). In other words, the structural differentiation between
mediating and merely well-connected nodes is not clear anymore. Realization-averaged betweenness, or "y »By ,H".,
does separate the gateways, and does so monotonically in spoke reliability: : , : , : for nodes

[N

AFC, on the other hand, can be computed exactly from the -state chain, and is equal to

with “s»T .. = : , giving the ranking all gray nodes. Three features distinguish it from all references
above.

First, conditional on a valid continuation, the chain remains at node with probability : . Node is the
unique betweenness maximizer whenever at least two spokes are present (this happens with probability : ). It
is also the unique maximizer with probability : when exactly one spoke is present and the chain moves to that
gateway. Finally, with probability : ,node isisolated and the step is invalid.

Secondly, interior nodes are “invisible” to AFC. They are never reported as centers (within an isolated triangle all
betweenness values tie at zero and the tie-breaker selects the gateway; in any larger component the gateway or hub
strictly dominates), so their AFC mass is exactly the initial-distribution contribution sy, ~¢»T . =

Third, we observe a reliability inversion: AFC ranks gateway ( : )above gateway (: ) (the opposite of
realization-averaged betweenness), while keeping gateway first. Because spoke C rarely works, anchor s re-
peatedly re-reported as the local center of its own isolated triangle, accumulating occupancy that no average of per-
realization scores records or sees. Gateway nevertheless remains first among gateways because the hub transitions
occupancy back to it: from anchor , the single-spoke continuations move to nodes , , with conditional probabil-
ites : , 1,

0 1 Arc [l B BC (base graph) [] 0 Averaged B ll B RW-BC
| ! ! ! ! |

Normalized score

10

FIGURE 3 Exact centrality scores on the asymmetric crossroads of Figure 2, normalized to sum to one: (i) AFC
with uniform s; (ii) classical betweenness on the base graph; (iii) realization-averaged betweenness 1 »By ,H"..; and
(iv) random-walk (current-flow) betweenness [34] on the base graph.

Hence, AFC is neither a “robustified” variant of betweenness nor an extension or refinement of walk centrality.
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It measures a different quantity: the long-run frequency with which a node is reported as the local betweenness
maximum under the chain’s own resampling dynamics. This frequency depends jointly on the probability that a node
can be central in its realized component and on the probability that it remains so at the next step.

3 | PROBLEM STATEMENT

3.1 | Network states and central node

Let G,V ;E" be a base topology, with jV j = n. A network state is any random objectY that produces a working graph
G,Y":Y may encode edge availability A E and/or positive edge weights (e.g., representing travel times) 2 ij,
possibly correlated across edges and over time.

For each realization Y, compute weighted shortest-path distances and classical (weighted) betweenness By ,Y .
We also fix a deterministic tie-breaker (e.g., select the smallest-index node among ties) and then we can define the

unique global central node as in (2).
c,Y” = argmax By,Y” 2V: (2)
v2v

Let H,V;Eq; " be a realization (working graph) with positive edge weights ¢ > for each edgee 2 E. For
s;t 2V, letdy,s;t” denote the weighted shortest-path distance in H, with the convention dy ,s;t” = ,1ift is
unreachable froms. Fors , t,let s;,H” be the number of weighted shortest paths froms totinH (so s ,H” = if
dy,s;t” = ,1),and let s¢,v;H” be the number of such shortest paths whose internal vertices include v (excluding
endpoints). Define the (non-normalized) weighted betweenness of v on H by

stV H”

By,H":= fdy,s;t”" < 1g et
stwH

s;t2v
s,t;s,vit,v

When dy ,s;t” = , 1, the pair ,s;t” contributes .

Normalization We use the non-normalized betweenness definition above for ranking, hence normalization constants

(e.g., division by ,n .,N 7 inthe connected case, or by the number of reachable pairs) do not affect c ,H" as long

as they do not depend onv.

3.2 | Component-wise (local) centers for disconnected realizations

The realization H may be disconnected and hence comprise components. In that case, a single global argmax c,H" is
not representative of each component: hence, we can define a component-wise betweenness center anchored at a
node.

For a realized working graph H,V;Ey; 7, let K,H" denote the collection of components (maximally connected
subgraphs) of H. For anyi 2 V, letK,i;H” 2 K,H" be the unique component containing i (so K,i;H" = figifi is
isolated). Using the same deterministic tie-breaker as in (2), define the component-wise center of K 2 K,H" by:

CcompK;H” = argr\‘/nzaKx By,H" 2K:
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Given an anchor node i 2V and a realized working graph H, define the local center by
Clocni;H” = CcompnK,isH"H” 2V 3)

We can further fix a threshold ki, and treat realizations with jK,i;H"j < kp, (i.e., small enough) as having
no valid continuation from anchor i. Motivated by [1], it is possible to set a component size threshold either as an
absolute cutoff ki, or as a relative cutoff ki, = d jVjewith 2, ; ", and treat realizations with jK ,i;H"j < Kknin as
having no valid continuation from anchor i; this event is absorbed into A;. This avoids tie-break artifacts dominating

the dynamics in highly fragmented states.

3.3 | Multiple local centers

We may opt for a set of nodes with maximum centrality value (top-k nodes), instead of a single center in each compo-
nent [39, 43]. For a realized working graph H,V;En; " and a componentK 2 K,H", let k.4 denote a deterministic
tie-broken ordering of the vertices in K by decreasing B, ,H"” (ties resolved by the same global rule, restricted to K).
Then, the component-wise top-k set is defined as

Top ,K;H” := f s "ot kH.K N K" K 4
Local top-k Given an anchor nodei 2V and a realized working graph H, define the local top-k set by
Topl©,i;H” = Top K,i;H™H  V: (5)

When jK ,ii;H"j < kmin, We treat the step as having no valid continuation from anchor i.

Choosing k vs. ki, If one component requires the top-k set to contain exactly k distinct nodes, it suffices to choose

Kmin k. Otherwise (4) uses k ” jK j and remains well-defined for any k whenever jKj  Kpin-

4 | ABSORBING MARKOV CHAIN ON REPORTED LOCAL CENTERS

We summarize the stochastic network evolution by tracking only the reported local center. The state space is S =
V [ f?g, where ? is an absorbing state.

If the current state isi 2 V, we generate one new realized working graph anchored at i. If this realization has no
valid continuation, the chain moves to ?. Otherwise it moves to the tie-broken local center of the realized graph.

Formally, let ,H; H " be the measurable space of realized working graphs. Fix the following one-step simulator
throughout this section: for eachi 2V, there exists , i;F;—"; i: ; ¥ H;and Aj 2 F.

Here ,1” is the realized working graph produced from anchor i, and A is the event of no valid continuation.
In particular, fjK,i; i,1""j <kming Ai.On ;nA|,the nextreported nodeis Cigc,i; i.1"".

This gives an absorbing Markov chain (AMC) on S with transition matrix

P = r; Q2»;."™ r2»;." Q ,r=_: (6)
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Q is the transient block on 'V, and r; = P;» is the absorption probability from i. Equivalently, fori;j 2V, Pjj =— 1 <
A} Clocal; in1"" =] iPi2 ==, A"

The Markov property means that, conditional on the current reported node, the next step does not depend on
earlier history. In the present setup, for every t ,

=X, =] Xe=i; X "== V<A Coculs 101" =]
and —,X¢, =?j Xt =i X1t "=—,A"
Assume ,Q" < . Note that this holds automatically whenever every transient state has strictly positive absorp-
tion probability, e.g., under an exogenous per-step stopping probability > , since then kQ k1 <

Then, absorption occurs almost surely and the expected absorption time is finite. Let X s 2 " | and define

the absorption time
T :=infft 1 Xy =7?¢: (7)
The fundamental matrix is

N:=,1 Q" = Q. (8)

,8" = sN; (9)
and the expected pre-absorption length is
ToTL= 8" (10)
We define absorbing-frequency centrality (AFC) as in (11).

2 "o (11)

Thus by ,s” is the fraction of pre-absorption steps (includingt = ) spent at nodev.

Temporal dependence and state augmentation If the process , X" is not Markov because the network has additional
memory beyond the current reported node, one can enlarge the state space by adding an environment variable Z;.
The resulting processison .V  Z" [ f?g, and the same occupation and absorption constructions still apply on this
enlarged transient space. When Z is finite, the matrix formulae above remain unchanged.

4.1 | Why the AMC state is a single node

The chain is node-valued, so each valid realization must produce a single next node. Before tie-breaking, however, a

realized graph may have several best candidates.
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Fori 2V and a valid realized graph H (that is, jK,i;H"]  kpyn), define the unresolved local co-maximizer set

max i;H" := argmaxy 2k ji:H» By, H” K, i;H".
This is the local Top- output before tie-breaking. More generally, the discussion below applies to any nonempty
candidate set ,i;H” V, for example ™ i:H” or TopLOC,,i;H ". Fixi 2 V and such a candidate correspondence

»; " on valid realizations. Assume ,i; " is measurable in the sense that fH 2 H: u 2 ,i;H"g 2 H for every
u 2 V. An admissible selector is a measurable map g; : H ¥ V such that gj ,H” 2 ,i;H" for every valid H. Each
admissible selector induces a node-valued row by Pi?i =— V<A Gin i»1""=j;j2V,and pig,_i‘ = j2v pi?i_

Proposition 1 (Selector-independence and nonuniqueness) Fixi 2 V and ameasurable candidate correspondence ,i; .
(i) If every two admissible selectors agree — -almost surely on ; n Aj, then they induce the same node-valued row.

(= j 5 1,077 ; 1 <Aj > |, then there exist two admissible selectors that induce di [erent node-valued rows.

Proof Part(i)isimmediate: if gj and g; agree —-almost surelyon inAj,thenforeveryj 2V, fl <Aj; g, i,1"" =

jg= f1 <A gi, i.1"" =]jg holds —-almost surely, so Pi?i = Pi?i.

For part (ii), let Ej := f1 < Aj : | ,i; i.1""j g. By assumption, — ,E;” > . Since V is finite, there exist
distinctu;v 2V such that Ejyy := f1 2 E; : u;v 2 ,i; ,17"g also has positive — -measure.

Now, fix a strict precedence order onV, and define the baseline selector h; ,H” := min  ,i;H". BecauseV is
finite and the membership events fH :u 2 ,i;H"g are measurable, h; is also measurable. We define two admissible
selectors:

v éu; uz2 Li;HY v év; v 2 Li;H"
g JH"= R

?hi,,H"; u< LisH? ?hi,,H"; V<L HT

Both are measurable and satisfy gi”““ H gi”"" LH” 2 i;H” on valid realizations.

Consider the events

Fo = frea g, =g R =frea g, 0 =g

We claim that FU”V" Fu"”". Indeed, if 1 2 FU"V", then gi"vn » i»1"" = u. This is impossible whenv 2 ,i; ;,1"",
because in that case gi"vu would outputv. Hencev < ,i; i,1"", so gi"vﬂ w io¥"" =hj, i,1"" = u. In particular,
u2 ,i; j.1"", and therefore gi"”" . i»1""=u.So FU"V" Fu"”".
Moreover, the inclusion is strict on Ejy.: for every 1 2 Ejy.y, gi"u" . in?"" = u;gi”"” s in?"" =V , u. Thus
u” N
Eiwy Fg" nF;Y, and since — Eiuy” > , =i, Fg" " > —,F;" ”. Equivalently, Piii > Piii . So the two induced

rows are different.

Corollary 2 (Deterministic tie-breaking gives a canonical row) Fix a strict total precedence order onV (for example,
increasing node index). Then

Clocwi; H” == min M j- 4~

is an admissible selector. It therefore defines a canonical node-valued row, and hence a well-defined node-valued AMC on
VvV [ f?g.



Bao, Kontou, and Vogiatzis 11

Proposition 3 Let AV with jAj . If there existu;v 2 A such that P, , Py, then A does not determine a unique
next-steprowonV [ f?g. Forevery 2»; .,R, Ti= Pu 5w "Py is a valid probability row. Hence propagating the
whole candidate set requires extra structure, such as a selector, explicit weights on the elements of A, or a larger state space.

Proof EachR, " is a convex combination of probability rows, so it is again a probability row. Since P, , Py , at least

one coordinate differs, and therefore RA ’ depends nontrivially on

Proposition 3 shows that unresolved candidate sets cannot in general be propagated within the same node-valued
AMC. Unless all members of the set have identical outgoing rows, the set does not determine a unique transition law.
Thus, some fixed selection rule is required: an unresolved candidate set does not by itself determine a transition law.
Deterministic tie-breaking is a sufficient and easily implementable choice, but, as the next remark records, it is not the

only one.

Randomized tie-breaking and label-invariance Proposition 3 shows that propagating an unresolved set is ambigu-
ous; it does not show that the selector must be deterministic. A randomized selector that draws uniformly from the
candidate set also induces a unique node-valued row,
_ fij2 ,i; ;1"
Pij = i f! <Aigl-"—,',,,.jg ;

JH 12V
and hence a well-defined AMC, since the auxiliary randomization can be absorbed into the one-step probability space
» i;Fi;=". The two conventions differ in one important respect: the min rule makes AFC depend on the node
labeling, because in realizations with symmetric co-maximizers (e.g., an isolated clique, where all betweenness values
tie) the rule systematically routes occupancy to low-index nodes. The uniform rule is equivariant under relabeling and
removes this artifact, at the cost of a small amount of additional simulator randomness.

Proposition 1 does not state that only the highest-ranked node is meaningful. It only states that an unresolved
candidate set does not by itself specify a unique node-valued AMC. For any fixed rank r, one may instead define
cl'gc” W3 H” = kinmnf " wheneverr K, i;H”j, and study the corresponding node-valued process. Alternatively,
one may keep the full Top-k output and work with a set-valued or tuple-valued state space.

4.2 | Well-posedness: order/branch invariance and row normalization

We may reach the same realized graph through a different reveal order. The compressed transition row should there-
fore depend only on the law of the realized graph and on the absorption rule, not on how that graph came to be
generated.

Pushforward of the one-step simulator First, fixi 2 V. Then, the pushforward distribution of the realized graph is

Figure 4 gives a schematic view of the compression underlying Definition 4.2. For a fixed current anchor i, the
internal randomness of the one-step simulator can be represented by a branching realization tree, whose terminal
branches produce realized working graphs H = ,1”. The detailed branch structure is then collapsed by sending
each valid realization to its reported local center c|o¢,i;H”, and each invalid realization in A; to the absorbing state ?.

The resulting description is node-valued and forgets the reveal order itself. The next proposition makes this precise by
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Realized graph Compressed Absorbing Markov Chain

K Pushforward map
ZERNNERN:

\

NRIIRNRA

FIGURE 4 |lllustration of the pushforward compression from the branching one-step simulator to the
node-valued absorbing Markov chain. For a fixed anchor i, each branch yields a realized working graphH = ,1".
Valid realizations are mapped to the tie-broken local center ¢|oc,i;H” 2V, while realizations in A; are mapped to
the absorbing state ?. Carrying out this compression for each anchor yields the compressed AMC onV [ f?g. Solid
arrows denote transient transitions and dashed arrows denote absorption; only selected positive-probability
transitions are shown.

showing that the compressed transition law is determined by the pushforward law ; of realized graphs together with
the conditional absorption function a; ,, ”, rather than by the particular branching representation used to generate the
same graph law.

Proposition 4 (Order/branch invariance of the compressed step) Fori;j 2V, define
Pij === T <Aj; Clocals 117" =] Piz ==, A" (12)

Letaj,H" := "i» o, ] i =H., thatis, a measurable version of the conditional absorption probability given the realized
graph. Then the row ,Pij”j oy 24 is determined by  together with a;, ”. Hence any two generation procedures that
induce the same ; and the same conditional absorption function a;,, " give the same AMC row fori. If A; 2, ", then
aj,H” 2 f; g j-almost surely, and the row depends only on ; and the graph-based absorption rule.

Proof Since Cjoc,i; j,1"" depends only on the realized graph H = ;, 1", the tower property gives
_h i h _ i
Pij = i fCioculs i"=J0 FY<AIg =i feoeads i" =10 i» oAl -

= feiocisH” =g a,H” di,H"
H

fl
where aj ,H” =—,A; j | =H"2»; .. ThusPjj dependsonlyon j and a;, ". Similarly, Pj> = pai-H"d i, H"

Lemma 5 (Row normalization) Foreachi 2V,Pji , jay.j.iPij » Pi» =
Proof The events Ejj := f1 < Aj; Cigcni; in1"" =]j0;j 2V, together with Ej» := A, are pairwise disjoint and their

unionis . Therefore,

==, i"= —isEj" > —isEi?"=  Pij , P!
jav jav
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4.3 | General equivalence via uniform pre-absorption sampling

We now give a trajectory interpretation of AFC. The idea is simple: AFC is the distribution of a uniformly chosen
pre-absorption step, but under a length-biased law on sample paths.

Length-biased uniform pre-absorption step Let ,X;"; be any process onV [ f?g with absorption time T as in (7).
Assume that T < 1 almost surely and “s»T.. < L under X s. Define b on ,, T F » [18]:

3 4
by B .= — s f,1t" 2By ; B2F : (13)
T . (=

Equivalently, first sample a path with probability proportional to its pre-absorption length T ,1”, and then choose

U Uniff ;7,17 g. Under b the random node Xy is a uniformly chosen pre-absorption step. Moreover,
b,y = v = =
h— i )
Proposition 6 (Uniform-step equivalence) Let ,s” := L Xt =vg ;by,s” = 7:;;. Then, under By from
Definition 4.3, for everyv 2V,
Xt =V T >t”
by,s” =By Xy =v" = =20 : 14
Vo s, XU P (14)
Proof Apply Definition 4.3 to the event f,1;t” : X; =vg. This gives
b _hT i s’
s, Xy =Vv" = =7 . Xt =vg = T =by,s":
Also, y,8"= { =, Xt=V;T >t", " o»T.=  —,T >t", which yields (14).
Corollary 7 (Survival-weighted decomposition) Letw; := _i’SIT>t"’.’Whenever—s LI >t">  define {,v":=— Xt =
v jT >t". When—,T >t” = ,define { arbitrarily. Thenwy , ¢t W= ,and
by,s" = Wt ¢,V (15)
t
Proof From (14), by,s” = +— T2 s Xe VT2 Wt t,V", where terms with —, T > t” = have weight

T
wt = and therefore do not matter.

Within-path uniform sampling vs. length bias If one Sﬁxmgl’es a path undeli the original law — and only then chooses
U Uniff ;T g, the resulting distribution is ~ T th Xt =vg , which need not equal by ,s”. The length
bias in (13) is therefore essential for (14).

5 | ROW-WISE PERTURBATIONS OF THE AMC KERNEL: PERTURBED AFC
AND COMPARISON TO THE MIXTURE FORMULA

Subsection A gives us a useful benchmark: when all post-initial survival-conditional laws are equal to a common

distribution p, AFC collapses to the simple mixture formula (35). That benchmark is informative, but it relies on a
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strong assumption. In many settings, the induced AMC kernel is only approximate: it may come from Monte Carlo
construction, empirical fitting, or anchor-dependent local-center dynamics. This makes it necessary to study how AFC
behaves when the transient kernel is perturbed.

The purpose of this section is therefore twofold. First, we define AFC for every admissible row-wise perturbation
of the AMC kernel and show that the absorbing construction remains well-posed. Second, we explain why such
perturbations typically destroy the structure behind Theorem 10, so that the full survival-weighted representation

must be used in place of the simple mixture form.

5.1 | Row-wise additive uncertainty set
Let P be a nominal AMC kernel as in (6), with transient block Q . Fix row-wise perturbation radii "ij fori;j 2V,
together with leak lower bounds r; 2, ; .. For each row i, define
N . | g
U = 30 2 00052 ,Q; MytaminfQy Lty g O2vi g Ly
z j2v -
where ,x” := maxfx; g. Assume U .o for every i; for example, it is enough that jov ,,Qij i, 5
Eachgj 2 U, islifted to a probability row on S =V [ ?g by setting Pij :=q;; ,j 2V",andPj> := j2v dij-

Thus Pi»  r;, so every admissible perturbation retains a strictly positive absorption probability. If I r; foralli,
then the nominal kernel P itself belongs to the uncertainty set.

The global uncertainty set is

" #

§ Q r . R
) :=BP= 02V, .Qi%2v 24,5 1= Qij

jov

W WO

Uniform transience under leak lower bounds Letr . := minjoy r;. ForanyP 2 U , kQka lin < » hence

,Q" < . Therefore the fundamental matrix N ,,P " exists for every admissible kernel, and

kN ,P"kq kQkY

t Cmin

(16)

So the absorbing construction is uniformly well posed over the whole uncertainty set.

5.2 | AFC under a fixed perturbed kernel

FixP 2 U and write Q = Q,P” for its transient block. Let - and " denote probabilities and expectations for the

AMC with kernel P started from X  s. As before, N,P":=,1 Q" ; ,s;P":=sN,P";b,s;P":= ’;s_;PP,,” .
For this fixed kernel,—g’ Xe= T >t"= sQ‘;—E T >t"=sQ! . Hence the survival-conditional law at time t is
tn;P" = —E Xt= jT >t" = %‘)—tﬁ; t , with arbitrary ¢, ;P” whensQ! = . Accordingly,
t P T>t
busiPT=  WLPT P wPrm e =T 2L (17)
i Kk sSQ T

Thus, even after perturbation, AFC remains the survival-weighted average of the conditional laws ¢, ;P".
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Why is it that b,s; P " generally does not reduce to the earlier derived mixture formula? Theorem 10 requires a

single post-initial law p such that { = p; forall t . For a fixed AMC kernel P, this becomes:
QU forallt (18)
SQI - pv .

This is a strong structural constraint: every survival-conditional law after time must coincide with the same distribu-
tion p.

Row-wise perturbations typically destroy that structure by separating the rows of Q. Then the family f ¢, ;P "g;
generally varies with t and depends on the initial distribution s. In this regime AFC no longer collapses to the two-point
mixture (35); one must instead use the full survival-weighted representation (17), or equivalently the fundamental-

matrix formula.

Quantifying deviation from post-initial stationarity Fix any reference distribution p 2 Vi and define the mix-
ture proxy bix.S;P;p” =w JPUs L. w ,P"p; w ,P" = ,,;? Using (17) and , ;P” = s, we obtain
b,s;P"  bmix.S;Pip”" = ¢ wi,P” t,;P” p :Therefore, for any norm k k on Vi, kb,S;P”  bmix.S;P;pk
t Wi,P"k ¢,;P" pk:
More generally, letDg,, ;
t We,P"Dg ¢, ;P"p.
In particular, if V is endowed with a ground metric d, then the -Wasserstein distance W1 is an IPM with F the

class of -Lipschitz functions, so

W b,8;P " biixS;Pip” we PPWI L Pp

These bounds show clearly that the error from replacing the whole time-varying family f ¢, ;P"g: by a single
law p is controlled by the survival-weighted average discrepancy between them. The same viewpoint applies to total
variation or Wasserstein discrepancies [37, 31]. Information-theoretic quantities such as Kullback-Leibler divergence
can also be useful as diagnostics [3], but they are not IPMs and therefore do not enter the preceding bound in the

same way.

5.3 | State-independent absorption

Let us now study a useful special case. Specifically, assume Pj~» 2, .foralli2V.ThenQ =, "M, where

M is row-stochastic onV [19]. In this case,

t
bs;Pr= St < Qt = . "tsmt (19)
s ¢+ Q )

because M! = implies ; sQ' =  , "t = _. So in the constant-hazard case, AFC is a geometrically
discounted average of the nonabsorbing evolution under M.

The mixture benchmark (35) is recovered whenever the post-initial laws are constant, namely when sMt = p for
all t . Sufficient conditions include M = p, or more generally sM = p and pM = p. Without such post-initial

stationarity, (19) remains the correct representation.

":=supsopj f  fjbeanintegral probability metric (IPM)[33]. ThenDg b,S; P "; bmix»S; P;p"
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5.4 | First-order sensitivity of AFC

We are also interested in quantifying AFC's sensitivity to a small perturbation of Q. LetQ =Q ,E; ,Q" < ,and
letN ; ;b be the quantities induced by Q through (8), (9), and (11) [23]. The resolvent identity givesN N =
NEN =N EN:IfE issmall, forexampleif kN Ek < inasubmultiplicative norm,thenN =N ,N EN ,O,kEk ":
Hence sN EN :Since b = —; the corresponding first-order change in AFC is

b b sN EN bsNEN

This gives a local sensitivity approximation for the effect of a small perturbation of the transient kernel. The expansion

can be made rigorous with an explicit remainder: froml Q=,I Q ", N E”"weobtanN=,1 N E” N,
hence, whenever kN Ek < in a submultiplicative norm,N N N EN =_,N E” N and therefore
N N N EN kN Ek kN k;
kN Ek

which bounds the O ,kE k " term explicitly.

Robust optimization viewpoint Given U , one may report envelopes infpoy by ,S;P”;suppoy by.S;P”, or opti-
mize a scalar objective over U , obtain an adversarial kernel P ?, and then report b,,s; P ?”. The point is that departures

from Theorem 10 are driven by the generic failure of (18) under row-wise perturbations.

5.5 | Ranking reversals and Top-k instability

Under row-wise perturbations of Q the AFC ordering may change, including Top-k sets, and may produce ranking
reversals [50, 7, 13, 43]. Foru;v 2V, define the visit-gap

GusP":= u,s;P"  yv,s;P"=sN,P" ~ sN,P" ; (20)

where N ,P” is the fundamental matrix associated with Q ,P”. Since b,s;P” is a positive normalization of ,s;P”,
sign by,S;P”  by,s;P” =sign Gy ,P" :

A convenient robust diagnostic is

G, = inf Guw.P"; Gu = sup G ,P™
P2u P2U

If G,, > , thenu robustly outranks v over all admissible perturbations. If Gu < ,thenv robustly outranks u. If

2 LEITVE
same logic applies to Top-k stability by checking boundary pairs bet,\iveen the nominal Top-k set and its complement.

Guy ., then the interval diagnostic does not certify a strict order and indicates possible ranking instability. The

Now assumeP 2 U andsetr . :=minjr;,and" :=maxjoy jov "ijj. ThenkQ,P” Q ko "forallP 2 U .
UsingN,P” N =N,P",Q,P" Q "N ;togetherwith(16), we obtaink ,s;P”" ,s;P "kq =ks,N,P” N "kq
—: Therefore, forallu;v 2V, jGuy ,P” Guy.P "] k ,s;P"  ,s;P "k1 —:

. r .
—min —min
Consequently, a sufficient certificate for preserving the nominal orderu v under all admissible perturbations is

Gu.P ">

—min
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If this inequality fails, the certificate is inconclusive: the nominal order may still be robust, but one can no longer
guarantee it from this bound alone, and a sharper interval computation or direct optimization over U is then needed.

The certificate above relies only on the worst-case bound (16) and is therefore loose. The same resolvent iden-
tity yields a pair-specific certificate that replaces the crude factor L ein with a column difference of the nominal
fundamental matrix, available at no extra cost.

Proposition 8 (Sharpened pair-specific certificate) LetP 2 U ,r .. := minjr;, and " := max;y jav "ij. Then for
everyP 2 U andeveryu;v 2V,
Guw.P" Gu.P " [ N ey e’ 4 = [ I?’lzé\\/X Niy Ny (21)
Consequently, Gyy ,P " > ﬁkN .u ey"kq certifiesu v overall of U . Since Ny I min €Ntrywise, (21)
—mi

improves on the earlier threshold ™ r . by at least a factor of two, and by much more whenever the u- and v-columns of

=mi
N are close.

Proof By the resolventidentity, G,y ,P” Gu.,P "=s N,P” N ,e, ey"=sN,P” Q N ,ey ey"with Q:=
Q,P” Q . Forarow vector x and a matrix A, kxAk kxk kAkq; here ksN,P"k =sN,P” ="F»T, r

~min

”

and k Qkq . The claim follows from jyzj kyk kzkq appliedtoy =sN,P” Qandz =N ,ey ey

In Appendix B, we show a worked illustration for the interested reader.

6 | MULTI-REWARD ABSORBING-FREQUENCY CENTRALITY FOR VALUED
LOCAL TOP-k BETWEENNESS CANDIDATES

The previous section studied how AFC changes when the AMC kernel is perturbed. Here we keep the same AMC
and instead change what is rewarded. This distinction is important in applications: uncertainty may enter through the
kernel, but the decision objective may also depend on what value is attached to each realized step of the process.

The basic AFC vector b,s” in (11) assigns unit reward to each pre-absorption visit of the reported node. That
is appropriate when one wants to summarize where the node-valued AMC spends its time. In many applications,
however, the object of interest is richer than the single reported node: what matters is the total value carried by
the entire local Top-k candidate set produced by the realized graph at each step. Examples include total capacity,
cumulative risk, aggregate demand, or combined criticality of the current local betweenness candidates.

This section is needed precisely to capture such objectives without enlarging the AMC state space. The key
idea is to attach rewards to the same one-step simulator used to construct the AMC in Subsection 4.2. This lets us
score the whole realized local Top-k set at each step while preserving both the fundamental-matrix formula and the

length-biased uniform pre-absorption interpretation from Proposition 6 and Corollary 7.

6.1 | Steprewards on the one-step simulator
For each transient statei 2 V, let 1; denote the simulator draw used at time t when X; = i. Thus, conditional on
Xt =i,wehave 'y —j, and the next state is generated by the same one-step simulator as in Subsection 4.2. Define
Bopeis 1,17 1<A;
Nextj, 1”7 := loc : I

3o, 12 A
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So Next;j 1" is the next reported state generated from anchor i.

A step reward is a family © = ,*;"j2y of measurable maps “j : ; ¥ ;i 2V, with finite expectations ; :=
Tttt <A 2V Write =, Moy 2 V Along an absorbed trajectory, define the accumulated pre-absorption
rewardby R-"" := T *x.,1"; where T is the absorption time from (7).

Proposition 9 (Reward-AFC on the same AMC) For any nonnegative integrable step reward “,

TR _ SN |

b, 5" = = 22

S T =N (22)
Moreover, if U is the length-biased uniform pre-absorption step from 4.3, then

be,s” =5 cx, ., 1y” (23)
Proof By the tower property,

_ T i hT i hT i
sPR" .= e Mt" = s e MtT ] Xt = s Xt
t= t= t=
The last expression is the accumulated node reward with reward vector , so by (8)-(9), "s»R»"".. =sN : Dividing by
“o»T. =sN gives (22). hoo i
For the uniform-step representation, s ‘xyolu” = - s tT: ‘x¢o1t" =be,s”; whichis (23).

Proposition 9 is the main reduction for the rest of this section: once a reward is attached to the one-step simulator,
the resulting reward-AFC is computed from the same fundamental matrix N. Applying the construction to several

reward systems in parallel yields a multi-reward profile on the same AMC.

6.2 | Valued local Top-k sets on each realized graph

We now turn to the main case of interest: rewarding the entire local Top-k set produced by the realized graph at each
step, not just the single reported node.
Fori 2V and ! 2 |, define the realized candidate set

§T0 Ioc"i; A L (PN
Coiitr= et ' (24)
??; 12 A
Thus, invalid draws contribute no candidates, consistent with Definition 3.3.
let 2 V be a vector of node values. The step reward associated with the \ﬂ/bgle local To;?-k setis ‘i”k; ' WA=
v2Gy ;17 vil 2 V! Its expected one-step reward is i"k; = 7 ‘i"k; o= _ih v2Gy,i;1" v The corresponding
o - !
valued Top-k reward-AFC is by ,s” = b. ; »,8" = N1 By (23), by, ,8" =05 ¢ x,i1y7 v SO bk, .8” is the
average total value of the entire local Top-k candidate set seen at a length-biased uniformly sampled pre-absorption
step.
If ,then by, ,s" = bs iCk.Xu;Yu"] , the expected size of the current local Top-k set on that random step.

This quantity is different from a node-reward summary based only on the visited state X;. Here the reward is

attached to the whole candidate set generated by the realized graph at step t. This is exactly the relevant object when
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the application cares about the current collection of betweenness candidates rather than only the single reported
center.

6.3 | Pool-restricted valued Top-k rewards

Some applications may restrict our candidate pool to W  V, for example an empirical union of local Top-k sets:

W= hon v TopLOc J;H”, for some finite H  H. .
Given such a candidate pool W and node values 2 V let ‘i”k;W; L vag,iitmw vii 2V. Let i"k;W; T
— W SWs
i ‘i”k’W' ,1" . Then the pool-restricted reward-AFC is byw: ,S” :=b. xw; »,8" = SNT Equivalently:
h i
byw: »8” :bs v - (25)
V2C Xy Ty "\W
If , this becomes byw: ,s”" = bs iCk»Xu; Yu” \Wj , the expected number of members of the current local
Top-k set that fall in the pool W.
6.4 | Node-based and transition-based rewards as special cases

The simulator-level reward formulation is not a separate competing model. Rather, it is a strict extension of the reward
summaries already used earlier in the paper. This subsection is included for two reasons. First, it shows that the valued
local Top-k construction is backward-compatible with node-based and transition-based AFC. Second, it makes clear
that all these summaries are computed on the same AMC through the same expected one-step reward vector and
the same fundamental matrix.

Letf :V ¥ _ anddefine A" L7 =Fi"i 2V.Then =1,i", so(22) gives

sNf
=N =b,s"f = by,s"f: (26)

vav

bf.s" =b. s ,8"

Thus the usual node-reward AFC is recovered by taking a reward that depends only on the curren,t'ly visited node.

__Let s s ¥ _with ,?2," = ,and define v ’ 21" = _i;Next,!” ;i 2 V. Then tT: Xty X, "=
tT: ‘;‘<t” .17 Its expected one-step reward is ; ’ =7 v ’ »1" = jov Qij wi;j" s Pi? ,i;?" Thereforeb ,s":=
T XX, " . " .
s ‘275 T ‘t t. = S'\S'N =b ,-,s": So transition rewards again reduce to the same reward-AFC formula.
A canonical example is the switching count oy ,i;j”:= fi 2V;j 2V;j ,ig,and sw.i;?":= ,which measures

the average rate at which the reported center changes before absorption.

7 | SET-CONSTRAINED TOP-k SELECTION AND NODE-VALUE SUMMARIES
ON THE AMC

The previous section kept the AMC fixed and changed what was rewarded. In particular, the target pool W entered
only through the reward definition, while the one-step transition rule itself was unchanged. Here we take the com-
plementary step: the pool constraint is enforced directly in the one-step update. This changes the induced kernel on
S =V [ f?g, but it does not enlarge the AMC state space in (6).

Thus the distinction is as follows. In Section 6, one scores the realized local Top-k set produced at each step under
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a fixed kernel. In the present section, one changes the reported next state itself by requiring it to lie in a target pool
whenever possible, and only then computes node-wise AFC and node-value summaries from the constrained kernel.
This is useful when the structural constraint is part of the reporting rule rather than part of the reward.

We focus on three objects: the row-wise feasibility of the target constraint, the resulting node-wise occupancy

profile, and the total occupancy mass on the target pool.

7.1 | Stepwise Top-k filtering and constrained selection

Recall the realized candidate set Cy ,i; " from (24). Fix a deterministic target pool W  V; in applications, W is often
a union of prescribed shapes such as A [ B.

For eachi 2 V, define the constrained selector Sely ,i; !” as follows: if C¢,i; 1" \W , ?, choose the highest-
ranked element of Cy,i; 1” \ W under the same deterministic ranking already used to form Top'koc; otherwise set

Selw ,i; 1" =?. Thus every nonabsorbing canstrained #lpdate reports a node in W.
QW rW

This induces a new AMC kernel PW = on the same state space S, with Pi‘jN =— Selw ,i;1"=j;j2

V, and Pi",f,’ = j2v P.\,N Under this hard filtering rule, absorption occurs either because the original draw is invalid

or because the realized local Top-k set has empty intersection with W. As in the previous sections, we assume the

resulting kernel is absorbing; this is automatic, for example, under the same row-wise leak lower bound used earlier.
Define the one-step feasibility probability by

== G i;""\W , ?2; i2V: (27)

Equivalently, | = jow Pi‘JN = Pi",f,’. So ;| measures how often the target constraint can be satisfied directly from
anchori.

7.2 | Node-wise values and pool occupancy under the constrained kernel

Let NW := I QW” be the fundamental matrix of the constrained kernel, and let bW ,s” := SS,\'I\'V\(\,’ be the corre-

sponding node-wise AFC.

For any node-value vector f 2 V define the constrained node-value summary by b¥v LS" = zmwf =pW s"f:
Thus, once the kernel is replaced by PV, node-wise value summaries follow from exactly the same linear-algebraic
pipeline as in the unconstrained AMC. This differs from the pool-restricted reward by.w: ,s" in (25), which leaves the
kernel unchanged and modifies only the reward.

A basic global diagnostic is the AFC mass on the target pool:

mw,s":= by ,s"=bY s (28)
V2w

This is the pre-absorption fraction of time spent in the target pool under the constrained kernel. Under hard filtering,
every post-initial nonabsorbing update lies in W, so off-pool mass can come only from initial states outside W. In

particular, if the initial distribution s is supported on W, then my, ,s" = .
W oon
When my ,s” > , the within-pool profile is obtained by renormalizing va LS" = r?]‘\’NZ ;v 2 W. This gives the

occupancy distribution inside the target pool itself.

For “motif”-structured targets [30, 4], we treat only the chosen primitives A;B;::: as admissible targets. Some



Bao, Kontou, and Vogiatzis 21

of these “motifs” have been investigated in centrality studies, such as cliques [47, 40] and induced stars [46], among
others [38]. Mixed motifs formed by combining vertices across different primitives are not counted as separate targets
unless they are already contained in at least one primitive. For example, if A = f ; ; gandB = f ; ; g are the
designated triangles, then f ; ; g is not regarded as an additional target triangle unless it is itself one of the chosen

primitives (i.e., a triangle).

7.3 | Feasibility via a fixed fallback shape

On steps where Cy ,i; 1" \W = ?, searching for alternative target witnesses may be expensive. A simpler imple-
mentation is to use a fixed fallback set Vg,  V, assumed disjoint from W, whose induced subgraph contains an
admissible shape in every realization (for example, because its internal edges are deterministic). Fix a representative
node Vg, 2 V.

Define the fallback selector by

%the highest-ranked element of Cy,i; 1" \W; C,i;1""\W , ?;

Selw sl 1" = gvfb; <A CLi: 1"\W =72
:?; 12 A:

" #

QW;fb rW;fb

This yields a second constrained kernel pWifb = ; again on the same state space S. The feasibility

probability ; from (27) is unchanged: it still records how often the target pool is reached directly. The difference is
that filtered-empty but otherwise valid draws are now redirected to vy, rather than absorbed.

) ) ) ) . . . Wb
Assuming this fallback kernel is absorbing, let NW:fo .= | QWifbr  and pWifb s .= :,\’,\‘w-fb . For any node-
. Wb
value vector f 2V, define b\fN’fb,,s” = SNW_fbf .
» sNWifb
The corresponding pool mass is m\f,f,’ W7 = yow va'fb ,S", so that m\fﬁ ,S" is the pre-absorption fraction of

time spent outside the target pool. This off-pool mass is driven mainly by fallback detours, together with any initial
mass placed outside W .

One may keep fallback detours rare by connecting Vg, toV nVy, only through sparse or very low-probability links.
The role of the fallback set is not to represent a target structure, but to maintain a well-defined continuation rule

without enlarging the AMC state space.

7.4 | Optional censoring of fallback visits

Sometimes the fallback states are used only as an implementation device, and one wishes to remove their contribution

in the computations. At the path level this corresponds to deleting indices where X; 2 Vg, (e.g., a segment vy,

is read as after deletion). Note that this pathwise operation need not preserve the Markov property. At the level

of AFC, however, it amounts to conditioning the uniform pre-absorption step on avoiding the fallback set.
Specifically, if Cgy,8™ = uavivg, bW s > let B s = bz;:‘f" .andV 2V nVg,. Then B, ,s" = B x =

vV j Xy <Vg ;v 2V nVyg, where U is the length-biased uniform pre-absorption step for the fallback kernel. Thus

censoring removes the contribution of fallback detours at the occupancy level without changing the underlying AMC
construction or the downstream linear-algebraic pipeline.
Figure 5 illustrates this idea. The primary network consists of nodes f ; ; ; g, while f ; ; g forms the fallback

triangle. Assume that, at some realized step, the target pool cannot be reached through the current local Top-k set.
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FIGURE 5 lllustrative fallback construction: primary nodes - and a fallback triangle Vg, = f ; ; g. The figure

uses full fallback connectivity only for visualization; in applications one may instead connect the fallback shape to
the rest of the network through sparse or low-probability links so that fallback detours remain rare.

This could happen because, for example, the realized graph effectively leaves only a small component such as f ; g.

Then, the procedure will output the fallback representative vg, 2 f ; ; g for that particular step.

8 | CONSTRUCTING AND ESTIMATING THE ABSORBING MARKOV CHAIN
FROM THE STOCHASTIC NETWORK

The previous sections treated the absorbing Markov chain through its kernel P. To apply the framework, one must
construct that kernel from the underlying stochastic network model. This section makes that step explicit. We first
recall how the one-step simulator from Subsection 4.2 induces each row of P, and then describe a Monte Carlo
estimator when the row probabilities are not available in closed form. The same construction also supports the reward-

aware and set-constrained variants developed earlier.

8.1 | One-step simulation and the induced row law
Fixi 2 V. Asin Subsection 4.2, let , i;F;—"; i: i ¥ H;A; denote the one-step simulator, realized-graph map,
and effective absorption event, respectively. The next state is the tie-broken local center c|o¢c,i; i,!"" from (3) on

i n Aj, and is ? on A;; equivalently, the row law is exactly the one defined in (12).

Algorithm 1 makes this construction operational. It is the basic primitive that turns one draw from the stochastic
network model into one AMC step from anchor i. In particular, the exact row law of the AMC is the law of the output
of Algorithm 1, and the Monte Carlo estimator in Algorithm 2 is obtained by repeating Algorithm 1 independently row
by row.

Algorithm 1 is not merely a procedural description: it is the mechanism that defines the transition row from i.
Therefore the probabilities below are simply the output law of Algorithm 1. Forj 2V,

Pij := — SampleNext,i” =j ; (29)
and

Pj» := — SampleNext,i” =? : (30)
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Algorithm 1 SampleNext,i”: primitive one-step simulator for the AMC row from anchor i

Require: Current local centeri 2V.
Ensure: Next AMC state X;, 2V [ f?g.

1: Sample! —on, i;F".

2 H e

3:if 1 2 Aj then

4:  return X, ? {this includes the earlier invalidity rule, e.g. jK ,i; H"j < Kmin}

5: end if

6: return the tie-broken local center cjoc,i; H” {using the fixed deterministic tie-breaker from the earlier definitions}

These coincide with (12), and row normalization follows from Lemma 5.

Let ; be the pushforward law on realized graphs from Deﬁnitg‘lon 4.2, and let aj,, " be the conditional absorption
n fooesH” =jg aj,H” di,H"j 2V;and
Pi = ai,H" d j,H": Hence any two generation procedures inducing the same ; and a;, " yield the same AMC

functic]gp from Proposition 4. Then the row probabilities are Pjj =

row, by Proposition 4.

8.2 | Monte Carlo estimation of the transition matrix

When the row probabilities are not available in closed form, Algorithm 1 can be used as a sampling oracle for each
transient row. Repeating it independently M times for every anchor i yields the empirical row estimator below. Algo-
rithm 2 summarizes the resulting row-wise Monte Carlo construction of the entire transition rr,@trix.

For eachi 2V, draw i.i.d. outputs z ”; i Zi"M” g SampleNext,i”; and define F‘i?j =W r"T’]': fZi”m” =jg;j 2
VvV [f?g:

Algorithm 2 Row-wise Monte Carlo construction of the AMC transition matrix from repeated calls to SampleNext

Ensure: Estimated transition matrix ®on S =V [ f2g.
1: foralli 2V do
2 Estimate F‘if] "j2v [f2¢ by empirical frequencies of SampleNext,i”.
3: end for
4: Set B, and Ib?j forj 2V.

Algorithm 2 is the basic estimation routine used: once s available, AFC, reward-aware summaries, robust post-
processing, and set-constrained variants all follow from the same downstream linear-algebraic computations.

For each fixed pair ,i;j”, the strong law of large numbers gives Ih?j ¥ PijasM 1 1.

We note that exact computation is generally intractable, hence the need for Monte Carlo estimation. Under
independent edge failures, evaluating a single entry P;; amounts to integrating the indicator fcjoc.i;H” = jg over

IE] realizations, and closely related possible-world quantities are #P-hard [45]. We therefore regard (29)-(30) as

quantities to be estimated rather than computed.

In finite samples, one may observe B, =  for some i, which can make 1 @ ill-conditioned. Standard stabi-
lizations include pseudocount (Laplace) smoothing or enforcing a small floor on i+ followed by row renormalization.

After stabilization one forms @; .= @ Bs” = %
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8.3 | Post-processing extensions on the estimated AMC

Once the nominal kernel © has been constructed by Algorithm 2, the extensions developed earlier in the paper can
be applied without changing the basic estimation pipeline.
Starting from the nominal estimate ® produced by Algorithm 2, one may apply the row-wise uncertainty model

of Subsection 5. For a continuation-value vectorv 2 Y Lf?9, the row-wise robust inner problem is

T.v" = inf aijVj » gij V21, i2V:
Gi2Y; 8oy jov

A scenario kernel P? 2 U I is then selected by the specified robust rule (row-wise linear programs, a robust

Bellman operator, or another criterion), and AFC is computed from P ? through the same formulas as before.

Once Algorithm 2 has produced # and hence ®, any node-value summary follows immediately: for f 2 V

= stor

stp ’
from Proposition 9, estimate the expected one-step reward vector by :=
sieb

ples, and then compute B ,s” = s This covers, in particular, the valued local Top-k rewards and the pool-restricted

WS which is the empirical version of (26). More generally, for a simulator-level reward family © = ,*"iov

M

m= i,,!i"m ", using the same row sam-

rewards in (25).

For the constrained selectors from Section 7, Algorithm 2 is applied unchanged to the modified one-step rule,

thereby yielding BV or ®Vif_ Their corresponding AFC vectors are then BV s” = :mﬂjxl ,and BV 5» = ss,qﬂfv\ol;;gb .
Using the same samples, estimate the feasibility probabilities in (27) by lq =W Pn": fCx 5 !i”m" "\W , ?g,and

record the fallback activation rate when relevant. The corresponding pool masses by ,s” and rb\fﬁ ,S" are obtained by

summing the relevant estimated AFC coordinates over W.

8.4 | Finite-sample accuracy: how many realizations are needed?

We now record conservative sample-size guarantees for two settings: (i) estimating the one-shot law in the connected/anchor-

free special case, and (ii) estimating the full transition matrix (hence b,s”) in the general component-wise regime.
Errors are measured in k kq and k k (total variation up to a factor ) [27].

8.4.1 | Connected/anchor-free special case: estimating the one-shot law p
Recall the one-shot center law p from (34). Given i.i.d.samplesY ";:::;Y-M" L definepy = i M. fc,y-m"" =
vg;v 2 V. For each fixed v 2 V, the indicators are i.i.d. Bernoulli with mean py, so Hoeffding'’s inequality [21] gives
— i pvj " exp, M"™ ":Applying a union bound overv 2V yields — kpp pkq " nexp, M""
Equivalently, a sufficient condition for kpp pkq <" with probability at least is
n
M log — : (31)

A conservative * consequence is kpp  pk nkp pka. Hence,if M I—log -0 ;thenkp pk <" with
probability at least

In the connected/anchor-free regime, (31) is a sufficient number of generated realizations to guarantee kp k1 <
" with confidence . Sharper multinomial concentration bounds are available [6], but Hoeffding plus a union bound
is often sufficient.
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8.4.2 | General component-wise regime: estimating P and propagating error to bs

One call to Algorithm 1 returns a state inV [ f?g with row law (29)-(30). With the empirical estimator from Algo-

rithm 2, Hoeffding's inequality gives, for any fixed ,i;j”, — jﬂifj Piji " e M" :Aunionboundoveralin,n, "
pairs ,i; " yields — maxj2y max;ay pf2g jﬂi?j Pijj " n,n, "exp, M" ":Therefore,a sufficient condition for
maxij j®j  Pijj <" with probability at least isM  — log 0" .

Let Q be the transient block of P and @ the transient block of ®. Assume a uniform hazard lower bound r; =
Pi» > ;i 2V;sothat kQkq randN =,1 Q" exists. WriteN :=,1 Q" :®:=,1 & :b,s":=
Sob,sn = %: To control k& Qkq, note that k® Qki n maxioy maxjay j®j  Pijj: Hence the entrywise
guarantee maxioy maxjay pf2q M Pijj < = implies k® Qk1 "g:

Assume first that k@ Qkq L Then k@kl L. 50 the Neumann series implies kNka  #,and kiPk 2
Using the resolvent identity o N=,1 @ L Q" = N’,,@ Q"N; we obtain - -

k¥ Nkq r—k@ Qk1: (32)

Nowlet :=sN,andb:=s®.Thenb,s" = — andB,s" = 2. By(32, kb ki k® Nkijandkb k
nkb kg r—” k@ Qkq:Also, ="¢»T. ;sinceT almost surely when X 2V almost surely. If, in addition,

k@ Qka L—n; then kb k , and therefore b kb k -

A direct normalization bound now gives

kB,s”  b,s"k kbb kb b J kbb K kb ko
Using the looser but cleaner constant produces
B bk k& Qka (33)
n .0
Hence, to guarantee kb’,,s" b,s"k "p, it suffices to set"q := min L; L—n; an ; and require the per-row sample size

nn, "

tosatisfyM -2 Jog : Then, with probability at least , Maxi;j jﬂ?j Pijj < "TQ; hence k@ Qk1 "q.

and (33) implies kQS’,,s" b,s"k "y fors2 1

We want to emphasize the gap between these worst-case guarantees and practice. At the experimental scale of
Section 9 (n = ), the bound above demands a per-row sample size many orders of magnitude beyond the M =
that suffices empirically to stabilize the reported rankings. The bound is conservative in three ways: the union bound
over all n,n , " entries, the “1-to-“ conversion factor n, and the worst-case resolvent constant r . It should
therefore be read as an ex-post validation device rather than an ex-ante sample budget. In practice we recommend
nonparametric bootstrap confidence intervals on B,s”, obtained by resampling the M row draws with replacement,
together with the rank-stability check of rerunning Algorithm 2 at M and M and verifying that the Top-k set is
unchanged.

The finite-sample bounds above are stated for the raw empirical estimator . If one applies Laplace smoothing or
a floor on M before forming B, the same perturbation argument still applies after accounting for the deterministic
effect of the stabilization step. This effect is easy to quantify: imposing a floor of size on B followed by row

renormalization changes each transient row by at most in * ,so k@ ®kq and, by (33), the stabilization bias in
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AFCisatmost n r in“ ;choosing an order of magnitude below the Monte Carlo error renders it negligible.

9 | NUMERICAL EXPERIMENTS

We are ready to evaluate our computational pipeline. Each realized working graph induces a betweenness-based local
center and local Top-k candidate set; the resulting one-step rule is compressed into an AMC on S =V [ f?g with
transition matrix (6). Given an estimated kernel, we compute AFC from the fundamental matrix via (8)-(11). The
same AMC estimates are subsequently reused for robust sensitivity analysis and reward/structure-aware summaries

(multi-reward and set-based Top-k developments).

9.1 | Numerical test in Erdés-Rényi and Watts-Strogatz

We draw a base topology G = ,V;E” from two standard random graph models withn = jVj = . For Erd6s-Rényi
(ER) [17], we sample G G,n;p” withp = : . For Watts-Strogatz (WS) [49], we use ring degree and rewiring
probability :

At each step, we generate a realized working graph H by retaining each base edge independently with probability
Pon = : .Allcomputations use unweighted shortest paths, so betweenness is computed on the realized unweighted
graph. One-step updates follow Algorithm 1 with a deterministic tie-breaker, and terminate either by exogenous
stopping (absorption coin = : per step) or by invalid continuation when the anchor’s connected component has
a smaller size than ki, = -

For the matrix-based AMC pipeline, we estimate B row-wise using Algorithm 2, with M independent calls to the
one-step routine per transient state (baseline M = ). The initial distribution is uniform, s = - . To stabilize inversion
of | @ at finite M, we impose a small positive floor on 8- (followed by renormalization) whenever sampling yields

0=

9.1.1 | Baseline AFC under topology uncertainty

For each ER/WS base topology, we estimate the AMC kernel 2 via Algorithm 2 under the within-step sampling model
and parameters ,pon; ;Kmin", then compute B,s” using (8)-(11). We report the Top- nodes under B,s” and plot the
Top- values 5{, .S

ER | Top 5 by AMC b(s) WS | Top 5 by AMC b(s)

AFC value bls)

AFC value b(s)

03
04
02 Y
o1 02
00 00
66 90 5 3 12 a5 8 27 29 83 a8

2 3 9% 50

9 0 6 54
Node id (Top-ranked by b) Node id (Top-ranked by b)

FIGURE 6 Network plot on the base topology highlighting the Top- nodes under B,s” in ER and WS, together
with a bar chart of the Top- AFC values.
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Figure 6 reports the Top- nodes under B,s” for the ER and WS networks. In the ER case, the top four nodes
exhibit markedly larger AFC scores than the remaining nodes, while in the WS case a similar separation is observed
among the top three nodes. Overall, these results indicate that the multi-step center dynamics concentrates occu-
pancy on a small subset of nodes, even as the realized working graph varies from step to step and termination occurs
via absorption.

ER Network: AFC vs All Baseline Centrality Scores
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FIGURE 7 The panels show results for the ER and WS networks, respectively. For each network, the x-axis lists
the top ten nodes ranked by AFC. Bars show normalized scores across seven centrality measures: AFC, base-graph
betweenness, averaged betweenness over sampled realizations, probabilistic shortest-path betweenness,
random-walk betweenness, PageRank, and frequency-of-argmax centrality. Numbers above bars indicate each
node’s rank under that metric. Scores are normalized within each method to facilitate comparison across centrality
definitions.

Figure 7 compares AFC with several baseline centralities on the ER and WS networks. AFC provides much
stronger discrimination among important nodes. In the ER network, the top five AFC nodes account for : % of the
total normalized score, while the corresponding figures are : % for BC, : % for Averaged BC, : % for Prob-SP
BC, : %for RW-BC,and : % for PageRank. A similar pattern holds in the WS network, where the top five AFC nodes
capture : % of the score against much flatter baseline distributions. This suggests that BC, Averaged BC, Prob-SP
BC, RW-BC, and PageRank have limited discriminative power after normalization. Although Freg-argmax also concen-
trates mass (92.2% in ER and 96.4% in WS), it is a winner-takes-all measure that ignores nodes consistently selected






