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Abstract

Network design problems increasingly arise in settings where strategic infrastructure
decisions and operational routing choices are made by different actors. Such interactions are
naturally modeled as bilevel problems: a network operator designs or modifies a network,
while users respond by selecting routes according to their own utilities. This structure
captures many applications in transportation and mobility planning, yet exact solution
methods remain difficult to apply, and many real-world bilevel network design applications
are still addressed primarily by heuristics. In this paper, we aim to bridge this gap by
studying three major exact MIP formulations: the Strong Duality Reformulation (SDR), the
Benders-like Decomposition (BlD), and the Path-Based Reformulation (PBR). We compare
the strength of their LP bounds and introduce a hybrid reformulation that combines their
complementary strengths. We then focus on instances in which existing network infrastructure
is expanded or modified, for which we introduce preprocessing techniques based on bilevel
feasible paths that strengthen all discussed reformulations. Computational experiments on
instances motivated by real-world transit network design applications show that the proposed
preprocessing techniques lead to order-of-magnitude performance improvements over the
standard reformulations considered in this paper. All methods are implemented in the
open-source Julia package JuBiC, enabling practitioners to apply the discussed techniques to
their own bilevel network design applications.

Keywords: Bilevel Optimization Benders-like Decomposition Strong-Duality Reformulation Multi-Modal
Transportation

1 Introduction
Network Design Problems (NDPs) form an important class of optimization problems that integrate
strategic infrastructure decisions with operational routing decisions in a single model. This integrated
perspective makes it possible to capture the interdependence between long-term network design and the
routing behavior induced by the resulting network (Crainic et al. 2021). Classical NDPs typically assume
that a single decision maker controls both planning levels. However, many recent applications in transit
and mobility system design involve settings in which strategic design decisions and operational routing
choices are made by different entities. For example, Laporte et al. (2018) emphasize that the design of
shared mobility systems requires explicitly accounting for the decisions of potential users, while Farahani
et al. (2013) highlight the importance of incorporating user preferences into urban mobility network
design models.

Such settings are naturally modeled by bilevel optimization. A network operator acts as the leader and
chooses strategic design decisions, while network users act as followers and select routes according to their
own utility functions. Although bilevel optimization has received increasing attention in transportation,
logistics, and sustainable mobility applications (Kleinert et al. 2021), exact solution approaches remain
difficult to apply in practice. In their recent survey, Caselli et al. (2025) observe that, from a methodological
perspective, the majority of sustainable bilevel optimization applications are still solved using heuristics,
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and that certain lax practices persist in the field (see also Camacho-Vallejo et al. (2024)). In our view, this
reliance on heuristic methods is partly explained by two obstacles. First, practitioners in transportation
and mobility planning are often not specialists in bilevel optimization and therefore require generic,
accessible, and transferable solution methods. Second, there is currently no systematic overview of generic
exact reformulation techniques for bilevel NDPs, nor a clear understanding of their relative theoretical
and computational performance under different modeling assumptions.

In this paper, we introduce the Multi-Follower Discrete Bilevel Network Design Problem (MF-DBNDP)
as a generic bilevel network design framework that captures a broad range of applications. These include
the Hazmat Network Design Problem (HNDP) (Amaldi et al. 2011, Fontaine et al. 2020, Holeczek 2019,
Kara and Verter 2004, Verter and Kara 2008), the Evasive Flow Capturing Problem (EFCP) (Arslan et al.
2018, Marković et al. 2017, 2014), the Survival Network Design Problem (SND) (Garg and Smith 2008,
Smith et al. 2006), the Bilevel Profitable Tour Problem with Fixed Margin (BPFM) (Cerulli et al. 2024),
and the design of On-Demand Multimodal Transit Systems Design Problem (ODMTS) (Basciftci and
Van Hentenryck 2023, Guan et al. 2024). In the MF-DBNDP, a network operator modifies or extends an
existing network through binary decisions indicating whether arcs are installed, expanded, or interdicted.
Given the resulting network, users respond independently by selecting routes based on their own utility
functions. The key modeling challenge is the noncooperative interaction between the operator and the
users. The operator cannot prescribe the users’ routes directly and must therefore anticipate their optimal
responses when making design decisions.

1.1 Related Literature
From the perspective of the bilevel optimization literature, the MF-DBNDP can be viewed as a class
of Generalized Interdiction Problems (GIPs) (Fischetti et al. 2018). Such problems can, in principle,
be addressed by generic bilevel solvers such as Mix++ (Fischetti et al. 2017) and MibS (Tahernejad
et al. 2020). However, these solvers are not designed to exploit the specific structure of network design
problems, such as the presence of many independent followers and large transportation networks that
must be explicitly modeled. As a result, realistic MF-DBNDP instances are typically beyond the reach of
purely generic bilevel solvers.

Instead, for generic MF-DBNDP formulations, three exact reformulation paradigms are commonly
used in the literature to transform the bilevel problem into a single-level MIP formulation solvable by
off-the-shelf MIP solvers. The first is the Strong Duality Reformulation (SDR). If the follower problem
is an LP, it can be replaced by its primal constraints, dual constraints, and a strong-duality equation.
This approach has been applied extensively in the HNDP literature. The second paradigm is Benders-like
Decomposition (BlD), which remains applicable when the follower problem is nonconvex or integer.
Instead of dualizing the follower problem, BlD represents follower optimality through iteratively generated
linear inequalities, often called no-good cuts or Benders-like Cuts (BlCs). Each cut excludes a leader
decision for which the current follower response is not optimal and progressively refines the approximation
of the follower value function. This approach has been used, for example, by Cerulli et al. (2024) for the
BPFM. Related cut-generation ideas also appear in Arslan et al. (2018), where cuts are generated to
approximate the first-level objective directly. The third paradigm is the Path-Based Reformulation (PBR),
which enumerates relevant follower solutions and represents follower decisions through path variables.
This approach was used heuristically for the HNDP by Verter and Kara (2008) and has recently gained
renewed attention in the ODMTS literature.

In addition to these generic reformulation paradigms, specialized algorithms have been developed
for specific subclasses of bilevel network design problems. A prominent example is network interdiction,
where the leader and follower optimize the same objective quantity in opposite directions. Specialized
methods are available for several interdiction classes, including the Maximum Flow Network Interdiction
Problem (Wood 1993, Altner et al. 2010, Akgün et al. 2011), Shortest Path Interdiction Problems (Israeli
and Wood 2002, Fulkerson and Harding 1977, Khachiyan et al. 2007, Tayyebi et al. 2023), and broader
interdiction games with monotonicity properties (Fischetti et al. 2019).

In general, methods for interdiction problems rely heavily on the opposing but structurally aligned
leader and follower objectives. They therefore do not transfer directly to more general transit network
design settings, where the operator and users usually optimize different and only weakly related objectives.
In transit network design, which are the main focus of this work, users typically do not act directly against
the operator. Instead, users may minimize travel time or generalized travel cost, while the operator
may minimize emissions, maximize profit, or encourage the use of particular services. This leads to an
non-cooperative relationship which is not adversarially as in network interdiction settings.
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Moreover, realistic instances often involve large-scale and layered networks, multiple mobility modes,
existing infrastructure, and many independent users. SDR, BlD, and PBR can all be applied to such
problems in principle, but there is currently limited understanding of their theoretical relationship and
computational behavior for bilevel transit network design applications. The closest comparison we are
aware of is by Lim and Smith (2007), who compare SDR- and BlD-based approaches for the Discrete
Network Interdiction Problem (DNIP) and report better performance of the SDR on their tested instances.

1.2 Contribution
Against this background, this paper makes two main contributions. First, we provide a systematic
comparison of Strong Duality Reformulation (SDR), Benders-like Decomposition (BlD), and Path-Based
Reformulation (PBR) for the MF-DBNDP. Although existing exact approaches to bilevel network design
often rely on one of these reformulation paradigms, their relationship has, to the best of our knowledge,
not been studied for a generic MF-DBNDP formulation. We close this gap by analyzing the theoretical
relationship and computational performance of the three reformulations. In particular, we show that,
under an LP follower and complete cut or column sets, their LP relaxations provide the same bound.
Beyond this comparison, the paper provides a concise and implementation-oriented overview of exact
reformulation techniques for bilevel network design. This perspective is intended to help researchers new
to the area and practitioners seeking an applicable exact method choose a suitable formulation for their
setting. To support this goal, we provide a generic implementation of the discussed reformulations in the
open-source Julia package JuBiC, which allows these methods to be applied to concrete MF-DBNDP
applications. We use this implementation to conduct a computational study on instances motivated by
real-world transit network design applications.

Second, as a concrete methodological contribution to the literature, we show how structural properties
common in transit network design can be exploited algorithmically. We focus on MF-DBNDP instances
in which existing graph infrastructure is expanded or modified, a setting that arises naturally when new
services or mobility modes are introduced into an existing transportation network. For this setting, we
transfer the concept of bilevel feasible paths, originally introduced for the Network Pricing Problem (NPP)
(Bouhtou et al. 2007, Didi-Biha et al. 2006), to the MF-DBNDP. Based on this concept, we develop
preprocessing rules that strengthen all three reformulation paradigms. These include an enumeration
algorithm for computing path sets that contain all bilevel feasible paths, dominance rules that reduce the
resulting path sets, and improved big-M bounds for both path-based and arc-based formulations. We
also introduce a hybrid reformulation that combines the strengths of the different approaches. Extensive
computational experiments demonstrate the effectiveness of these enhancements and identify settings in
which path-based and hybrid formulations scale to larger networks and user sets.

1.3 Structure of the Paper
The remainder of the paper is organized as follows. Section 2 formally introduces the MF-DBNDP.
Section 3 presents the three single-level reformulation paradigms: the SDR, the BlD, and the PBR. Here,
we also discuss a hybrid approach combining these methods. Section 4 compares the theoretical strength
of these reformulations. Section 5 focuses on instances with existing infrastructure, introduces bilevel
feasible paths for the MF-DBNDP, and derives the resulting algorithmic implications. In Section 6, we
present the computational study, and in Section 7 some concluding remarks.

2 Problem Setting
The MF-DBNDP is defined on a directed graph G = (N ,A). A subset of arcs S ⊆ A represents the
decision arcs. For each decision arc a ∈ S, the operator makes a binary decision xa ∈ {0, 1}, where
xa = 1 enables the arc and xa = 0 disables it. Arcs in A \ S are fixed and therefore always available.
We associate each arc a ∈ A with a first-level design cost κa ≥ 0 incurred when xa = 1. By convention,
κa = 0 for all fixed arcs a ∈ A \ S. Hence, we study a setting in which costs are incurred for building or
enabling decision arcs but the model can be adapted directly to settings in which costs are incurred for
forbidding arcs instead, for example by charging a cost for 1− xa.

We consider a set U of network users who independently select routes in the network induced by the
first-level design decisions. Each user u ∈ U is identified by an origin–destination pair (ou, du) and has
demand δu. The corresponding net supply and demand parameter is defined as zuou = 1, zudu = −1, zui =
0 ∀i ∈ N \ {ou, du}. The users’ routing decisions are determined by perceived arc costs. For each user
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u ∈ U and each arc a ∈ A, the parameter cua ≥ 0 denotes the cost perceived by user u when traversing
arc a. The operator evaluates the resulting user flows using arc parameters γu

a ∈ R. Values γu
a > 0

represent negative impacts of user travel, such as environmental damage or exposure to risk, whereas
γu
a < 0 represents positive effects for the operator, such as collected fees. Following the terminology used

in the HNDP literature, we refer to γu
a as the risk associated with arc a and to cua as its cost.

The resulting MF-DBNDP is a multi-follower bilevel problem. The first-level problem is given by

min
∑
a∈A

κaxa +
∑
u∈U

∑
a∈A

γu
ay

u
a (2.1a)

s.t. xa = 1 ∀a ∈ A \ S (2.1b)
Vx ≥ v (2.1c)

xa ∈ {0, 1} ∀a ∈ A (2.1d)
yu ∈ Yu

OPT(x) ∀u ∈ U . (2.1e)

For each user u ∈ U and fixed first-level decision x, the set Yu
OPT(x) denotes the optimal solution set of

the corresponding follower problem For each user u ∈ U and fixed first-level solution x, the set Yu
OPT(x)

denotes the optimal solution set of the binary follower problem

min
∑
a∈A

cuay
u
a (2.2a)

s.t.
∑

a∈δ+(i)

yua −
∑

a∈δ−(i)

yua = zui ∀i ∈ N (2.2b)

yua ≤ xa ∀a ∈ A (2.2c)
Wuyu ≥ wu (2.2d)
yua ∈ {0, 1} ∀a ∈ A. (2.2e)

The first-level objective (2.1a) minimizes the sum of design costs and the total risk induced by the
users’ routing decisions. The design-cost term captures the cost of enabling arcs. Under the stated
convention, fixed arcs have zero design cost and are always selected. Constraint (2.1b) ensures that all
fixed arcs in A\S remain available. Constraint (2.1c) represents additional first-level design requirements,
such as budget restrictions, cardinality constraints, or logical dependencies between design decisions. In
interdiction-type settings, these constraints may, for example, limit how many arcs can be forbidden. The
binary restrictions on the design variables are imposed by (2.1d).

The second level consists of one independent follower problem for each user u ∈ U . Given a fixed
first-level solution x, user u selects a minimum-cost route according to (2.2a). The binary variable yua
indicates whether arc a is used by user u. Flow conservation constraints (2.2b) define an ou–du path. For
binary routing variables, this is typically done with unit demand, i.e., zuou = 1 and zudu = −1. If demands
δu ̸= 1 must be modeled, they should be interpreted as weights in the first-level evaluation rather than as
routed flow units. The coupling constraints (2.2c) prevent the user from selecting arcs that are disabled
by the fixed first-level solution x. Since fixed arcs satisfy xa = 1 by (2.1b), they remain available to all
users. Constraint (2.2d) captures additional user-specific routing requirements, such as mode-specific
restrictions, path-quality requirements, or lower bounds on the use of selected arc classes. Finally, (2.2e)
imposes the binary restrictions.

3 Single-Level Reformulations
The presented bilevel formulation is typically solved by reformulating it as a single-level MIP that can be
handled by a branch-and-cut solver. The goal of this section is not to provide a complete overview of all
existing reformulation methods for bilevel optimization. Instead, we focus on the most commonly used
general reformulation techniques that are applicable to broad classes of MF-DBNDP instances.

We first discuss the SDR, which applies when the follower problem is convex, in particular when it
can be represented as an LP. This includes shortest-path followers with binary arc-selection variables
whenever the binary restrictions can be relaxed without changing the set of optimal paths, e.g., for
standard shortest-path formulations with totally unimodular flow-balance constraints. We then present
BlD, a cutting-plane approach that remains applicable when the follower problem is nonconvex, for
example if the follower routing decisions are subject to complex range constraints. Third, we present
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the PBR where a Dantzig–Wolfe reformulation (Desrosiers et al. 2026, Lübbecke 2011) is applied to
express follower decisions by path variables rather than arc variables. Finally, we propose a novel Hybrid
Reformulation (HR) that combines elements of these three reformulation paradigms.

3.1 Strong-Duality Reformulation (SDR)
If the follower problem for each user u ∈ U is convex, in particular if it is an LP, two standard reformulation
techniques can be used to obtain a single-level model: Karush–Kuhn–Tucker (KKT) conditions and SDR
(Kleinert et al. 2021). Zare et al. (2019) compare these reformulation techniques and observe that, when
the first-level variables x are binary, as in our setting, the reformulation using strong-duality is generally
preferable. We therefore focus on the SDR.

The basic idea of the SDR is to replace the optimality condition of each follower problem by primal
feasibility, dual feasibility, and a strong-duality constraint. Let πu

i denote the dual variable associated
with the flow-conservation constraint at node i ∈ N . If the additional routing constraints Wuyu ≥ wu

are present, we denote their nonnegative dual variables by ρu. Applying strong duality to each follower
problem yields the following single-level formulation:

min
∑
a∈A

κaxa +
∑
u∈U

∑
a∈A

γu
ay

u
a (3.1a)

s.t. xa = 1 ∀a ∈ A \ S (3.1b)
Vx ≥ v (3.1c)∑
a∈δ+(i)

yua −
∑

a∈δ−(i)

yua = zui ∀u ∈ U , i ∈ N (3.1d)

yua ≤ xa ∀u ∈ U , a ∈ A (3.1e)
Wuyu ≥ wu ∀u ∈ U (3.1f)

πu
i − πu

j +
(
Wu

a

)⊤
ρu

≤ cua +Mu
a (1− xa)

∀u ∈ U ,
a = (i, j) ∈ A

(3.1g)∑
a∈A

cuay
u
a

=
∑
i∈N

zui π
u
i +

(
wu

)⊤
ρu ∀u ∈ U (3.1h)

πu
i free ∀u ∈ U , i ∈ N (3.1i)

ρu ≥ 0 ∀u ∈ U (3.1j)
yua ≥ 0 ∀u ∈ U , a ∈ A (3.1k)
xa ∈ {0, 1} ∀a ∈ A. (3.1l)

Constraints (3.1b)–(3.1c) are inherited from the first-level design problem, while constraints (3.1d)–(3.1f)
impose primal feasibility of the follower problems. The remaining constraints encode follower optimality
through strong duality. Constraints (3.1g) impose dual feasibility. The term Mu

a (1 − xa), with Mu
a

sufficiently large, deactivates the corresponding dual constraint whenever arc a is not available in the first-
level design. If suitable values of Mu

a are not available, Kleinert and Schmidt (2023) suggest implementing
constraints (3.1g) as indicator or SOS1 constraints, which are supported by most modern MIP solvers.
Constraints (3.1h) enforce equality between the primal and dual follower objectives for each user u ∈ U ,
thereby ensuring that the selected routing solution is optimal for the fixed first-level design.

Model (3.1) is compact and can be solved directly by off-the-shelf MIP solvers. Since the follower
problems decompose by user, strong duality is imposed separately for each user, which typically yields a
stronger formulation than a single aggregated optimality condition. However, the model requires variables
and constraints proportional to the full network size for each user. Thus, its size grows with both |U| and
|A|, which can be limiting when only a small subset of arcs is subject to design decisions but a large fixed
network must be represented explicitly.

A natural extension of Model (3.1) is to apply a multi-cut Benders decomposition (Rahmaniani
et al. 2017) to project out the constraints and variables associated with the follower problems. In
this setting, the decomposition removes the explicit second-level variables yua and the corresponding
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constraints (3.1d)–(3.1k) from the master problem. This idea was first introduced for the HNDP by
Fontaine and Minner (2018) and later extended to general bilevel problems with convex followers by
Byeon and Van Hentenryck (2022). Both studies report improved computational performance compared
with the classical SDR when the follower problems are sufficiently large.

3.2 Benders-like Decomposition (BlD)
If the follower problem is nonconvex, the SDR and KKT-based reformulation are no longer applicable.
Moreover, the meta-theorem of Grüne and Wulf (2025) indicates that the MF-DBNDP is then Σ2

p-hard.
Hence, unless the polynomial hierarchy collapses, one cannot expect a polynomial-size single-level MIP
formulation for the general problem.

In this setting, BlD provides a cutting-plane approach that remains applicable to bilevel problems
with binary linking variables, such as variables x in our formulation, and nonconvex follower problems.
The method was introduced in the PhD thesis of Israeli (1999) and has since been applied successfully to
several interdiction problems (e.g., Caprara et al. 2016, Della Croce and Scatamacchia 2020, Fischetti
et al. 2019, Mahdavi Pajouh 2019, Lim and Smith 2007).

The BlD is based on the observation that, for each user u ∈ U , the coupling constraints (2.2c) can be
represented by penalizing unavailable arcs in the follower objective. Specifically, if arc a is unavailable,
its perceived cost is increased by a sufficiently large constant Mu

a . For a fixed first-level solution x, the
follower problem can therefore be written as

min
∑
a∈A

(cua +Mu
a (1− xa)) y

u
a (3.2a)

s.t.
∑

a∈δ+(i)

yua −
∑

a∈δ−(i)

yua = zui ∀i ∈ N (3.2b)

Wuyu ≥ wu (3.2c)
yua ∈ {0, 1} ∀a ∈ A. (3.2d)

In this reformulation, the first-level solution affects only the follower objective, while the feasible
set of the follower problem is independent of x. We denote this user-specific feasible set by Yu ={
yu ∈ {0, 1}|A| : (3.2b)–(3.2d) hold

}
. Thus, Yu contains all feasible ou–du routing decisions for user u

before accounting for the first-level design.
The corresponding Benders-like reformulation is

min
∑
a∈A

κaxa +
∑
u∈U

∑
a∈A

γu
ay

u
a (3.3a)

s.t. xa = 1 ∀a ∈ A \ S (3.3b)
Vx ≥ v (3.3c)∑
a∈δ+(i)

yua −
∑

a∈δ−(i)

yua = zui ∀u ∈ U , i ∈ N (3.3d)

yua ≤ xa ∀u ∈ U , a ∈ A (3.3e)
Wuyu ≥ wu ∀u ∈ U (3.3f)∑
a∈A

cuay
u
a ≤

∑
a∈A

cuay
u
a

+
∑
a∈A

Mu
a (1− xa)y

u
a

∀u ∈ U ,
yu ∈ Yu (3.3g)

yua ∈ {0, 1} ∀u ∈ U , a ∈ A (3.3h)
xa ∈ {0, 1} ∀a ∈ A. (3.3i)

Compared with Model (3.1), Model (3.3) replaces the dual-feasibility and strong-duality constraints
(3.1g)–(3.1h) by the BlCs (3.3g). Each cut compares the cost of the route selected by user u with the
penalized cost of an alternative feasible route yu ∈ Yu. If yu uses only arcs available under the current
design, the penalty terms vanish and the cut enforces that the selected route is no more expensive than
this alternative. If the alternative route uses unavailable arcs, the penalty terms make the right-hand side
sufficiently large, and the cut becomes inactive. Hence, the family of constraints (3.3g) ensures that each
follower selects an optimal route in the network induced by the first-level decision.
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Because enumerating all elements of Yu is generally impractical, Model (3.3) is implemented as a
cutting-plane algorithm. The algorithm starts from the formulation obtained by omitting all constraints
(3.3g), which is called the High-Point Relaxation (HPR). Whenever the branch-and-cut solver finds an
incumbent solution, the follower problem (3.2) is solved for each user under the current first-level solution
x. If the resulting optimal route violates (3.3g), the corresponding cut is added as a lazy constraint. The
process continues until no violated BlC is found.

As a technical detail, note that the equivalence between the penalized follower problem (Model (3.2))
and the original follower problem (Model (2.2)) requires that each user has at least one feasible route in
the network induced by the current first-level solution. This condition is enforced by the HPR, which
contains the original primal feasibility and coupling constraints.

Model (3.3) avoids the explicit dual variables and strong-duality constraints of Model (3.1). It
therefore leads to a smaller root formulation, especially when the follower problems are large. This
reduction comes at the cost of implementing a separation procedure for the Benders-like Cuts (BlCs)
(constraints (3.3g)). In contrast to the big-M dual constraints in the SDR, the BlCs generally cannot
be replaced by indicator or SOS1 constraints, because the relevant cuts are generated dynamically and
cannot be enumerated before the solution process in computationally reasonable time.

3.3 Path-Based Reformulation (PBR)
The BlD relies on BlCs that compare the selected follower solution with alternative feasible routes.
Path-based reformulations extend this idea by replacing the arc-selection variables yu with path-selection
variables. This aggregation can be interpreted as a Dantzig–Wolfe reformulation of the follower feasible
set.

We first introduce the required notation. For each user u ∈ U , let Fu denote the set of bilevel feasible
paths. A path is called bilevel feasible if there exists at least one first-level solution x for which this path
is cost-optimal for user u. For a path p ∈ Fu, let cup and γu

p denote its cost and risk, respectively. We
write a ∈ p if path p uses arc a ∈ A. Using this notation, the path-based reformulation is

min
∑
a∈A

κaxa +
∑
u∈U

∑
p∈Fu

γu
p f

u
p (3.4a)

s.t. xa = 1 ∀a ∈ A \ S (3.4b)
Vx ≥ v (3.4c)∑
p∈Fu

fu
p = 1 ∀u ∈ U (3.4d)

∑
p∈Fu:a∈p

fu
p ≤ xa ∀u ∈ U , a ∈ S (3.4e)

πu ≤ cup +
∑
a∈p

Mu
a (1− xa)

∀u ∈ U ,
p ∈ Fu (3.4f)

πu =
∑
p∈Fu

cupf
u
p ∀u ∈ U (3.4g)

πu free ∀u ∈ U (3.4h)
fu
p ∈ {0, 1} ∀u ∈ U , p ∈ Fu (3.4i)

xa ∈ {0, 1} ∀a ∈ A. (3.4j)

Constraints (3.4b) and (3.4c) describe the first-level design. Constraint (3.4d) ensures that each user
selects one path, while constraints (3.4e) link path feasibility to the first-level design by forbidding the
selection of paths that use unavailable decision arcs. The remaining constraints encode follower optimality
in path space. The auxiliary variable πu represents the cost of the path selected by user u through
(3.4g). Constraints (3.4f) ensure that this selected path is no more expensive than any alternative path
that is bilevel feasible. If an alternative path contains unavailable arcs, the corresponding penalty terms
deactivate the comparison. Together, (3.4f) and (3.4g) are the path-based counterparts of the BlCs in
(3.3g).

The main challenge in solving Model (3.4) is the construction of the path sets Fu. In general, the
number of feasible paths is exponential in the size of the network. To the best of our knowledge, Verter
and Kara (2008) were the first to propose a path-based formulation for a MF-DBNDP-type problem in
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the context of the HNDP which they solved with a heuristic approach by restricting Fu to a small subset
of precomputed paths selected by enumerating the first few risk or cost minimal paths. However, solving
the model on an incomplete path set is prune to misleading results: if the true follower-optimal path
for a selected first-level solution is missing, the resulting bilevel solution need not be valid and can have
arbitrary error bound (Beck et al. 2023, Camacho-Vallejo et al. 2024).

An exact alternative is to use column-and-row generation. Starting from a restricted path set, one
iteratively adds path variables fu

p and the associated optimality constraints (3.4f) within a branch-cut-
and-price framework. This approach is conceptually appealing but difficult to implement, since columns
and rows must be generated simultaneously. To the best of our knowledge, it has only been applied in the
preprint by Zeng and An (2014), whose reported computational results do not encourage further research
into this direction.

Path-based formulations are therefore most attractive for special problem classes in which the relevant
path sets can be characterized or enumerated efficiently. Such approaches have recently been developed,
e.g., the ODMTS literature. For example, Guan et al. (2024) exploit problem-specific structure to derive
path sets that are sufficiently small while still preserving provable optimality. Overall, the PBR is
primarily useful when the bilevel feasible paths can be enumerated efficiently or when application-specific
structure yields a compact exact path set.

3.4 Hybrid Reformulation (HR)
The reformulations discussed above have complementary strengths. The SDR is compact and solver-
friendly when the follower problem admits an LP representation, but it is not applicable to nonconvex
followers. The BlD can handle nonconvex follower problems, but it requires a separation procedure for
BlCs. The PBR can be very strong when the relevant path sets are available, but it depends critically
on the ability to enumerate these paths. This motivates a hybrid reformulation that applies different
reformulation strategies to different users.

The subsequent approach is inspired by the hybrid model introduced by Bui et al. (2022) for the
NPP. Let U = USDR ∪ UBlD ∪ UPATH be a partition of the user set. Users in USDR are modeled by the
strong-duality constraints of Model (3.1), users in UBlD are modeled by the BlCs of Model (3.3), and
users in UPATH are modeled by the path-based constraints of Model (3.4). The first-level design variables
x and the first-level constraints are shared across all three components, whereas the follower optimality
conditions are imposed using the reformulation assigned to each user.

The hybrid model can therefore be viewed as a single master formulation with a common first-level
design and user-specific follower representations. Its objective combines the common design-cost term
with the risk terms induced by the respective follower variables

∑
a∈A κaxa +

∑
u∈UARC

∑
a∈A γu

ay
u
a +∑

u∈UPATH

∑
p∈Fu γu

p f
u
p . For users in USDR, primal and dual feasibility together with strong duality

enforce follower optimality. For users in UBlD, optimality is enforced dynamically by separating BlCs.
For users in UPATH, path-selection and path-based optimality constraints are imposed directly.

This hybridization allows the model to exploit heterogeneous user structure. Users with convex
follower problems can be assigned to USDR, while users with nonconvex follower problems can be handled
through UBlD. If the bilevel feasible paths of some users can be enumerated efficiently, these users can
be assigned to UPATH, thereby replacing large arc-based follower formulations by compact path-based
representations.

4 Theoretical Strength of the Reformulations
All three reformulations, namely the SDR, the BlD, and the PBR, have been successfully applied in the
literature. However, to the best of our knowledge, their strength, i.e., the quality of the obtained LP
bound, has not been compared in the literature for general MF-DBNDP. We close this gap next.

Theorem 4.1. Assume that, for every user u ∈ U , the follower problem is an LP and that the follower
feasible polyhedron Yu admits a complete Dantzig–Wolfe representation over the column set Fu, i.e.,Yu =
conv{χp : p ∈ Fu}. Further assume that the same big-M values are used in the SDR, the BlD, and the
PBR, and that all BlCs and all columns in Fu are included. Then the LP relaxations of the SDR, the
complete BlD, and the complete PBR have the same optimal objective value.

A formal proof of Theorem (4.1) is given in Appendix A.
Note that all assumptions stated above are essential for the equivalence result. In particular, the

equivalence does not generally extend to the case in which the follower problem is nonconvex. In such
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a setting, the SDR cannot be applied directly. Moreover, the PBR is generally expected to provide a
stronger LP bound than the BlD: As the PBR can be interpreted as a Dantzig–Wolfe reformulation of
the BlD, the LP relaxation of the PBR optimizes over the convex hull of feasible follower solutions.

Also, the comparison relies on the use of consistent big-M values. If different big-M values are used
across formulations, the relative strength of the resulting relaxations depends on these choices. In general,
tighter big-M values, i.e., smaller valid constants, yield stronger theoretical bounds.

Finally, Theorem 4.1 does not directly provide evidence on the algorithmic performance of the studied
reformulation, as we assume that the full path set and BlCs are already included in the reformulation. In
practice, these need to be either precomputed or iteratively added to the MIP, and the trade-off between
this requirement and the overhead of having the dual variables and constraints included in the SDR is
not captured in our theoretical analysis. We will discuss these effects later in our computational analysis
in Section 6.3.

5 Exploiting Fixed Network Structure
A major difficulty when applying the SDR and the BlD for a concrete MF-DBNDP is the choice of
suitable big-M values. As discussed by Kleinert et al. (2020), computing optimal big-M values, or even
verifying whether a given value is valid, is in general as hard as solving the original bilevel problem.
For specific applications, stronger bounds may be available. For instance, interdiction games with
downward monotonicity admit problem-specific, high-quality big-M bounds (Fischetti et al. 2019). For
the MF-DBNDP, the best general bound we are aware of is due to Lim and Smith (2007) and is based on
the length of a longest simple path, whose computation is itself an NP-hard optimization problem. In
practice, one therefore often uses conservative bounds such as Mu =

∑
a∈A cua . Such values are easy to

compute but may substantially overestimate the required big-M .
For the PBR, the main computational challenge is to construct the path sets Fu. Once these sets are

available, valid big-M values can be derived directly: Let cumax := maxp∈Fu cup denote the maximum cost
of a path considered for user u. Note that Fu is given; hence, computing cumax is trivial. Then, for any
path p ∈ Fu, the value

Mu
p = cumax − cup + ϵ, ϵ > 0,

is valid for deactivating the corresponding path comparison in constraint (3.4f).
We now address both challenges, i..e, deriving good big-M for SDR and BlD but also strategies

for enumerating the path sets Fu, for a broad class of MF-DBNDP instances in which an existing
network is extended. Many MF-DBNDP applications exhibit substantial fixed network structure: existing
road or transit infrastructure is typically available independently of the design decision, whereas only a
limited subset of arcs can be expanded, added, or blocked. The fixed infrastructure setting is also closely
connected to layer graphs employed to model multimodal transportation networks, see Appendix B for a
short discussion on their relationship.

Despite the prevalence of fixed infrastructure in practical applications, its impact on the discussed
MIP formulations has received little attention for general MF-DBNDP. We close this gap by showing how
fixed arcs can be exploited to restrict the path sets required by the PBR and to compute stronger big-M
values for both path-based and arc-based formulations.

5.1 Bilevel Feasible Paths
We begin by transferring the notion of bilevel feasible paths and some general properties from the NPP
literature (Bouhtou et al. 2007, Bui et al. 2022, Didi-Biha et al. 2006) to MF-DBNDPs.

Definition 5.1 (Bilevel feasible path). Define X := {x ∈ {0, 1} : Vx ≥ v}. For a user u ∈ U , let
χp ∈ {0, 1}|A| denote the arc-incidence vector of a path p. The path p is called bilevel feasible for user u if
there exists a feasible first-level solution x ∈ X s.t. χp ∈ Yu

OPT(x). We denote the set of bilevel feasible
paths of user u by Fu

BF := {p ∈ Fu : ∃x ∈ {0, 1} ∈ X s.t. χp ∈ Yu
OPT(x)} and define FBF :=

⋃
u∈U Fu

BF

as the set of all bilevel feasible paths.

Similar to the result of Bui et al. (2024) for NPP, the number of bilevel feasible paths in a MF-DBNDP
can be bounded in terms of the number of users and decision arcs.

Lemma 5.2. For each user u ∈ U , the number of bilevel feasible paths is at most 2|S|. Consequently,

|FBF| ≤ |U| 2|S|.
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Proof. Each feasible first-level solution corresponds to a subset of the decision arcs S and therefore to
one of at most 2|S| network configurations. For a fixed user u and a fixed network configuration, the
follower selects an optimal path. Under a deterministic tie-breaking rule, each network configuration
induces at most one selected path for user u. Hence, user u can have at most 2|S| bilevel feasible paths.
Summing this bound over all users yields |FBF| ≤ |U|2|S|. □

Lemma 5.2 implies that the MF-DBNDP could, in principle, be solved by evaluating the follower
response for every first-level design and every user. This yields a polynomial-time algorithm if both |S|
and |U| are fixed constants. However, because the bound grows exponentially in |S|, this approach is
rarely practical.

At the same time, the bound is rarely attained. Different first-level designs often induce the same
optimal follower paths. For example, users with different origin–destination pairs may operate on largely
disjoint parts of the network; hence, only changes in the relevant subnetwork affect the route choice of a
given user. Such structural symmetries lead to comparatively small sets Fu

BF. Preliminary experiments
on small instances inspired by transit network applications, for which Fu

BF could be computed exactly,
confirm this observation.

Computing Fu
BF exactly remains computationally intractable for larger instances. Our idea is therefore,

similar to Guan et al. (2024), to construct a path set Fu
satisfying Fu

BF ⊆ F
u ⊆ Fu. The set Fu

should
contain all bilevel feasible paths while also being substantially easier to compute than Fu

BF. If Fu
BF is

small due to the structure of the instance, we hope that Fu
is small as well. Formulating the PBR over

Fu
then yields an exact model that should be much more tractable than a formulation over all feasible

paths.
We apply this idea to instances with fixed infrastructure, which provide an easily computable upper

bound on the cost of any bilevel feasible path. Let Afix := A \ S denote the set of fixed arcs, and let ηufix
be the cost of a shortest ou–du path using only fixed arcs. If no such path exists, we set ηufix = +∞.

Lemma 5.3. Let u ∈ U and suppose that ηufix < +∞. Then every bilevel feasible path p ∈ Fu
BF satisfies

cup ≤ ηufix.

Proof. Consider any bilevel feasible path p ∈ Fu
BF. By definition, there exists a first-level solution x for

which p is an optimal follower response. Since all fixed arcs are available for every first-level solution, the
shortest fixed-network path of cost ηufix is feasible under x. If cup > ηufix, then the follower would strictly
prefer the fixed-network path, contradicting the optimality of p. Hence, cup ≤ ηufix. □

Lemma 5.3 motivates an enumeration strategy that generates all paths whose cost does not exceed
ηufix. The resulting candidate set Fu

contains all bilevel feasible paths of user u, that is, Fu
BF ⊆ F

u
, and

may be much smaller than the set of all feasible paths.

5.2 Computing Bilevel Feasible Paths
We compute the candidate path sets Fu

using a labeling algorithm. For each user u ∈ U , the algorithm
enumerates simple ou–du paths whose cost does not exceed ηufix. Each label represents a partial path from
ou to an intermediate node. To reduce the number of labels generated during enumeration, we introduce a
dominance rule that allows dominated partial paths to be discarded without excluding any bilevel feasible
path. Note that a related dominance idea was used in our previous work on planning car-free zones in
Munich (Stadnichuk et al. 2026). Here, we present a generalized version for the MF-DBNDP setting.

Lemma 5.4. For a partial path p, let DC(p) := p ∩ S denote the set of decision arcs contained in p. Fix
a user u ∈ U and consider two partial paths pa and pb from ou to the same node. Path pa dominates pb if
cupa
≤ cupb

and DC(pa) ⊆ DC(pb), with at least one strict inequality. If cupa
= cupb

and DC(pa) ⊆ DC(pb),
then pa dominates pb whenever γu

pa
≤ γu

pb
. Any dominated partial path can be discarded without removing

a bilevel feasible path.

Proof. Let q be any continuation from the common end node of pa and pb to du. If pb+ q is feasible under
a first-level solution x, then all decision arcs in DC(pb) ∪DC(q) are available. Since DC(pa) ⊆ DC(pb),
the path pa + q is also feasible under x. Moreover, cupa+q ≤ cupb+q. Thus, whenever a completion of pb can
be selected by the follower, the corresponding completion of pa is feasible and no more expensive. Hence,
pb cannot be required to represent an optimal follower response. If both partial paths have the same cost,
the path with weakly smaller risk is at least as good for the leader (we consider optimistic bilevel setting
here) and can be retained without worsening the first-level objective. □
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The resulting enumeration algorithm extends labels in increasing cost order and discards labels for
three reasons. First, labels whose cost exceeds the fixed-network bound ηufix are discarded. Second, labels
are removed if they are dominated according to Lemma 5.4. Third, a label is pruned if extending it would
close a cycle, ensuring that only simple paths are generated. This explicit simplicity check is necessary
because the previous two rules remove positive-cost cycles but do not necessarily remove zero-cost cycles.
The pseudocode of this enumeration algorithm is given in Appendix C.

5.3 Improved Big-M Values
Bui et al. (2022) demonstrated how bilevel feasible can be applied to improved alternative formulations
based on strong-duality or BlD. We provide analogous results for SDR and BlD by proving new bounds
for the big-M values.

Lemma 5.5. Let u ∈ U and assume ηufix < +∞. For each arc a ∈ A, define Mu
a = ηufix. Then these values

are valid for the arc-based penalty terms in the BlD cuts (3.3g) and the SDR dual-feasibility constraints
(3.1g).

Proof. Consider first the BlD. Let p be any path that is infeasible under the current first-level solution.
Then p contains at least one unavailable arc a ∈ p with xa = 0. Since all arc costs are nonnegative, we

cup +
∑
ã∈p

Mu
ã (1− xã) ≥ cup +Mu

a ≥Mu
a = ηufix

By Lemma 5.3, every bilevel feasible path has cost at most ηufix. Hence, the BlC associated with an
infeasible path is nonbinding. Thus, the proposed values are valid for the BlD.

For the SDR, the big-M term in (3.1g) has the same effect as increasing the perceived cost of an
unavailable arc a from cua to cua + Mu

a . The bound above implies that any path using at least one
unavailable arc has penalized cost larger or equal to ηufix. Since the fixed-network path of cost ηufix is
feasible for every first-level solution, no path using an unavailable arc can be optimal in the penalized
follower problem. More precise, if the cost are strictly lager that ηufix, the path will never be selected. If
equality holds, the first-level will select either that path or the fixed-network path depending on which
has lower risk, as we are in an optimistic setting. In either case, the penalized follower problem has the
same optimal solutions as the original follower problem on the network induced by the first-level solution.
Thus, the corresponding big-M values are valid for the SDR. □

6 Computational Experiments
This section presents a comprehensive computational study with two goals. First, we compare the
reformulations introduced in Section 3 from a computational perspective. Second, we assess the scalability
of the best-performing path-based and hybrid approaches on a large-scale test set with 576 instances and
varying network topologies.

6.1 Test Instances
Our test instances are motivated by transit network design applications in which an operator expands an
existing network. Starting from a given network topology, we construct a two-layer graph where each
layer is a copy of the network. The fixed layer represents the existing network, while the operator layer
represents potential expansions. Accordingly, only arcs in the operator layer belong to the decision-arc set
S. At each node, the two layers are connected by transfer arcs that allow users to switch between layers.

For each arc, we generate an integer routing cost ca ∈ [1, 100]. For arcs in the operator layer, we
additionally generate an integer risk coefficient γa ∈ [−100,−1]. Transfer arcs have zero cost and zero
risk. Thus, the operator benefits when users select arcs in the operator layer and aims to incentivize the
use of profitable arcs while anticipating that users choose routes according to their own utility. To model
different levels of attractiveness of the operator layer, we introduce a parameter β ∈ [0, 1] that rescales
operator-layer costs. For example, β = 0.5 means that operator-layer arcs are, on average, 50% cheaper
than fixed-layer arcs.

Based on this construction, we generate two test sets. The first is a small test set used to compare the
different reformulations. It is based on the Sioux Falls network (Transportation Networks for Research Core
Team 2026), which has 24 nodes and 74 arcs. We generate instances with |U| ∈ {100, 200, 500, 1000} users,
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whose origin–destination pairs are selected randomly, and test β ∈ {1.0, 0.8, 0.6}. For each parameter
configuration, we use three random seeds. We impose a time limit of 10 minutes for these instances.

The second is a large test set used to benchmark the best-performing path-based and hybrid
approaches. In addition to the Sioux Falls network, we include the Eastern Massachusetts (EMA) network
(Transportation Networks for Research Core Team 2026), which has 74 nodes and 258 arcs. We vary
the construction-cost level using C̄ ∈ {0, 500, 1000, 2500, 5000}. For C̄ = 0, all construction costs are
set to zero; otherwise, integer construction costs κa are drawn uniformly from [1, C̄]. We also impose a
cardinality restriction on the number of operator-layer arcs that can be enabled, using limits of 5%, 10%,
25%, and 50% of all decision arcs. As before, we test β ∈ {1.0, 0.8, 0.6} and |U| ∈ {100, 200, 500, 1000}.
We solve all parameter configurations with three random seeds, resulting in 288 instances per network
and 576 instances in total. For this test set, we impose a time limit of 30 minutes.

We also experimented with instances in which users solve a Constraint Shortest Path Problem. These
instances showed the expected effects, i.e, that the length constraint changes the path-enumeration effort,
reduces the size of the feasible path sets, and makes the SDR inapplicable because the follower problem is
NP-hard. Since these experiments did not provide additional insights beyond these effects, we omit a
detailed discussion of the results.

6.2 Experimental Setup
All experiments were executed on a Windows virtual machine equipped with an AMD EPYC 9334 32-Core
2.70 GHz processor and 62.5 GB of RAM. All methods are implemented in the open-source Julia package
JuBiC (https://github.com/vstadnichuk/JuBiC), which provides a unified interface for applying any
of the reformulations to a given MF-DBNDP instance. We use Gurobi 11.0.1 (Gurobi Optimization 2025)
to solve the resulting MIP formulations.

The implementation is parallelized across users for both path enumeration and the separation of BlCs.
Gurobi is executed with the default setting of eight threads. Reported runtimes are wall-clock times and
include both path enumeration and MIP solution time, but exclude model construction.

We initially also tested the generic bilevel solver MibS (Tahernejad et al. 2020). Its performance was
consistently inferior to all studied reformulations, and none of the tested instances could be solved within
the respective time limit. We therefore omit detailed results, but note that our JuBiC implementation
allows these experiments to be reproduced if needed.

6.3 Computational Comparison of Reformulations
We first compare the reformulations on the small test set. The goal is twofold: to examine how different
big-M choices affect the SDR and the BlD, and to compare these arc-based reformulations with the basic
PBR and its strengthened variant using the dominance rule.

For the SDR and the BlD, we test two big-M configurations. The first uses a heuristic bound that
approximates the cost of a longest simple path by summing the |N | − 1 most expensive arcs (SD_N and
BlC_N). The second uses the improved bounds from Lemma 5.5 (SD_F and BlC_F). For the SDR, we
additionally test a formulation with indicator constraints (SD_I). In this variant, we pass dual-variable
bounds derived from Lemma 5.5 to Gurobi to support its handling of the indicator constraints. The
path-based variants are denoted by PATH and PATH_D, where the latter includes the dominance rule from
Lemma 5.4.

Figure 1 reports the results for all configurations. Comparing the two arc-based reformulations, the
BlD solves slightly more of the easier instances, but struggles to find feasible solutions on harder ones.
The SDR solves fewer instances to proven optimality, but it best configuration finds feasible solutions for
all tested instances and closes the duality gap faster on the instances it solves.

The SDR results confirm the value of the improved big-M bounds. As expected, SD_F outperforms
SD_N. The variants SD_F and SD_I perform almost identically. We attribute this to the dual-variable
bounds supplied to Gurobi: with these bounds, the solver can derive bounds for the indicator constraints
that are essentially comparable to the explicit big-M coefficients used in SD_F. Some additional experiments
also confirmed that the performance of the indicator formulation deteriorates when these dual-variable
bounds are not provided.

For the BlD, the effect of the improved big-M values is less pronounced. The two variants show
comparable performance: BlC_N solves one additional instance, whereas BlC_F finds feasible solutions
for slightly more instances. A possible explanation is that, in our implementation, BlCs are generated
by separation. Each added cut primarily excludes the current bilevel-infeasible first-level solution and
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Figure 1: Performance of different reformulation techniques.

provides limited global guidance to the MIP solver. Consequently, both BlD variants appear to rely more
on branching and Gurobi’s internal heuristics, cuts, and presolve routines than on the precise coefficients
of the generated BlCs. Based on Theorem 4.1, we expect the difference between BlC_F and BlC_N to
become more pronounced if all BlCs were included from the outset rather than generated dynamically by
separation.

The PBR is the best-performing reformulation in this experiment. The basic path-based formulation
PATH solves 35 out of 36 instances within the 10-minute time limit, while PATH_D solves all instances within
one minute. The advantage of PATH_D is not primarily due to faster enumeration. Median enumeration
times are 0.067 seconds for PATH_D and 0.058 seconds for PATH, which is negligible relative to the time
limit. Instead, the dominance rule reduces the size of the path sets substantially. The median total number
of paths decreases from 4,351.0 for PATH to 1,524.5 for PATH_D, a reduction by a factor of approximately
2.5.

This reduction has a direct impact on MIP performance. For example, on the only instance not solved
by PATH, the dominance rule reduces the maximum number of paths for any user from 2,755 to 259 and
the mean number of paths per user from 68.06 to 14.82. Consequently, PATH_D solves the resulting MIP
model in 35 seconds, whereas PATH still has a gap of 4.80% after the 10-minute time limit.

6.4 Potentials and Limitations of Path and Hybrid Models
We next evaluate the best-performing solver configurations on the large test set. We compare the
path-based formulation with dominance, denoted by PATH_D, with a hybrid variant that uses the SDR
as fallback, denoted by HR_SD. The hybrid variant switches to the SDR if path enumeration for a user
exceeds five minutes. It also uses the SDR whenever the number of enumerated paths for a user is so large
that the path-based representation would exceed the size of the corresponding arc-based SDR formulation.

Figure 2 summarizes the computational results. Both configurations solve all Sioux Falls instances
within a few seconds across all tested parameter settings. For the larger EMA network, the results are
more mixed. Out of 288 instances, HR_SD solves 140 instances to optimality within the 30-minute time
limit, while PATH_D solves 145. Although PATH_D solves slightly more instances, HR_SD is marginally faster
on the instances solved by both methods, with a median runtime (considering only solved instances) of
18.55 seconds compared with 19.66 seconds for PATH_D.

In the following, we discuss the results for EMA in more details: The main driver of computational
difficulty is the attractiveness parameter β. Lower values of β make the operator layer more attractive to
users. This increases the number of bilevel feasible paths and makes their enumeration more difficult. It
also changes the structure of the design problem: the operator can focus more on optimizing its own
network rather than primarily competing with the fixed layer for users. This additional flexibility increases
the complexity of the first-level optimization problem, resulting in the increase in solution time.

Enumeration time is negligible for all settings except for the EMA instances with β = 0.6. In this

13



0 600 1,200 1,800
0
48
96
144
192
240
288

runtime [s]

in
st

an
ce

s

25 50 75 100

gap [%]

0 600 1,200 1,800
0
48
96
144
192
240
288

runtime [s]

in
st

an
ce

s

25 50 75 100

gap [%]

Sioux Falls

EMA

PATH_D HR_SD

Figure 2: Performance of path enumeration and hybrid method.

case, PATH_D reaches the enumeration time limit on 32 out of 96 instances, i.e., enumerations fails on one
of the three random seeds used to generate EMA instances. We observe that these enumeration failures
are driven by a very small subset of users. The hybrid variant addresses this bottleneck by capping
enumeration time at five minutes and falling back to the SDR. However, the inability to enumerate all
relevant paths also indicates that the corresponding user subproblems are intrinsically difficult. Although
HR_SD finds feasible solutions for these instances, the remaining MIP gaps are large, with a median gap of
about 50%. For β ∈ {1.0, 0.8}, path enumeration remains effective, but the resulting single-level models
can still be challenging. For β = 1.0, the algorithms solve 84 out of 96 Eastern Massachusetts instances.
For β = 0.8, HR_SD solves 48 instances and PATH_D solves 49. Combined, these results show that not
enumeration but the size and structure of the resulting MIP is mostly the main computational bottleneck.

The cardinality limit on the number of arcs that can be added has only a negligible effect in our
experiments. We attribute this to the structure of the generated instances. Although deciding which arcs
to enable is challenging, the optimal operator layer is typically sparse and contains only a small number
of arcs. As a result, even the tightest tested limit of 5% is rarely binding, explaining the limited impact
of this parameter.

Construction costs have a more pronounced effect. Instances with positive construction costs are
generally easier than instances without construction costs. Using PATH_D, 53 out of 144 instances without
construction costs are solved, compared with 92 instances with positive construction costs. For HR_SD,
the corresponding numbers are 48 and 92. Among the instances with positive construction costs, higher
average construction costs tend to make the problem more difficult. For construction-cost parameters
500, 1000, 2500, and 5000, PATH_D solves 28, 24, 24, and 16 out of 36 instances, respectively, while HR_SD
solves 28, 24, 20, and 20. Higher construction costs require an enabled arc to attract more users before it
becomes profitable. This makes fractional first-level solutions more attractive in the LP relaxation, where
construction costs can be paid only fractionally, resulting in a harder to close MIPGap.

Finally, the number of users affects runtime in two different ways. Its correlation with enumeration
time is weak. This may appear surprising, but enumeration time is driven mainly by the hardest individual
users rather than by the total number of users. Because enumeration is parallelized across users, the
total enumeration time is often determined by a single, most difficult user. In contrast, the number of
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users remains a strong driver of MIP solution time because it directly increases model size. With PATH_D,
we solve 49 out of 72 instances with 100 users but only 24 out of 72 instances with 1000 users. With
HR_SD, the corresponding numbers are 44 and 28.

Overall, the experiments show that path enumeration with dominance and the hybrid SDR fallback
effectively exploit fixed network structure. When the operator layer is, on average, comparable to the
existing infrastructure, the proposed methods solve instances with larger networks and many users
efficiently. However, when the operator layer is substantially more attractive than the fixed layer, the
fixed-network bound becomes weaker, the number of relevant paths increases, and both enumeration and
optimization become significantly more challenging.

7 Conclusion
We studied exact single-level reformulations for the MF-DBNDP. We first reviewed three common
reformulation paradigms: the Strong Duality Reformulation (SDR), the Benders-like Decomposition
(BlD), and the Path-Based Reformulation (PBR). We compared these formulations from a theoretical
perspective and showed that, under an LP follower and complete cut or column sets, their LP relaxations
yield the same bound.

We then focused on MF-DBNDPs with existing infrastructure. For this setting, we introduced the
concept of bilevel feasible paths and derived preprocessing techniques that exploit the fixed part of the
network. In particular, we developed an enumeration algorithm that generates a path set containing all
bilevel feasible paths, strengthened this algorithm by a dominance rule, and derived improved big-M
bounds for both SDR and BlD.

Our computational study shows that these enhancements have a substantial impact. The improved
big-M values strengthen especially the SDR. The proposed enumeration techniques make the PBR
computationally viable and, on the tested instances, allow it to outperform the arc-based reformulations.
The dominance rule significantly reduces the number of generated paths and thereby improves both
enumeration time and subsequent MIP performance. Finally, the HR combines the strengths of the
discussed formulations.

Several directions remain for future research. Our experiments indicate that the main computational
bottleneck is not path enumeration but solving the resulting PBR model. Strengthening this formulation,
e.g., by developing additional valid inequalities, or integrating more effective hybridization strategies
could therefore yield further improvements. Moreover, although the dominance rule substantially reduces
the number of generated paths, large instances still may contain users with very large path sets. More
refined dominance rules or additional path-filtering techniques may help address this issue. Finally,
the performance of both enumeration and optimization depends strongly on the underlying network
and routing structure. Further computational studies are needed to assess the proposed methods under
different network topologies and richer follower constraints, such as time windows, driver-break regulations,
or other application-specific routing requirements.

Data Availability
All code used in the computational experiments is openly available as part of the open-source Julia
package JuBiC (https://github.com/vstadnichuk/JuBiC).
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Appendix

A Proof of Theorem 4.1
Proof. Fix a possibly fractional first-level solution x ∈ X, where X denotes the LP relaxation of the
first-level feasible set. For each user u ∈ U , define the penalized follower cost coefficients

c̃ua(x) := cua +Mu
a (1− xa) ∀a ∈ A.

We prove the statement by a cyclic mapping SDR→ BlD → PBR→ SDR.
SDR→ BlD: Consider a feasible solution of the SDR. We show that it satisfies all BlCs. Fix a user

u ∈ U and let yu ∈ Yu be any follower-feasible solution. For each arc a = (i, j) ∈ A, the dual-feasibility
constraint (3.1g) can be written as πu

i − πu
j +

(
Wu

a

)⊤
ρu ≤ c̃ua(x). Multiplying this inequality by yua and

summing over all arcs yields ∑
a∈A

c̃ua(x) y
u
a ≥

∑
a=(i,j)∈A

(
πu
i − πu

j

)
yua

+
∑
a∈A

(
Wu

a

)⊤
ρu yua .

The first term on the right-hand side telescopes by the flow-conservation constraints satisfied by yu:∑
a=(i,j)∈A

(
πu
i − πu

j

)
yua =

∑
i∈N

zui π
u
i .

Moreover, since Wuyu ≥ wu and ρu ≥ 0,∑
a∈A

(
Wu

a

)⊤
ρu yua =

(
Wuyu

)⊤
ρu ≥

(
wu

)⊤
ρu.

Combining both relations gives ∑
a∈A

c̃ua(x)y
u
a ≥

∑
i∈N

zui π
u
i +

(
wu

)⊤
ρu.

By the strong-duality equality (3.1h), we obtain∑
a∈A

cuay
u
a ≤

∑
a∈A

c̃ua(x)y
u
a ∀yu ∈ Yu,
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which is exactly the complete family of BlCs. Since all other BlD constraints are already contained in the
SDR, the same solution is feasible for the complete BlD.

BlD → PBR : Consider a feasible solution of the complete BlD. Since the complete family of BlCs is
present, we have, for every user u ∈ U ,∑

a∈A
cuay

u
a ≤

∑
a∈A

c̃ua(x)y
u
a ∀yu ∈ Yu.

Because Fu is a complete Dantzig–Wolfe column set for Yu, the follower solution yu can be represented
as a convex combination of columns:

yu =
∑
p∈Fu

fu
p χ

p,
∑
p∈Fu

fu
p = 1, fu

p ≥ 0,

where χp denotes the arc-incidence vector of column p. Since the arc-based solution satisfies yua ≤ xa, the
aggregated path-linking constraints are satisfied:∑

p∈Fu:a∈p

fu
p = yua ≤ xa ∀a ∈ S.

Set
πu :=

∑
p∈Fu

cupf
u
p =

∑
a∈A

cuay
u
a .

Aggregating the BlCs to each column p ∈ Fu gives

πu ≤ cup +
∑
a∈p

Mu
a (1− xa) ∀p ∈ Fu.

Therefore, the constructed path-variable solution is feasible for the complete PBR.
PBR→ SDR: Consider a feasible solution of the complete PBR. For every follower u, construct an

arc-flow vector by projecting the path variables back to arc space:

ŷu =
∑
p∈Fu

fu
p χ

p.

We will show that ŷu, together with suitable dual variables, defines a feasible solution of the SDR.
Clearly, the projected vector ŷu satisfies the primal feasibility constraints of the SDR. Moreover,

constraints (3.4f)–(3.4g) imply∑
a∈A

cua ŷ
u
a = πu

≤ cup +
∑
a∈p

Mu
a (1− xa) ∀p ∈ Fu.

Equivalently, using the arc-incidence vector χp of column p, this can be written as

πu ≤
∑
a∈A

c̃ua(x)χ
p
a ∀p ∈ Fu.

Now we proof optimality of ŷu. Let ȳu ∈ Yu be an arbitrary feasible follower solution. Since Fu

is complete, every feasible follower solution can be represented as a convex combination of columns.
Therefore, there exist coefficients λp ≥ 0, p ∈ Fu, with

∑
p∈Fu λp = 1 such that

ȳu =
∑
p∈Fu

λpχ
p.

Multiplying the column inequalities by λp and summing over p ∈ Fu gives

πu =
∑
p∈Fu

λpπ
u

≤
∑
p∈Fu

λp

∑
a∈A

c̃ua(x)χ
p
a

=
∑
a∈A

c̃ua(x)
∑
p∈Fu

λpχ
p
a

=
∑
a∈A

c̃ua(x)ȳ
u
a .
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Since ȳu ∈ Yu was arbitrary, we obtain

πu ≤ min
ȳu∈Yu

∑
a∈A

c̃ua(x)ȳ
u
a .

On the other hand, the constructed vector ŷu itself belongs to Yu. Furthermore, because ŷua ≤ xa for
all a ∈ A, the penalty term is zero on every arc used by ŷu. Thus,

min
ȳu∈Yu

∑
a∈A

c̃ua(x)ȳ
u
a ≤

∑
a∈A

c̃ua(x)ŷ
u
a

=
∑
a∈A

cua ŷ
u
a

= πu.

Combining the two inequalities yields

πu = min
ȳu∈Yu

∑
a∈A

c̃ua(x)ȳ
u
a .

Therefore, ŷu is an optimal primal solution of the penalized follower problem.
Since the follower problem is an LP, strong duality holds for the penalized follower problem. Hence,

there exists an optimal dual solution whose objective value equals the same minimum. Combining all
steps we obtain ∑

i∈N
zui π

u
i +

(
wu

)⊤
ρu = πu =

∑
a∈A

cua ŷ
u
a .

Thus, the constructed solution is feasible for the SDR and has the same first-level objective value as the
original PBR solution.

Overall, the cyclic mappings imply

zLP
BlD ≤ zLP

SDR, zLP
PBR ≤ zLP

BlD, zLP
SDR ≤ zLP

PBR.

Therefore, we have zLP
SDR = zLP

BlD = zLP
PBR. □

B A Note on Layer Graphs and Fixed Networks
Many transportation applications are naturally modeled as layer graphs. In such graphs, each layer
represents a transportation mode, and transfer arcs connect corresponding locations across layers. This
representation is particularly useful for multimodal systems, where some modes correspond to existing
infrastructure and others represent services that may be added, expanded, or restricted by the operator.

Our final observation is that this layer-graph structure is essentially equivalent to our studied setting
with existing infrastructure. Any layer graph can clearly be interpreted as a standard directed graph
with fixed and decision arcs. The following lemma shows that the converse also holds: any directed graph
with fixed and decision arcs can be represented as an equivalent two-layer graph.

Lemma B.1. Any directed network G = (N ,A) with decision-arc set S ⊆ A can be transformed into an
equivalent two-layer network consisting of one fixed layer and one decision layer.

Proof. Figure 3 illustrates the construction. For each node i ∈ N , create two copies: a fixed-layer node
ifix and a decision-layer node idec. For every fixed arc a = (i, j) ∈ A\S, add the arc (ifix, jfix) to the fixed
layer. For every decision arc a = (i, j) ∈ S, add the arc (idec, jdec) to the decision layer. Finally, add
zero-cost and zero-risk transfer arcs between ifix and idec for every node i ∈ N . These transfer arcs allow
paths to switch between the two layers at the same physical location. Hence, every path in the original
graph has a corresponding path with identical cost and risk in the two-layer graph, and vice versa. □

Lemma B.1 shows that our setting can always be interpreted as a multimodal network design problem
with two modes: a fixed mode and a decision-dependent mode. The fixed mode represents infrastructure
that is available independently of the operator’s decisions, while the decision-dependent mode represents
the network components controlled by the operator. From this perspective, both modes compete for users:
in expansion settings, the operator aims to attract users to the designed network, whereas in blocking
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Figure 3: Transformation of a general network into a two-layer representation with a fixed layer
and a decision layer.

or interdiction settings, the operator aims to discourage the use of selected arcs. This interpretation
can be useful when communicating the model to practitioners, as it replaces the abstract distinction
between fixed and decision arcs by a familiar multimodal-network view. It also provides a game-theoretic
interpretation: the fixed network represents an already chosen strategy, while the operator optimizes the
decision-dependent network anticipating that users select routes according to their own utility.

C Pseudoscope for Enumerating Algorithm
In Algorithm 1, Lines 1–2 initialize the bound and the label set, Lines 3–6 extend labels, Lines 7–8 remove
cyclic or overly expensive extensions, and Lines 9–14 either store complete paths or apply the dominance
rule to partial paths. Since users are independent in this preprocessing step, we implement Algorithm 1
s.t. it is executed in parallel across users.
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Algorithm 1 Enumeration of a candidate path set Fu for user u

1: Compute ηufix as the shortest ou–du path in (N ,Afix).
2: Initialize the label set with the empty path at ou and set Fu ← ∅.
3: while there exists an unprocessed label do
4: Select and remove an unprocessed label corresponding to a partial path p ending at node

i.
5: for each outgoing arc a = (i, j) ∈ A do
6: if j is already visited by p then
7: Discard the extension p+ a.
8: else if cup+a > ηufix then
9: Discard the extension p+ a.

10: else
11: Create the extended path p′ = p+ a.
12: if j = du then
13: Add p′ to Fu.
14: else
15: Add p′ as a label at node j unless it is dominated.
16: Remove all labels at node j dominated by p′.
17: end if
18: end if
19: end for
20: end while
21: return Fu.
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