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Abstract

Live reoptimization of operating room schedules is required to cope with disruptions such as
emergency arrivals and deviations in surgery durations under strict time limits. The resulting prob-
lem can be formulated as a large-scale Resource Constrained Project Scheduling Problem (RCPSP).
While exact optimization methods are attractive in this context due to their ability to provide strong
bounds, their application in live settings remains challenging because of the computational complex-
ity of large-scale instances. We propose an exact branch-and-price framework for live operating
room reoptimization in which pricing, pruning, and branching decisions are tightly integrated. The
pricing problem is solved by a bucket graph-based labeling algorithm supporting exact forward and
bidirectional search as well as multiple cycle-elimination strategies. We introduce two complement-
ary exact pruning mechanisms – surgical case blocking and problem-specific completion bounds –
and prove that they preserve LP optimality independently of the search direction and the chosen
cycle-elimination scheme. Extensive computational experiments and a simulation study demonstrate
that the proposed approach significantly improves computational efficiency and is suitable for live
planning settings.
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1 Introduction
Operating rooms (ORs) are among the most critical and expensive resources of a hospital (cf. Denton
et al. (2007)), and their daily schedules are highly sensitive to disruptions such as emergency arrivals
or deviations in surgery durations. Recent data-driven and machine-learning approaches have improved
the prediction of surgery durations, enabling an initial elective case schedule (ECS) to be constructed
from more reliable expected values. At the start of the surgical day, hospitals operate according to this
pre-established ECS, which specifies room assignments and surgery sequences. As uncertainty unfolds
through realized duration deviations, emergency insertions, and resource disruptions, the underlying
assumptions of the ECS are progressively violated. Consequently, the remaining part of the schedule
must be repeatedly reoptimized while ongoing surgeries are fixed. This gives rise to a class of large-scale,
time-critical resource-constrained project scheduling problems (RCPSP) that must be solved under strict
time limits.

Exact methods based on mixed-integer programming (MIP) and column generation are natural can-
didates for this task, as they can model the complex interaction of surgeons, operating rooms, anesthesia
teams, and time-dependent constraints. In this context, exact methods are valuable not only because
they can prove optimality, but also because they provide strong lower bounds that allow the quality of
the current incumbent to be assessed when computation is stopped. However, in practice, such meth-
ods often struggle in a live setting. Integrated MIP models quickly become intractable for realistically
sized instances, motivating the use of decomposition-based approaches such as branch-and-price. While
branch-and-price can significantly improve scalability by decomposing the problem, it introduces pricing
subproblems whose efficient solution is critical for overall performance. In many branch-and-price ap-
proaches, however, the algorithmic realization of the pricing problem is described only at a high level.
In particular, detailed discussions of label organization, dominance rules, and pruning strategies within
large-scale column-generation frameworks remain scarce, despite the fact that pricing typically dominates
the computational burden of such methods (e.g. Sadykov et al. (2021)).

Literature Operating room scheduling under uncertainty has been extensively studied in the health-
care operations literature, primarily in an ex ante planning context, see Wang et al. (2021) or Al Amin
et al. (2025). In contrast, explicit live reoptimization of operating room schedules during the day has
received less attention. The literature addressing this setting proposes adaptive and rolling-horizon ap-
proaches, which repeatedly update the remaining schedule while ongoing surgeries are fixed (e.g. Kamran
et al. (2019), Bouguerra et al. (2016)). These approaches demonstrate the relevance of live reoptimiz-
ation in practice, but typically rely on heuristic solution methods to meet strict runtime restrictions.
While exact optimization approaches have been extensively studied for elective and short-term operating
room scheduling (cf. Hashemi Doulabi et al. (2016) or Bargetto et al. (2023)), their application to live re-
optimization during the surgical day has received comparatively limited attention. Branch-and-Price and
column-generation-based methods are widely used in scheduling, including parallel machine scheduling,
resource-constrained project scheduling, and healthcare applications, cf. Lopes and de Carvalho (2007),
Moukrim et al. (2015), Beliën and Demeulemeester (2008), Legrain et al. (2020). The pricing subproblem
arising in branch-and-price is typically formulated as some form of a shortest path problem (SPP), for
which labeling algorithms constitute the standard solution approach. Comprehensive surveys on SPP
and labeling techniques are provided by Pugliese and Guerriero (2013). To address the combinatorial
complexity induced by elementarity requirements, several relaxations and cycle-elimination schemes have
been proposed. A detailed discussion of dominance rules and cycle-elimination strategies can be found
in Irnich and Desaulniers (2005). Among the most prominent approaches are k-cycle elimination and
ng-route relaxations, which strike a balance between solution quality and computational tractability. The
concept of k-cycle elimination was introduced to progressively enforce elementarity while controlling the
size of the state space, cf. Irnich and Villeneuve (2006). Ng-route relaxations were proposed by Baldacci
et al. (2011) and later integrated into branch-cut-and-price frameworks (cf. Pecin et al. (2017)).

Beyond classical dominance rules, various forms of state-space reduction and bounding have been
explored in the context of pricing algorithms. Reduced-cost-based techniques have been proposed to
eliminate parts of the pricing state space prior to or during the solution process, see Irnich et al. (2010).
Completion-bound-type arguments also appear in pricing strategies, where partial paths are discarded
based on optimistic cost estimates. Examples in the context of ng-route relaxations and related pricing
schemes can be found in Baldacci et al. (2011) and Martinelli et al. (2014). More recently, pruning has
been explicitly addressed within bucket graph-based labeling frameworks, which combine arc elimination,
dominance rules, and bidirectional search to improve the efficiency of pricing algorithms (see Sadykov
et al. (2021)). Despite these advances, bounding and pruning mechanisms are often introduced in a
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problem-specific manner, and their interaction with search direction, cycle-elimination schemes, and
exactness guarantees is rarely analyzed. As a result, the systematic design and correctness analysis of
completion bounds and graph-level pruning strategies in large-scale pricing problems remain limited.

Contribution We show that branch-and-price provides an efficient solution approach for the live OR re-
optimization problem, which is modeled as a resource-constrained project scheduling problem (RCPSP).
In this framework, the pricing subproblem takes the form of a shortest path problem with resource
constraints (SPPRC). However, computational effectiveness critically depends on a tight integration of
pricing, pruning, and branching mechanisms within a unified algorithmic architecture. In particular,
the pricing problem must be solved not only efficiently, but in a way that provides strong bounds and
supports aggressive pruning as well as informed branching decisions. We therefore develop a branch-
and-price framework in which the pricing algorithm is explicitly designed to support these requirements,
enabling both rapid column generation and fast convergence of the branch-and-bound algorithm.

At the pricing level, we develop a bucket graph-based labeling framework that supports exact forward
and bidirectional search, as well as multiple cycle-elimination strategies, including classical shortest paths,
elementary shortest paths, k-cycle shortest paths, and a scheduling-specific variant of ng-routes, referred
to as ng-schedules. Within this framework, we introduce two complementary exact pruning mechanisms
that are central to the efficiency of the proposed pricing algorithm. First, we propose a surgical case
blocking strategy that dynamically removes individual surgical cases from the dynamic programming
graph based on structural properties of the pricing problem and on primal and dual information. By
explicitly pruning the graph itself, this mechanism substantially reduces the size of the pricing problem
while preserving LP optimality. Second, we develop a problem-specific completion bound that exploits the
recursive structure of the dynamic programming algorithm using primal and dual cost information. These
bounds are integrated into the labeling process to discard labels that cannot lead to improving columns,
thereby reducing the number of labels without affecting correctness. We formally establish that both
pruning mechanisms are exact and remain valid for forward and bidirectional labeling, independently of
the selected cycle-elimination scheme, and hence for all considered variants of the pricing problem.

At the branching level, we propose several problem-specific branching strategies and combine them
into a learning-based hybrid branching scheme that adapts to the structure of the instances and the
properties of the branching node. Extensive computational experiments analyze the impact of the pro-
posed pricing, pruning, and branching components and compare the resulting branch-and-price algorithm
against an integrated mixed-integer programming formulation solved with a commercial solver. The
computational results show that the proposed branch-and-price algorithm consistently outperforms the
integrated MIP formulation: it solves easier instances more rapidly, establishes optimality for a signi-
ficantly larger number of instances, and delivers substantially smaller optimality gaps on the hardest
instances within the imposed time limits. Finally, a simulation study evaluates the performance of the
reoptimization framework in a live planning setting and benchmarks it against a greedy baseline.

Structure The remainder of this paper is organized as follows. Section 2 introduces an integrated time-
indexed mixed-integer programming formulation for the live operating room reoptimization problem.
Section 3 presents a column-generation-based approach for this problem and describes the structure
of the resulting pricing problem. Section 4 develops exact pruning rules for the bucket graph-based
labeling algorithm used to solve the pricing problem. Section 5 integrates the proposed column generation
algorithm into a branch-and-price algorithm and introduces the branching strategies. Section 6 reports an
extensive computational study analyzing the pricing, pruning, and branching components and comparing
the approach against the integrated mixed-integer programming model. Finally, Section 7 concludes the
article and outlines directions for future research. The Appendix contains additional material, including
Tables summarizing the notation used throughout the paper (see Appendix A.5).

2 Integrated Time-Indexed MIP Model
We address the construction of feasible operating room schedules by assigning each surgical case to a
room and determining its start time while respecting room availability and resource capacities. We
employ a time-indexed mixed-integer formulation, a well-established and computationally effective mod-
elling approach for RCPSP-like problems (cf. Tesch (2017)), which in practice typically yields stronger
relaxations and superior computational performance compared to event-based alternatives, see Tesch
(2020). Further, we develop a start heuristic that generates high-quality initial solutions, which are used
to warm-start both the integrated MIP model and our branch-and-price algorithm.
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2.1 MIP Model with a Time-Indexed Formulation
For our MIP model, we use the following notation. Let Q denote the set of operating rooms, I the set of
(real) surgical cases, and I ′ = I ∪ {0, n} its extension by an artificial start and end case, T = {1, . . . , thor}
the set of time indices with planning horizon thor = ∣T ∣, and R the set of limited resources. For each case
i ∈ I ′, we are given its duration di, which is estimated from historical data and treated as a fixed input
parameter in the optimization model. Specifically, durations are derived from empirical distributions,
from which a point estimate such as the expected value is used as a deterministic duration. Alternative
point estimates (e.g. quantiles) can be applied without affecting the model structure. Accordingly,
surgery durations are treated as deterministic throughout the optimization model. In addition, each
case i is characterized by resource demands ui,r, r ∈ R, a planned start time t̄i, and parameters mi,q that
equal 0 if surgery i is assigned to room q in the medical department’s booking plan of the preliminary
elective case schedule (ECS), and 1 otherwise. Each resource r ∈ R has capacity Ur, and each room q ∈ Q
is available between topen

q and tclose
q .

The central decision variables are the binaries xi,q,t, which equal 1 if surgery i starts in room q at
time t, implicitly occupying [t, t + di). For notational convenience, we extend the definition of xi,q,t by
setting xi,q,t = 0 for all i ∈ I ′ and all t outside the opening hours of room q ∈ Q, in particular for t ≤ 0.
The integrated model (IM) is formulated as follows:

(IM) min wmspanz +wrd ∑
q∈Q
∑
i∈I′

mi,q ∑
t∈T

xi,q,t + ∑
q∈Q

(wmspanrzq + woverthq)

+wmdc ∑
i∈I′
(1− fi) +wst∑

t∈T

(gt − 1) +wtd ∑
q∈Q
∑
i∈I′
∑
t∈T

∣t− t̄i∣xi,q,t (1)

s.t. ∑
q∈Q
∑
t∈T

xi,q,t = 1 i ∈ I ′ (2)

∑
q∈Q
∑
i∈I′

t−1
∑

t′=t−di

ui,rxi,q,t′ ≤ Ur t ∈ T , r ∈ R (3)

∑
i∈I′

t−1
∑

t′=t−di

xi,q,t′ ≤ 1 t ∈ T , q ∈ Q (4)

∑
t∈T

(t+ di)xi,q,t ≤ zq i ∈ I ′, q ∈ Q (5)

zq − tclose
q ≤ hq q ∈ Q (6)

zq ≤ z q ∈ Q (7)
∑
q∈Q
∑
i∈I′

xi,q,t + gt ≥ 1 t ∈ T (8)

xi,q,t + ∑
i′∈Ii

xi′,q,t+di
≥ 2fi − 2 (1− xi,q,t) i ∈ I ′, t ∈ T , q ∈ Q (9)

xi,q,t, fi, gt ∈ {0, 1} i ∈ I ′, t ∈ T , q ∈ Q

hq ≥ 0. q ∈ Q

The objective function (1) combines several weighted criteria in a blended (or weighted-sum) multi-
objective optimization approach (cf. Ehrgott (2005)): (i) makespan minimization, (ii) minimization of
deviations from the originally planned ECS room, (iii) intra-room makespan minimization, (iv) overtime
minimization, (v) minimization of medical department changes within a room, (vi) maximization of
the number of distinct start times, and (vii) minimization of deviations from the originally planned
ECS surgery start time. The associated weights are wmspan, wrd, wmspanr, wovert, wmdc, wst, and wtd.
Constraint (2) ensures that each surgery is assigned exactly one start time in exactly one operating
room. Constraint (3) guarantees that, for every resource r ∈ R, the cumulative resource consumption
across all operating rooms does not exceed the available capacity Ur at any point in time. In principle,
also time-dependent resource capacities Ur,t could be incorporated. However, this does not affect the
structure of the model or the proposed solution approach. For the sake of notational simplicity, we
therefore restrict attention to time-invariant capacities Ur. Constraint (4) enforces that at most one
surgery can be processed in any operating room at any time. Constraint (5) is an auxiliary condition
necessary for the objective function to determine the value of the completion time variable zq of room q,
i.e. the finishing time of its last scheduled surgery. Constraint (6) specifies the overtime variable hq

of room q, while Constraint (7) defines the variable z as the overall completion time across all rooms.
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Constraint (8) ensures that the binary variable gt takes value 1 if no surgery starts at time t in any
room, and 0 otherwise. This enables the objective function to maximize the number of distinct start
times over all rooms. Constraint (9) models the number of transitions between two consecutive surgeries
that belong to the same medical department. Here, Ii denotes the set of surgeries belonging to the same
department as surgery i ∈ I ′, and fi is a binary variable that equals 1 if the successor of surgery i is
performed by the same department as i, and 0 otherwise.

We tested two redundant constraints designed to tighten the LP relaxation by preventing the artificial
terminal case n from starting before all real surgeries have finished. Constraint (10), based on Christofides
et al. (1987), enforces this via resource-capacity restrictions and tends to be relatively weak under
fractional LP solutions:

∑
q∈Q
∑
i∈I′

t

∑
t′=t−di

ui,r xi,q,t′ + ∑
q∈Q

t

∑
t′=0

Ur xn,q,t′ ≤ Ur ∀t ∈ T , r ∈ R. (10)

Constraint (11), which we obtain by adapting this idea to our operating room scheduling setting, achieves
the same logical effect via room-capacity restrictions and yields a considerably stronger LP relaxation:

∑
i∈I′

t

∑
t′=t−di

xi,q,t′ +
t

∑
t′=0

xn,q,t′ ≤ 1 ∀t ∈ T , q ∈ Q. (11)

Preliminary computational experiments on our benchmark set showed that including both constraints
reduced the average time to reach the best integer solution by approximately 8.5%, while leaving overall
solution time essentially unchanged; accordingly, both are retained throughout.

2.2 Start Heuristic
Constructing a feasible initial schedule is essential for both the integrated time-indexed MIP model
and the branch-and-price procedure, where high-quality warm starts significantly reduce the number of
processed nodes and improve convergence. To this end, we employ a constructive heuristic that generates
a feasible operating-room schedule prior to optimization.

The procedure is based on a serial schedule generation scheme (SSGS), a classical technique for
resource-constrained project scheduling (cf. Pritsker et al. (1969), Herroelen (2007)). In an SSGS, activ-
ities are processed according to a predefined order, and each activity is assigned its earliest feasible
start time, i.e. the smallest time point at which all machine and resource-capacity constraints are sat-
isfied. Building on this foundation, we developed a tailored algorithm that adapts the SSGS principles
to the specific requirements of the problem at hand. In particular, our heuristic explicitly accounts
for the allocation of surgeries to operating rooms, ensuring that both room availability and resource
constraints are efficiently managed simultaneously. While following the general SSGS paradigm, the
algorithm incorporates these problem-specific enhancements to produce feasible schedules. The details
of the implementation of our start heuristic are presented in Appendix A.1.

In addition to providing feasible schedules on its own, the start heuristic significantly improves the
computational performance of the MIP model. The solutions generated by the heuristic can be used as
high-quality initial solutions, guiding the solver towards optimal or near-optimal solutions more quickly.
Moreover, the heuristic allows for a substantial reduction of the time horizon in the model, which is
critical for the efficiency of a time-indexed formulation (cf. Tesch (2017)), as it directly reduces the
number of variables and constraints. Preliminary experiments indicate that incorporating the start
heuristic reduces the average time to reach the best integer solution by a factor of approximately 2.5.
Based on this observation, we also employ the start heuristic when solving the integrated MIP model in
Section 6.4.

3 Column Generation for Operating Room Schedule Reoptimization
The integrated optimization model introduced in the previous section can be decomposed into a set
partitioning master problem and ∣Q∣ shortest path pricing problems – one for each operating room – and
solved using a branch-and-price approach. In this method, a column generation problem is solved at
each node of the branch-and-bound tree. This section describes the solution of these column generation
problems. We first present the structure of the master problem, followed by a detailed discussion of the
pricing problems.
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3.1 Master Problem
We introduce the following notation for the column generation master problem. For each operating
room q ∈ Q, let Sq denote the set of feasible schedules. The overall set of schedules is then defined as
S ∶= ⋃q∈Q Sq. Pauses between two consecutive surgical cases within a schedule are modeled by means of
a dummy surgical case i0 of duration di0 = 1. Accordingly, we partition the set of surgical cases as

I∗ = I ∪ {i0},

where I denotes the set of actual surgical cases without artificial start and end cases. The dummy
case may appear multiple times within a single schedule (with distinct start times) and is used solely
as a structural device. It is not subject to any coverage constraint and incurs none of the case-specific
penalties; however, as it occupies time, it does affect the room makespan and potential overtime. For the
dummy surgery i0 we set, by convention, di0 = 1, mi0,q = 0 for all q ∈ Q, and ui0,r = 0 for all r ∈ R, i.e. a
break occupies time, but has no room in the ECS and does not consume resources. The costs associated
with each schedule s ∈ Sq are given by

cs = wrd∑
i∈I

ai,smi,q +wovert max(ts − tclose
q , 0) +wmspanrts +wmdc∑

i∈I

ai,sf̄i,s +wtd∑
i∈I

ai,s∣ti − t̄i∣,

where ai,s = 1 if surgical case i is part of schedule s, and zero otherwise. Parameter f̄i,s takes the value
0 if, in schedule s, surgical case i ∈ I is directly followed by a surgical case j ∈ I from the same medical
department (j ∈ Ii), and 1 otherwise. If i is the last real case of schedule s, then f̄i,s = 0. Further, ti

is the starting time for a surgical case i ∈ I∗ with ai,s = 1. The parameter ts denotes the end time of
schedule s. Let ys be a binary decision variable indicating whether schedule s is selected or not in the
solution. The set partitioning formulation of our operating room reoptimization problem is then given
by

(MP) min ∑
q∈Q
∑

s∈Sq

csys +wmspanz +wst∑
t∈T

gt (12)

s.t.∑
q∈Q
∑

s∈Sq

ai,sys = 1 i ∈ I (13)

∑
q∈Q
∑

s∈Sq

us,r,tys ≤ Ur r ∈ R, t ∈ T (14)

∑
s∈Sq

tsys ≤ z q ∈ Q (15)

∑
s∈Sq

ys = 1 q ∈ Q (16)

∑
q∈Q
∑

s∈Sq

bt,sys + gt ≥ 1 t ∈ T (17)

gt, ys ∈ {0, 1} t ∈ T , s ∈ S

z ≥ 0.

Objective (12) minimizes the total schedule cost, includes a penalty on the global makespan through
variable z, and promotes a larger number of distinct surgery start times via the gt terms. Constraint (13)
ensures that each surgical case i ∈ I is included in exactly one selected schedule s ∈ S. Constraint (14)
enforces that, at each time point t ∈ T , the total resource demand for each resource r ∈ R across all
selected schedules does not exceed the available supply Ur. Here, us,r,t ∶= ∑i∈I ∑

ti+di−1
t′=ti

ai,s1{t}(t
′)ui,r

denotes the demand for resource r in schedule s at time t. Constraint (15) defines the latest finishing
time across all selected schedules using variable z. Constraint (16) ensures that exactly one schedule
s ∈ Sq is selected for each operating room q ∈ Q. Constraint (17) ensures that the binary variable gt takes
the value 1 if no surgical case starts at time t in any selected schedule, and 0 otherwise. This is modeled
using parameter bt,s, which is equal to 1 if time t is the starting time of a surgery i ∈ I in schedule s, and
0 otherwise.

We associate dual variables πi with constraints (13) for all i ∈ I, and ρr,t with constraints (14)
for all r ∈ R, t ∈ T . For constraints (15), the corresponding dual variables are λq for q ∈ Q, and for
constraints (16), we define dual variables βq, q ∈ Q. The dual variables associated with constraints (17)
are denoted by κt for each t ∈ T . Using these dual variables, we can model the dual of the master problem
as
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(DP) max∑
i∈I

πi − ∑
r∈R
∑
t∈T

Urρr,t + ∑
q∈Q

βq + ∑
t∈T

κt

s.t.∑
i∈I

ai,sπi − ∑
r∈R
∑
t∈T

us,r,tρr,t − tsλq + βq + ∑
t∈T

bt,sκt ≤ cs s ∈ Sq, q ∈ Q

κt ≤ wst t ∈ T

∑
q∈Q

λq ≤ wmspan

ρr,t, λq, κt ≥ 0 r ∈ R, t ∈ T , q ∈ Q

πi, βq ∈R

Let π̄i, i ∈ I, ρ̄r,t, r ∈ R, t ∈ T , κ̄t, t ∈ T , λ̄q, q ∈ Q, and β̄q, q ∈ Q, denote an optimal solution to the dual
of the master problem (DP), and set π̄i0 = 0 by convention. Then, the reduced costs can be defined as

c̄s ∶= cs − ∑
i∈I∗

ai,sπ̄i + ∑
r∈R
∑
i∈I∗

ti+di−1
∑
t=ti

ai,sui,rρ̄r,t + tsλ̄q − β̄q − ∑
t∈T

bt,sκ̄t (18)

= wrd ∑
i∈I∗

ai,smi,q +wovert max(ts − tclose
q , 0) +wmspanrts +wmdc∑

i∈I

ai,sf̄i,s +wtd∑
i∈I

ai,s∣ti − t̄i∣

− ∑
i∈I∗

ai,sπ̄i + ∑
i∈I∗
∑
r∈R

ti+di−1
∑
t=ti

ai,sui,rρ̄r,t + tsλ̄q − β̄q − ∑
t∈T

bt,sκ̄t,

where ui,r is the resource demand of surgical case i ∈ I∗ w.r.t. resource r ∈ R and ti is the starting time
of surgical case i ∈ I∗ with ai,s = 1.

For the primal costs definition in Section 3.1 and the reduced cost formulation in (18), we have so far
assumed that each surgical case occurs at most once within a schedule. This assumption will be revisited
in the following sections, where different relaxations of this restriction give rise to alternative shortest
path formulations.

3.2 Solving the Pricing Problem as Shortest Path Problem
The pricing problem associated with the column generation scheme requires the identification of a new
schedule with negative reduced costs. For a fixed operating room q ∈ Q, this problem can be reformulated
as a shortest path problem in a directed acyclic graph G = (V , A), where nodes represent feasible (start-
time, surgical case) combinations and arcs encode transitions between surgeries. The reduced costs of
arcs are derived from (18). Thus, generating a new column corresponds to finding a minimum-cost
origin-destination path in G. Each feasible origin-destination path represents a schedule s ∈ Sq.

Definition 3.1 (Schedule).
A schedule s for operating room qs is a tuple

s ∶= (INDs, qs, SCs, cs, πs),

where

• INDs ∈Z is an index used for internal referencing;

• SCs is an ordered list of pairs (i, ti) ∈ I∗ ×T representing the surgical cases assigned to s and their
start times;

• cs denotes the primal cost of schedule s;

• πs denotes the dual cost associated with s.

Let

Is ∶= { i ∈ I∗ ∶ (i, ti) ∈ SCs }

be the set of surgical cases contained in the schedule s, and let ns = ∣Is∣ denote its cardinality. We define
the first and last surgical case of s as i0

s and ilast
s , respectively.
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Since G contains no dedicated sink and a path may end at any surgical-case node, every prefix of a
path is itself a valid schedule. When we wish to emphasize that a schedule is still being extended during
pricing, we call it a partial schedule; as the object propagated along the arcs of G in the label-setting
algorithm, we refer to it as a label. All three terms schedule, partial schedule and label denote the same
object of Definition 3.1.

The reduced cost of a schedule s ∈ S is calculated recursively as

c̄s =

⎧⎪⎪
⎨
⎪⎪⎩

0 , SCs = ∅

min {c̄s−1 + c̄(j, i, t, q) ∣ SCs−1 ⊆ SCs, j = ilast
s−1 , i = ilast

s , t = tj + dj , qs = qs−1 = q} , otherwise,
(19)

where s−1 denotes the predecessor schedule in the recursion.
The incremental reduced cost of appending i ∈ I∗ at time t to a schedule of room q with last case

j ∈ I∗ is

c̄(j, i, t, q) = wrdmi,q +wovert(max(t+ di − tclose
q , 0) −max(t− tclose

q , 0)) +wmspanrdi

+wmdc ∑
md∈M

∣fmd,i − fmd,j ∣

2
− π̄i + ∑

r∈R

t+di−1
∑
t′=t

ui,rρ̄r,t′ + λ̄qdi + 1I(i)(wtd∣t− t̄i∣ − κ̄t) . (20)

Here fmd,i ∈ {0, 1} takes value 1 if surgical case i belongs to medical department md ∈ M and 0
otherwise. We set fmd,i0 = 0 for all md ∈ M, so that any idle block enclosed by two real cases counts
as exactly one department change. Idle periods at the start of a schedule are not counted as a change,
and idle periods at the end never occur in an optimal solution, as they incur cost without dual benefit.
The incremental reduced cost c̄(j, i, t, q) denotes the reduced costs incurred when surgical case i ∈ I∗ is
appended at time t ∈ T to a schedule s−1 of operating room q ∈ Q whose last surgical case is j ∈ I∗.
While the preceding formulations assume that each surgical case appears at most once in a schedule, the
recursive reduced-cost formulation remains well-defined even if cases are revisited, thereby shifting the
focus from the scheduling model to a shortest path interpretation.

For most components of the incremental reduced cost in (20), it is immediate that the total reduced
cost of a schedule is obtained by summing the contributions of its individual arcs between surgical cases.
The treatment of overtime, however, is less immediate. To clarify this point, the following lemma shows
that the total increase in overtime resulting from adding multiple surgical cases to an initially empty
schedule equals the sum of the incremental overtime contributions of the individual cases.

Lemma 3.2 (Overtime costs). Let s ∈ Sq be a schedule for operating room q ∈ Q with surgical cases and
corresponding start times (i1, ti1), . . . , (im, tim), (im+1, tim+1), . . . , (in, tin) ∈ SCs. Further let the closing
time of operating room q be tclose

q and let Ī be defined as Ī = {im+1, . . . , in}.
Then the increase in overtime between tim + dim and tin + din corresponds to the sum of the increases

in overtime through each individual surgical case i ∈ Ī, i.e.

max(tin + din − tclose
q , 0) −max(tim + dim − tclose

q , 0) = ∑
i∈Ī

max(ti + di − tclose
q , 0) −max(ti − tclose

q , 0)

The proof is technical and deferred to Appendix A.2.
Having established a shortest path interpretation of the pricing problem and a recursive formulation

of reduced costs, we now turn to algorithmic strategies to solve this problem efficiently.

3.3 Bidirectional Search
In order to further accelerate the solution of the pricing problem, we implement a bidirectional search,
which simultaneously explores paths from both the source and the sink. This approach can significantly
reduce the number of labels that need to be visited in the pricing problem, thereby improving the
efficiency of the pricing step. The forward search follows the recursion introduced in the previous section
and propagates forward schedules s ∈ Sq from the source. Symmetrically, the backward search propagates
backward schedules ←Ðs ∈ ←ÐS q from the sink, where ←ÐS q denotes the set of backward schedules for operating
room q. In the following, we describe the recursion formula used for the backward search.

For the backward search, we calculate the reduced costs of the schedules recursively as

c̄←Ðs =

⎧⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎩

0 , SC←Ðs = ∅
min {c̄←Ðs +1 + c̄(j, i, t, q) ∣

SC←Ðs +1 ⊆ SC←Ðs , j = i0
←Ðs +1 , i = i0

←Ðs
, t = tj − di, q←Ðs = q←Ðs +1 = q} , otherwise.

(21)
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The concatenation of forward and backward schedules is performed according to the procedure de-
scribed in Pecin et al. (2017), and is therefore not detailed here. The key idea is that the reduced cost
of a backward schedule represents the additional reduced cost incurred when the corresponding partial
schedule is appended to a forward schedule.

When concatenating a backward schedule ←Ðs ∈ ←ÐS q and a forward schedule s ∈ Sq, additional sequence-
dependent costs may arise if the last surgical case in s and the first surgical case in ←Ðs belong to different
medical departments. Accordingly, the reduced cost of the concatenated schedule is

c̄scon = c̄s + c̄←Ðs +wmdc ∑
md∈M

∣fmd,ilast
s
− fmd,i0

←Ðs
∣

2
.

For this concatenation to be valid, the reduced costs of backward schedules must correspond to those
of partial forward schedules. Since the only sequence-dependent cost component, namely medical-
department change costs, is symmetric, the incremental reduced costs in the backward search can be
computed analogously to the forward search, cf. (20).

3.4 ng-Schedule Relaxation
Having formulated the pricing problem as a shortest path problem, we now turn to the structure of feasible
paths. It is well known that the strongest pricing schemes in branch-and-price algorithms for routing and
scheduling problems are obtained when elementary paths (or schedules) are generated. Elementary routes
avoid cyclic structures and therefore yield very tight bounds within column-generation frameworks. In
principle, this would be desirable also in our setting. However, solving the associated elementary shortest
path problem (ESPP) is computationally very demanding. In fact, the ESPP is known to be prohibitively
hard in many cases, which explains why most practical scheduling or routing algorithms rely instead on
non-elementary relaxations that admit pseudo-polynomial dynamic-programming methods (cf. Irnich
and Desaulniers (2005)).

To obtain a good compromise between bound quality and computational tractability, we implement
an ng-schedule relaxation, an adaptation of the ng-path relaxation introduced by Baldacci et al. (2011)
for the vehicle routing problem (VRP). Such ng-path relaxations typically provide bounds very close
to those obtained from elementary pricing while keeping the labeling manageable (see Contardo et al.
(2015), Sadykov et al. (2021)). In our context, they offer a controlled way to limit non-elementarity
without incurring the full complexity of the ESPP.

In the ng-SPP, a set of neighbouring surgical cases is associated with each individual case. In VRPs,
the neighbourhood of a customer is typically defined as the set of closest customers w.r.t. distance.
Analogously, in the context of the operating room reoptimization problem, we define the neighbourhood
of a surgical case as the set of all other surgeries belonging to the same medical department. For each
case i ∈ I, the neighbourhood Ni is given by Ni ∶= {j ∈ I∗ ∣ fmd,i = fmd,j for all md ∈ M}, i.e. all cases
conducted by the same medical department as i, and for i0, we have Ni0 ∶= ∅. Since membership in
the same medical department is symmetric, the neighbourhood relation satisfies j ∈ Ni ⇐⇒ i ∈ Nj . A
schedule s ∈ S with SCs = ((i1, ti1), . . . , (in, tin)) is feasible w.r.t. the ng-schedule neighbourhoods if

∀(k, l) ∈ {(k, l) ∣ 1 ≤ k < l ≤ n, ik = il = ī} ∃h∶k < h < l, ih ∉ Nī. (22)
For a schedule to be a feasible ng-schedule, every cycle of the form ī − . . . − ī must contain at least one
surgical case whose neighbourhood differs from that of ī, that is, at least one intermediate case must
not belong to Nī (and therefore not be assigned to the same medical department). To implement this
feasibility concept, we define the forbidden extension Fs

il
⊆ I∗ of surgical case il at starting time til

in
schedule s as

F
s
i1 = {i1} and Fs

il
= (F

s
il−1 ∩Nil

) ∪ {il} for l ≥ 2. (23)
For ease of notation, the forbidden extension of the last surgical case in a schedule, Fs

in
, will, from now

on, be denoted by Fs. The ng-condition (22) is enforced during the forward dynamic programming
recursion (19) as follows. Let s−1 be an existing schedule and let ī = ilast

s−1 denote its last surgical case. A
new schedule s̄ can only be generated by extending s−1 with a new surgical case inew appended at the
end of SCs−1 if inew ∉ F

s−1

ī
or if inew = i0. That is, a surgical case can only be appended to the schedule

if it is not contained in the forbidden extension of the current last case or if it is the dummy case. The
same principle applies to the backward recursion (21). In this case, ī = i0

←Ðs +1 denotes the first surgical
case of schedule ←Ðs +1, and a new surgical case can only be added at the beginning of the schedule if it is
not contained in the corresponding forbidden extension or if it is the dummy case.
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3.5 Bucket Graph-Based Labeling Algorithm
An important consideration in labeling algorithms for solving the shortest path problem (SPP) is the
timing and frequency of dominance checks. These checks, which in our case identify and eliminate
dominated labels – i.e. (partial) schedules, cf. Definition 3.1 – are essential for controlling the growth
of the label set in the master problem. Performing pairwise dominance checks across all labels can be
computationally expensive and impractical for large instances. Conversely, overly aggressive pruning of
dominance checks can result in a rapid and unmanageable increase in the number of labels retained.
To mitigate this trade-off, one strategy involves partitioning the label set into buckets such that no two
labels within the same bucket dominate each other. As Pecin et al. (2017), we also use this approach by
defining buckets based on surgical cases and their discrete starting times and subsequently restricting
dominance checks to within individual buckets.

For the solution of the shortest path problem with ng-routes, we define a surgery time graph G =
(V , A) with V ⊆ I∗ × T and A ⊆ V × V . Each path (v1, . . . , vn) through the graph G corresponds to a
schedule s. If node v = (i, t) is visited in the path, then surgery i starts at time t in schedule s.

t = 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

i = 1

2

3

4

Figure 1: Surgery-time graph with illustration of the dynamic programming algorithm for solving the
pricing problem, with durations d1 = 3, d2 = 2, d3 = 1 and d4 = 4.

In the labeling algorithm of the pricing problem, we associate with each node v ∈ V the set of all
partial schedules whose corresponding path ends in v,

S(v) ∶= {s ∈ S∶ the path of s ends in node v} .

A partial schedule s ∈ S(v) can possibly be continued by different paths through the graph G; we denote
the set of all paths by which s can be extended as its feasible extension E(s). All schedules in S(v)
terminate at the same node, but may differ in their reduced costs c̄s and in their feasible extensions.

During the algorithm, we do not maintain all of S(v). Instead, we keep at each node v a bucket
U(v) ⊆ S(v) that stores only those schedules which are required to guarantee optimality. To solve the
pricing problem as shortest path problem to optimality, it is sufficient to store only the schedule with
the smallest reduced cost among all schedules ending in v in each bucket U(v) with v ∈ V . When cycle
elimination techniques such as k-cycle elimination (cf. Desrochers et al. (1992)) or ng-route relaxation
are used, this is no longer sufficient: multiple schedules may need to be preserved in order to guarantee
optimality. Irnich and Villeneuve (2006) formally characterize which schedules must be retained for
the case of k-cycle elimination. A schedule s ∈ S(v) is stored in bucket U(v) if and only if its feasible
extension set E(s) is not contained in the union of the extension sets of all schedules with lower reduced
costs:

U(v) ∶=

⎧⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎩

s ∈ S(v)∶ E(s) ⊈ ⋃
s̄∈S(v)∶
c̄s̄<c̄s

E(s̄)

⎫⎪⎪⎪⎪
⎬
⎪⎪⎪⎪⎭

.

Algorithmically, this dominance test can be implemented by sorting schedules in ascending order of
reduced cost and incrementally collecting the union of extension sets. For a node v ∈ V , let E∗(v) denote
the set of all extensions of schedules ending in v that do not by themselves contain a cycle of length
at most k, for k > 2. A partial schedule s ∈ S(v) partitions E∗(v) into its feasible extensions E(s) and
its hole set H(s), where H(s) collects exactly those extensions that are infeasible for s (cf. Irnich and
Villeneuve (2006)), i.e. those whose concatenation with schedule s produces a cycle of length at most k:

H(s) ∶= {s′ ∈ E∗(v) ∶ s⊕ s′ contains a cycle of length ≤ k} = E∗(v) ∖ E(s),
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where ⊕ denotes the concatenation of schedule s with an extension s′. This set depends only on the
last k − 1 nodes of the path of s. Using the hole set representation H(s), the test can be expressed
equivalently via de Morgan’s laws:

⎛

⎝
E(s) ⊆ ⋃

s̄∈S(v)∶
c̄s̄<c̄s

E(s̄) ⇔ ⋂
s̄∈S(v)∶
c̄s̄<c̄s

H(s̄) ⊆H(s)
⎞

⎠
⇒ U(v) =

⎧⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎩

s ∈ S(v) ∶ ⋂
s̄∈S(v)∶
c̄s̄<c̄s

H(s̄) ⊈H(s)

⎫⎪⎪⎪⎪
⎬
⎪⎪⎪⎪⎭

.

Also in the case of ng-routes, multiple schedules may need to be stored in a bucket U(v) for a
node v ∈ V . However, the dominance relations derived above are valid only for the k-cycle elimination
framework of Irnich and Villeneuve (2006). This restriction is due to the specific definition of hole sets
used in that work and the corresponding inclusion and intersection properties on which the dominance
tests rely. For ng-route relaxations, these aggregated dominance conditions are no longer applicable.
Owing to the different structure of forbidden extension sets (see (23)), testing a schedule for domin-
ance against the intersection of forbidden extension sets of all schedules with lower reduced cost in the
same bucket may incorrectly eliminate schedules that are required for optimality. A concrete counter-
example illustrating this issue, as well as the contrast to the k-cycle elimination framework, is provided
in Appendix A.3.

Instead, dominance must be checked pairwise within each bucket. For a node v = (i, t) ∈ V , a schedule
s ∈ S(v) is dominated and can be discarded if there is another schedule s′ ∈ U(v) with lower reduced
costs such that the forbidden extension set of s′ is a subset of that of s. If no such schedule s′ exists,
the schedule s must be retained in the bucket U(v) to preserve optimality of the ng-route relaxation.
Formally, the pairwise dominance condition for ng-routes is given by

U(v) ∶= {s ∈ S(v) ∶ ∄ s′ ∈ S(v) with Fs′

i ⊆ F
s
i and c̄s′ < c̄s} . (24)

Quantifying over U(v) rather than over the retained set S(v) yields the same bucket: if a discarded
schedule dominates s, then by transitivity some retained schedule of even lower reduced cost dominates s
as well, so it suffices to compare each schedule against those already kept.

In the following, we describe the algorithmic realization of the bucket graph labeling approach.
Algorithm 1 iteratively constructs feasible schedules for an operating room q and identifies those with
negative reduced costs, which are then added to the master problem. In the initialization phase, a dummy
time index t = −1 and an empty initial schedule s0 are created, and the list of generated schedules is
initialized with s0. The bucket graph is constructed as a two–dimensional structure over all time stamps
(including additional −1 timestamp) and all surgical cases. The first bucket at time t = −1 is initialized
with dummy surgical case 0. All surgical cases are then sorted in ascending order of their dual values
π̄i. For each time period t, and as long as the maximum number of schedules has not been reached, the
algorithm processes all buckets corresponding to t (cf. Line 7 - 9). For every non-empty entry of this
bucket, all stored schedule indices are retrieved, and the corresponding schedule sold is loaded from the
global schedule list. Then, each candidate surgical case i is evaluated in the order of the sorted list (cf.
Lines 10 - 12). A case is feasible if it is neither part of the forbidden extension Fsold nor contained in
the set of blocked cases (Line 13). The logic of this pruning step based on blocked cases is described in
detail in Section 4.1. If feasible, a new schedule snew is created by appending case i with start time ti.
Its reduced costs c̄snew is computed via the forward recursion, and the new schedule object is instantiated
and added to the global schedule list, cf. Lines 14 - 17. A newly generated schedule is only considered for
insertion to the bucket if the completion bound indicates that further extension may still yield schedules
with negative reduced cost, cf. Lines 18 - 19. The details of the calculation of the completion bound are
described in Section 4.2. If this condition is satisfied, the schedule is inserted according to the dominance
rules of the bucket graph structure, detailed in Algorithm 2. Any new schedule with negative reduced
cost is added to the master problem as a new column (cf. Line 22). Once all buckets for time t have
been processed, the time index is incremented (Line 28), and the algorithm continues to the next layer
of the bucket graph. Algorithm 2 inserts a newly generated schedule snew into the corresponding bucket
while enforcing the dominance rules of the ng-route relaxation. That is, the procedure describes the
implementation of the ng-route dominance as given by (24). If the bucket is empty, the new schedule
is inserted immediately. Otherwise, the schedules in the bucket are scanned sequentially in ascending
order of reduced cost. For each schedule stmp already stored in the bucket, two cases are distinguished.

(i) The new schedule has strictly lower reduced cost. If c̄stmp > c̄snew , then snew is inserted before
stmp to maintain the required sorting. All subsequent schedules stmp2 in the bucket are then checked.
Any schedule satisfying Fsnew ⊆ Fstmp2 is removed, as it is dominated by snew.
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Algorithm 1: bucket_graph_labeling_algorithm
Input : surgical cases i ∈ I∗, time horizon ∣T ∣, operating room q, optimal dual solution π̄i in

i ∈ I∗, ρ̄r,t for r ∈ R and t ∈ T , λ̄q, β̄q and κ̄t for t ∈ T , blocked_surgical_cases,
max_sched_num

1 Initialize:
2 t← −1, s0 ← [] // Initialize dummy timestamp and empty schedule
3 GeneratedSchedules ← [s0]

4 bucket_graph ← (((−1))∣I
∗
∣)∣T ∣+1

5 bucket_graph[t] ← ((0)) // Initialize first bucket
6 SortedCases ← Sort cases i ∈ I∗ in ascending order of dual values π̄i

7 while t ≤ ∣T ∣ and length(GeneratedSchedules) < max_sched_num do
8 bucket ← bucket_graph[t]
9 for j = 0, . . . , ∣I∗∣ − 1 do

10 for INDsold ∈bucket[j] do
11 sold ← GeneratedSchedules[INDsold ]
12 for i = SortedCases[0], . . . , SortedCases[ ∣I∗∣ − 1 ] do
13 if i ∉ Fsold and i ∉ blocked_surgical_cases then
14 SCsnew ← SCsold + [(i, ti)]

15 Compute reduced costs c̄snew with c̄sold and c̄(j, i, t, q) as in (19)
16 Initialize snew as (INDsnew , q, SCsnew , csnew , πsnew)
17 Append snew to GeneratedSchedules with INDsnew
18 if completion_bound < 0 then
19 schedule_insertion_to_bucket(snew,bucket, GeneratedSchedules)
20 end
21 if c̄snew < 0 then
22 Add schedule snew as column to master problem.
23 end
24 end
25 end
26 end
27 end
28 t← t+ 1
29 end

(ii) The new schedule has higher or equal reduced cost. If, at any point, a schedule stmp2 satisfies
Fstmp2 ⊆ Fsnew , the new schedule is dominated by schedule stmp2 already stored in the bucket and is
therefore not inserted.

If the new schedule snew is not inserted into the bucket in case (i) and is not eliminated by any
schedule stmp2 in case (ii), it is appended at the end of the bucket. This ensures both ordering by
reduced costs and dominance-free content. In this way, the procedure maintains a bucket structure
containing only non-dominated schedules according to the ng-route dominance criterion.

ECS-Guided Case Restriction Heuristic To reduce the search space explored by the bucket graph–based
labeling algorithm, we introduce an ECS-guided heuristic that exploits information provided by the
Elective Case Schedule (ECS). Since the labeling algorithm is executed separately for each operating
room, the ECS offers a natural indication of which surgical cases are likely to be relevant for a given
room.

In this heuristic, the bucket graph labeling algorithm for operating room q ∈ Q is initially restricted
to the subset of surgical cases that are assigned to q in the ECS, i.e. cases i with mi,q = 0, and the dummy
surgical case i0. Since each surgical case induces a corresponding set of buckets in the bucket graph, this
restriction directly reduces the number of buckets that are considered during the labeling process. As
a consequence, the size of the underlying state space is significantly reduced, which typically leads to a
substantially smaller number of generated labels and, consequently, to improved runtime performance.

To preserve completeness, this restriction is applied only temporarily. If no additional columns with
negative reduced costs can be generated under the restricted case set, the labeling algorithm is restarted
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Algorithm 2: schedule_insertion_to_bucket
Input : schedule snew, bucket, GeneratedSchedules

1 Initialize:
2 insert_necessary ← true
3 if length(bucket) = 0 then
4 Add INDsnew to bucket.
5 end
6 else
7 for l = 0, . . . , length(bucket) do
8 stmp ← GeneratedSchedules[bucket[l]]
9 if c̄stmp > c̄snew then

10 Insert INDsnew right before l in bucket.
11 insert_necessary ← false
12 for k = l, . . . , length(bucket) do
13 stmp2 ←GeneratedSchedules[bucket[k]]
14 if Fsnew ⊆ Fstmp2 then
15 Erase entry k from bucket.
16 end
17 end
18 break
19 end
20 else
21 if Fstmp ⊆ Fsnew then
22 insert_necessary ← false
23 break
24 end
25 end
26 end
27 if insert_necessary = true then
28 Append INDsnew to bucket.
29 end
30 end

using the full set of surgical cases i ∈ I∗. Consequently, the heuristic does not exclude improving columns
permanently and therefore does not affect the correctness of the overall column generation procedure.

Remark 3.3. The bucket graph–based labeling algorithm, as described above, is fully applicable to both
forward and backward search directions. For the forward search, the label extension and cost accumulation
follow the recursion given in Equation (19), while for the backward search, the corresponding recursion
in Equation (21) is used. This symmetry allows the algorithm to be employed flexibly depending on the
branch-and-price strategy without modification of its core logic.

4 Exact Pruning Rules for the Bucket Graph-Based Labeling
Algorithm

In addition to the bucket graph labeling algorithm introduced in the previous section, two complementary
pruning mechanisms are developed to further reduce the number of labels generated during the dynamic
programming search. Both techniques preserve the exactness of the LP pricing problem, meaning that
no schedule that could appear in an optimal LP solution is ever discarded.

4.1 Pruning via Surgical-Case Blocking
A first pruning rule exploits dual information to identify surgical cases that can no longer contribute to
a schedule with negative reduced cost. For a given operating room q̄ ∈ Q and time period t̄ ∈ T , the
rule determines whether extending a partial schedule by a specific case can be excluded a priori. In
such instances, the corresponding arc is removed from the bucket graph before labeling proceeds. This
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surgical-case blocking reduces the number of propagated labels while preserving exactness, since a case
is blocked only when it is provably unable to appear in any optimal column.

To formally characterize when a surgical case can be excluded without compromising optimality, we
introduce the notion of the gain of assigning a case to an operating room at a specific timestamp. The
gain quantifies the marginal contribution of starting case ī at time t̄ in room q̄ to the reduced cost of
any feasible schedule, evaluated under the optimal dual solution. It represents the maximal reduced-cost
improvement that the case could generate, independent of preceding or subsequent scheduling decisions.

Definition 4.1. Let π̄i with i ∈ I, ρ̄r,t with r ∈ R, t ∈ T , λ̄q with q ∈ Q and κ̄t with t ∈ T be part of a
fixed optimal solution to the dual problem (DP). Further let t̄ ∈ T be a fixed timestamp and q̄ ∈ Q a fixed
operating room, and let di be the duration and t̄i be the original starting time of the surgical cases i ∈ I.
Then the gain of a surgery ī ∈ I started at timestamp t̄ ∈ T in operating room q̄ ∈ Q is defined as follows:

gain(ī, q̄, t̄, π̄, ρ̄, λ̄, κ̄) ∶=π̄ī +

∣T ∣

∑
t=t̄

(wst − κ̄t) − λ̄q̄dī

−

t̄+dī−1
∑
t=t̄

∑
r∈R

uī,rρ̄r,t −
∣T ∣

∑
t=t̄

min{0, min
i∈I
{ ∑

r∈R

ui,r(ρ̄r,t+dī
− ρ̄r,t)}}

−wmspanr dī −wrd mī,q̄ −wovert (max(t̄+ dī − tclose
q̄ , 0) −max(t̄− tclose

q̄ , 0))

−wtd(∣t̄− t̄ī∣ − dī
max{0, maxi∈I{t̄i − 0.5dī} − t̄}

mini∈I di
).

To establish a practical pruning criterion for the bucket graph labeling algorithm, we next show that
the gain of a surgical case provides an upper bound on the reduction of the schedule’s reduced cost that
can be achieved by including that case, independently of the remaining sequencing decisions. Before
stating the main result, we require the following technical lemma on the behavior of maximum functions,
which will be used to handle the non-linear overtime term in the reduced cost definition.

Lemma 4.2. For a ∈R and b, c ≥ 0, we have:

max{a+ b, 0} −max{a, 0} ≤max{a+ b+ c, 0} −max{a+ c, 0}

Proof. Define function f ∶ R → R+ via f(x) ∶= max{x + b, 0} −max{x, 0}. Then we have the piecewise
representation

f(x) =

⎧⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎩

0 , x < −b

x+ b ,−b ≤ x ≤ 0
b , x > 0.

Since b ≥ 0, the function f is monotonically non-decreasing. Hence, for any c ≥ 0, we have f(x) ≤ f(x+ c),
which directly yields max{x+ b, 0} −max{x, 0} ≤max{x+ b+ c, 0} −max{x+ c, 0}.

With this technical tool in place, we can now formalize the main result: a negative gain of a surgical
case implies that including it in a schedule cannot decrease the schedule’s reduced cost, which provides
a safe pruning condition for the dynamic programming search.

Lemma 4.3. Let s̄, ŝ ∈ Sq̄ be schedules of operating room q̄ ∈ Q (cf. Definition 3.1) for a fixed dual
solution (π̄, ρ̄, λ̄, κ̄). Assume that schedule ŝ is obtained from s̄ by removing a surgical case ī ∈ I starting
at time tī and shifting all subsequent start times by −dī, while keeping the relative order of all remaining
cases unchanged.

That is, let the sequence of all other surgical cases in s̄ and ŝ be identical, i.e.

SCs̄ = [(i1, ti1), . . . , (im, tim), (j, tj), (ī, tī), (k, tk), . . . , (ins̄ , tins̄
)]

and

SCŝ = [(i1, ti1), . . . , (im, tim), (j, tj), (k, tk − dī), . . . , (inŝ , tinŝ
)].

If gain(ī, q̄, tī, π̄, ρ̄, λ̄, κ̄) < 0, then the reduced costs satisfy c̄s̄ > c̄ŝ, independently of the remaining sequence
of surgical cases.
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Proof. Let s̄ and ŝ be schedules satisfying the assumptions of the lemma. We compute the difference
of the reduced costs of both schedules, starting from its exact expression and then successively bound
individual terms to obtain a lower bound that depends only on the removed case ī ∈ I.

c̄s̄ − c̄ŝ = wrd
⎛

⎝
∑

(i,ti)∈SCs̄

mi,q̄ − ∑
(i,ti)∈SCŝ

mi,q̄
⎞

⎠

+wovert
⎛

⎝
max( ∑

(i,ti)∈SCs̄

di − tclose
q̄ , 0) −max( ∑

(i,ti)∈SCŝ

di − tclose
q̄ , 0)

⎞

⎠

+wmspanr
⎛

⎝
∑

(i,ti)∈SCs̄

di − ∑
(i,ti)∈SCŝ

di
⎞

⎠

+wmdc
⎛

⎝
∑

(i,ti)∈SCs̄ ∶ i∈I

f̄i,s̄ − ∑
(i,ti)∈SCŝ ∶ i∈I

f̄i,ŝ
⎞

⎠
(25)

+wtd
⎛

⎝
∑

(i,ti)∈SCs̄ ∶ i∈I

∣ti − t̄i∣ − ∑
(i,ti)∈SCŝ ∶ i∈I

∣ti − t̄i∣
⎞

⎠

−
⎛

⎝
∑

(i,ti)∈SCs̄

π̄i − ∑
(i,ti)∈SCŝ

π̄i
⎞

⎠

+ ∑
(i,ti)∈SCs̄

∑
r∈R

ti+di−1
∑
t=ti

ui,rρ̄r,t − ∑
(i,ti)∈SCŝ

∑
r∈R

ti+di−1
∑
t=ti

ui,rρ̄r,t

− ∑
t∈T

κ̄t(bt,s̄ − bt,ŝ) + λ̄q̄
⎛

⎝
∑

(i,ti)∈SCs̄

di − ∑
(i,ti)∈SCŝ

di
⎞

⎠

≥ wrd mī,q̄ +wmspanrdī +wmdc 0− π̄ī + λ̄q̄dī

+wovert(max(tī + dī − tclose
q̄ , 0) −max(tī − tclose

q̄ , 0)) (26)

+wtd(∣tī − t̄ī∣ − dī
max{0, maxi∈I{t̄i − 0.5dī} − tī}

mini∈I di
)

+

tī+dī−1
∑
t=tī

∑
r∈R

uī,rρ̄r,t +
∣T ∣

∑
t=tī

min{0, min
i∈I
{ ∑

r∈R

ui,r(ρ̄r,t+dī
− ρ̄r,t)}} (27)

−

∣T ∣

∑
t=tī

(wst − κ̄t) (28)

= −gain(ī, q̄, tī, π̄, ρ̄, λ̄, κ̄).
In the following, we explain why the inequality holds. First, removing a surgery cannot increase

the number of medical department changes. This implies non-negativity of the corresponding term in
(25), i.e.

∑
(i,ti)∈SCs̄ ∶ i∈I

f̄i,s̄ − ∑
(i,ti)∈SCŝ ∶ i∈I

f̄i,ŝ ≥ 0

with f̄i,s ∈ {0, 1} for all i ∈ I, s ∈ S. Furthermore, by Lemma 4.2, the marginal overtime contribution is
non-decreasing in the cumulative processing time. Hence, we obtain

max( ∑
(i,ti)∈SCŝ

di + dī − tclose
q̄ , 0) −max( ∑

(i,ti)∈SCŝ

di − tclose
q̄ , 0)

≥ max( ∑
(i,ti)∈SCŝ∶

ti<tī

di + dī − tclose
q̄ , 0) −max( ∑

(i,ti)∈SCŝ∶
ti<tī

di − tclose
q̄ , 0)

= max(tī + dī − tclose
q̄ , 0) −max(tī − tclose

q̄ , 0).
This justifies the bound on the overtime cost term used in (26). Similarly, the contribution to the reduced
cost from deviations in start times can be estimated as follows:

∑
(i,ti)∈SCs̄ ∶ i∈I

∣ti − t̄i∣ − ∑
(i,ti)∈SCŝ ∶ i∈I

∣ti − t̄i∣
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= ∣tī − t̄ī∣ + ∑
(i,ti)∈SCs̄ ∶

ti≥tī+dī,i∈I

∣ti − t̄i∣ − ∑
(i,ti)∈SCŝ ∶

ti≥tī,i∈I

∣ti − t̄i∣

= ∣tī − t̄ī∣ + ∑
(i,ti)∈SCŝ ∶

ti≥tī,i∈I

∣ti + dī − t̄i∣ − ∣ti − t̄i∣

≥ ∣tī − t̄ī∣ − dī
max{0, maxi∈I{t̄i − 0.5dī} − tī}

mini∈I di
. (29)

By the reverse triangle inequality, each term in the sum satisfies ∣ti + dī − t̄i∣ − ∣ti − t̄i∣ ≥ −dī: shifting a
start time later by dī may increase or decrease its absolute deviation, but can decrease it by at most dī.
For a lower bound it therefore suffices to discard all nonnegative terms and to bound the number of
terms that can be negative, each by −dī. A term is negative only if ∣ti + dī − t̄i∣ < ∣ti − t̄i∣, i.e. if the
later start time ti + dī lies closer to the target t̄i than ti does. Since ti + 0.5 dī is the midpoint between
the two start times, this is equivalent to t̄i > ti + 0.5 dī, which explains the threshold 0.5 dī. Together
with ti ≥ tī for cases appearing in ŝ after tī, such start times lie in the window tī ≤ ti < t̄i − 0.5 dī.
As the starting times of consecutive surgeries are separated by at least mini∈I di, at most L/mini∈I di

start times fall into a window of length L. Taking the widest such window over all cases, of length
L = max{0, maxi∈I(t̄i − 0.5 dī) − tī}, bounds the number of negative terms and hence yields the bound
in (29). The estimation of the resource dual cost in line (27) is correct because

∑
(i,ti)∈SCs̄

∑
r∈R

ti+di−1
∑
t=ti

ui,rρ̄r,t − ∑
(i,ti)∈SCŝ

∑
r∈R

ti+di−1
∑
t=ti

ui,rρ̄r,t

= ∑
(i,ti)∈SCs̄∶

ti≥tī

∑
r∈R

ti+di−1
∑
t=ti

ui,rρ̄r,t − ∑
(i,ti)∈SCŝ∶

ti≥tī

∑
r∈R

ti+di−1
∑
t=ti

ui,rρ̄r,t

=

tī+dī−1
∑
t=tī

∑
r∈R

uī,rρ̄r,t + ∑
(i,ti)∈SCŝ∶

ti≥tī

∑
r∈R

ti+di−1
∑
t=ti

ui,r(ρ̄r,t+dī
− ρ̄r,t) (30)

≥

tī+dī−1
∑
t=tī

∑
r∈R

uī,rρ̄r,t +
∣T ∣

∑
t=tī

min{0, min
i∈I
{ ∑

r∈R

ui,r(ρ̄r,t+dī
− ρ̄r,t)}}. (31)

In (30), the dual resource costs of case ī can be separated explicitly, while the remaining terms are
combined since schedules s̄ and ŝ differ only by the removal of ī. For all surgical cases starting at times
ti ≥ tī in ŝ, their contribution differs from that in s̄ due to a left shift by dī time units. The bound in (31)
is obtained by pessimistically bounding, for each time unit t ≥ tī, the marginal change in dual resource
cost by the worst-case shift over all surgical cases, and truncating positive contributions at zero.

Finally, for the bound on the dual contribution of start-time indicators in (28), note first that schedules
s̄ and ŝ are identical up to time tī, so that bt,s̄ = bt,ŝ for all t < tī and the corresponding terms vanish. It
remains to bound the contribution of the periods t ≥ tī. Since every surgery in s̄ that starts at or after
tī begins dī time units later than its corresponding surgery in ŝ, we have, with A ∶= {a ≥ tī ∶ ba,ŝ = 1},

∑
t∈T

(bt,s̄ − bt,ŝ) κ̄t = ∑
a∈A

(κ̄a+dī
− κ̄a) ≤ ∑

a∈A

(wst − κ̄a) ≤

∣T ∣

∑
t=tī

(wst − κ̄t),

where the first inequality uses κ̄a+dī
≤ wst and the second uses wst − κ̄t ≥ 0 for all t. Combining the above

bounds yields c̄s̄ > c̄ŝ whenever gain(ī, q̄, tī, π̄, ρ̄, λ̄, κ̄) < 0, which completes the proof.

While the above bounds are derived for the operating room scheduling context, the underlying bound-
ing arguments rely on structural properties of objective components that are commonly encountered
in scheduling models, including makespan-related penalties, overtime terms, and time-deviation costs.
In particular, the bound on the resource dual contribution exploits the structure of time-indexed re-
source prices and worst-case shift arguments, which arise naturally in pricing formulations of resource-
constrained project scheduling problems. More generally, similar cost structures occur across a broad
class of resource-constrained scheduling and project scheduling problems, suggesting that the proposed
bounding techniques could be adapted to related pricing problems beyond the present application.
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Theorem 4.4. Let (π̄, ρ̄, λ̄, κ̄) be an optimal solution to the dual of the master problem (DP). Consider a
schedule s̄ ∈ Sq̄ for some q̄ ∈ Q that contains surgical case ī ∈ I at starting time tī.

If gain(ī, q̄, tī, π̄, ρ̄, λ̄, κ̄) < 0, then s̄ cannot be optimal for the pricing problem, i.e. it does not attain
the minimum reduced costs.

Proof. Assume, for the sake of contradiction, that s̄ attains the minimum reduced costs among all
feasible schedules in Sq̄. Since gain(ī, q̄, tī, π̄, ρ̄, λ̄, κ̄) < 0, Lemma 4.3 implies that there exists a schedule
ŝ obtained from s̄ by omitting surgical case ī such that c̄s̄ > c̄ŝ. This contradicts the assumed optimality
of s̄. Hence, s̄ cannot be optimal for the pricing problem.

Remark 4.5. The results of Lemma 4.3 and Theorem 4.4 are not restricted to schedules generated by
the forward recursion (19), but apply equally to schedules generated by the backward recursion (21).
Consequently, within a bidirectional search framework, the corresponding buckets can be pruned in both
forward and backward directions without compromising the exactness of the LP pricing problem. In
particular, the bucket corresponding to surgical case ī at time tī can be excluded from both the forward
and backward search.

We exploit this pruning in the bucket graph labeling algorithm of Section 3.5, where it reduces the
state space explored during pricing.

Heuristic blocking of surgical cases While Theorem 4.4 provides an exact dominance criterion based on
gain(ī, q̄, t̄, π̄, ρ̄, λ̄, κ̄) (Definition 4.1), evaluating this bound at every iteration of the column generation
process would be computationally expensive. Therefore, we initially employ a heuristic approximation
gainheur(ī, q̄, t̄, π̄, ρ̄, λ̄, κ̄) (Definition 4.6) to accelerate the pricing procedure. As long as negative reduced-
cost columns are identified using this heuristic bound, the pricing algorithm continues with heuristic
blocking. Once no further improving column can be found in this way, the procedure switches to the
exact bound gain(ī, q̄, t̄, π̄, ρ̄, λ̄, κ̄).

Definition 4.6. Let π̄i with i ∈ I, ρ̄r,t with r ∈ R, t ∈ T , λ̄q with q ∈ Q, and κ̄t with t ∈ T be part of
an optimal solution to the dual problem (DP). Further, let t̄ ∈ T be a specific timestamp and q̄ ∈ Q an
operating room. For i ∈ I , let di denote the surgical duration and t̄i be the original start time. Then,
the heuristic gain of a surgical case ī ∈ I at time t̄ ∈ T in operating room q̄ ∈ Q is defined as follows:

gainheur(ī, q̄, t̄, π̄, ρ̄, λ̄, κ̄) ∶=π̄ī −maxt∈T κ̄t − λ̄q̄dī − dī ∑
r∈R

uī,rmint∈T ρ̄r,t −wmspanr dī −wrd mī,q̄

−wovert (max(t̄+ dī − tclose
q̄ , 0) −max(t̄− tclose

q̄ , 0)) −wtd∣t̄− t̄ī∣.

If, in any iteration, the pricing algorithm (Algorithm 1) fails to identify a negative-reduced-cost
column using the heuristic gain, the procedure switches to the exact bound gain(ī, q̄, t̄, π̄, ρ̄, λ̄, κ̄). This
final exact check guarantees that no improving column is missed, ensuring that the pricing problem—and
consequently the overall column generation procedure—remains exact.

4.2 Completion Bounds
In addition to the surgical-case blocking mechanism, we introduce a complementary pruning technique
based on completion bounds. These bounds allow us to estimate the maximum possible reduction in the
reduced costs of a partial schedule that can be achieved by extending it with additional surgical cases. If
even the best possible extension cannot yield a schedule with negative reduced costs, the corresponding
partial schedule and its associated buckets can be safely discarded from the search. This reduces the
enumeration space in both the forward and backward recursions without affecting the exactness of the
LP pricing problem.

Definition 4.7. For a surgical case i ∈ I∗, an operating room q ∈ Q, and a time t ∈ T , the per-time gain
ptg(i, q, t, π̄, ρ̄, λ̄, κ̄) denotes the maximum possible reduction in reduced cost that can be achieved at time
t by including case i in operating room q such that case i is running at time t, i.e. for some feasible start
time ti, ti ≤ t < ti + di. It is defined as

ptg(i, q, t, π̄, ρ̄, λ̄, κ̄) ∶=

max
⎧⎪⎪
⎨
⎪⎪⎩

π̄i − λ̄qdi −wmspanrdi −wrdmi,q −wovert (max(ti + di − tclose
q , 0) −max(ti − tclose

q , 0))
di
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+ 1I(i)
(κ̄ti −wtd∣ti − t̄i∣)

di
− ∑

r∈R

ui,rρ̄r,t ∣ ti ∈ {1, . . . , ∣T ∣}, ti ≤ t < ti + di

⎫⎪⎪
⎬
⎪⎪⎭

.

Using the notion of per-time gain ptg, we can now bound the maximum possible improvement in
the reduced cost of a schedule that may result from extending it with additional surgical cases. The
following lemma establishes a lower bound on the reduced costs of any forward extension of a given
partial schedule.

Lemma 4.8. Let s̄, ŝ ∈ Sq̄ be schedules of operating room q̄ ∈ Q (cf. Definition 3.1) generated by the
forward recursion (19). Let the sequence of surgical cases in s̄ and ŝ be identical up to time t̄, where t̄
denotes the completion time of ŝ. That is,

SCŝ = (i1, ti1), . . . , (im, tim),
SCs̄ = (i1, ti1), . . . , (im, tim), (im+1, tim+1), . . . , (in, tin).

Then, the reduced costs satisfy

c̄s̄ − c̄ŝ ≥ −tmg(q̄, t̄, π̄, ρ̄, λ̄, κ̄) ∶= − max
t̂∈{t̄,...,∣T ∣}

⎧⎪⎪
⎨
⎪⎪⎩

t̂

∑
t=t̄

max
i∈I∗
{ptg(i, q̄, t, π̄, ρ̄, λ̄, κ̄)}

⎫⎪⎪
⎬
⎪⎪⎭

.

Proof. Let Ī ∶= {im+1, . . . , in} ⊆ I∗ denote the set of cases that appear in s̄ but not in ŝ.

c̄s̄ − c̄ŝ =
n

∑
l=m+1

c̄(il−1, il, til−1 , q̄)

≥ ∑
i∈Ī

ti+di−1
∑
t=ti

⎛

⎝
wrd

mi,q̄
di
+wmspanr

di

di
+wovert

max(ti + di − tclose
q̄ , 0) −max(ti − tclose

q̄ , 0)
di

+1I(i)(wtd
∣ti − t̄i∣

di
−

κ̄ti

di
)−

π̄i

di
+

λ̄q̄di

di
)+∑

i∈Ī

∑
r∈R

ui,r
ti+di−1
∑
t=ti

ρ̄r,t

≥

tin+din−1
∑
t=t̄

−max
i∈I
{ptg(i, q̄, t, π̄, ρ̄, λ̄, κ̄)}

≥ − max
t̂∈{t̄,...,∣T ∣}

⎧⎪⎪
⎨
⎪⎪⎩

t̂

∑
t=t̄

max
i∈I∗
{ptg(i, q̄, t, π̄, ρ̄, λ̄, κ̄)}

⎫⎪⎪
⎬
⎪⎪⎭

= −tmg(q̄, t̄, π̄, ρ̄, λ̄, κ̄),

where the first equality follows from the definition of the incremental reduced cost in (20). The correct-
ness of the overtime-cost difference follows analogously from Lemma 3.2. In the first inequality, costs
associated with medical department changes are omitted. The second inequality holds because, for each
time t = t̄, . . . , tin + din , the specific surgical case scheduled in s̄ is replaced by the best possible surgical
case. Finally, the third inequality follows from replacing the specific completion time of s̄ by the best
possible completion time.

The argument for the backward search proceeds analogously. Instead of considering extensions toward
the end of the time horizon, we consider extensions toward the beginning of the schedule in the backward
search. This yields a corresponding bound on the reduced cost of any backward extension of a partial
schedule.

Lemma 4.9. Let s̄, ŝ ∈
←Ð
S q be backward schedules for operating room q ∈ Q generated by the backward

recursion (21). Let the sequences of surgical cases in s̄ and ŝ be identical from the end of the schedule
down to time t̄, where t̄ denotes the starting time of the first surgical case in partial schedule ŝ. That is,

SCŝ = (im+1, tim+1), . . . , (in, tin)

SCs̄ = (i1, ti1), . . . , (im, tim), (im+1, tim+1), . . . , (in, tin).

Then, the reduced costs and the total maximal gain ←ÐÐtmg(q, t̄, π̄, ρ̄, λ̄, κ̄) satisfy

c̄s̄ − c̄ŝ ≥ −
←ÐÐtmg(q, t̄, π̄, ρ̄, λ̄, κ̄) ∶= − max

t̂∈{0,...,t̄−1}

⎧⎪⎪
⎨
⎪⎪⎩

t̄−1
∑
t=t̂

max
i∈I∗
{ptg(i, q, t, π̄, ρ̄, λ̄, κ̄)}

⎫⎪⎪
⎬
⎪⎪⎭

.
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Proof. In the backward search, the maximal sum of per-time gains maxi∈I∗ ptg(i, q, t̄, π̄, ρ̄, λ̄, κ̄) is taken
over the time interval 0, . . . , t̄− 1 and not over t̄, . . . , ∣T ∣ as in the forward case. All remaining arguments
are identical to those of Lemma 4.8.

Combining the forward and backward maximum gain estimates, we obtain a global completion bound:
if the reduced cost of a partial schedule, after accounting for its maximum possible gain, already exceeds
a given threshold, then no extension of this schedule can yield an improving solution. This directly
leads to the following theorem, which provides a practical pruning criterion for both directions of the
bidirectional search.
Theorem 4.10. Let ŝ ∈ Sq be a forward schedule constructed via the forward recursion (19), and let ←Ðŝ ∈ ←ÐS q

be a backward schedule constructed via the backward recursion (21). Let tŝ denote the completion time
of schedule ŝ, and let t←Ð

ŝ
denote the starting time of the first surgical case in the backward schedule ←Ðŝ .

Let π̄, ρ̄, λ̄, κ̄ be optimal dual variables. If
c̄ŝ − tmg(q, tŝ, π̄, ρ̄, λ̄, κ̄) ≥ a, (32)

or
c̄←Ð

ŝ
−
←ÐÐtmg(q, t←Ð

ŝ
, π̄, ρ̄, λ̄, κ̄) ≥ a, (33)

for some a ≤ 0, then no schedule with reduced costs smaller than a can be constructed from ŝ or ←Ðŝ via
forward recursion (19) or backward recursion (21), respectively.
Proof. In Lemma 4.8 and Lemma 4.9, s̄ was chosen as an arbitrary forward or backward extension
of the partial schedule ŝ or ←Ðŝ , respectively. From these lemmas it follows directly that c̄s̄ ≥ c̄ŝ −

tmg(q, tŝ, π̄, ρ̄, λ̄, κ̄) in the forward case, and analogously for the backward case. This immediately implies
the claim.

In summary, the completion bounds provide a rigorous and computationally efficient criterion for
discarding non-promising partial schedules. By applying these bounds in both forward and backward
recursions, the bucket graph labeling algorithm can safely prune large parts of the search space while
preserving the exactness of the LP pricing problem.

4.3 Implementation of the Pruning Rules
The practical effectiveness of the pruning rules depends not only on their theoretical validity but also on
their efficient integration into the pricing algorithm. Since the bucket graph labeling phase is the most
time-critical part of the procedure, all computationally expensive components of the pruning rules are
carried out in advance.

Thus, both pruning mechanisms—surgical-case blocking and completion bounds—are evaluated once
per column-generation iteration, immediately after solving the master problem and obtaining the dual
variables. This preprocessing ensures that the labeling algorithm relies solely on inexpensive lookup
operations during label extension.

Data structure for surgical-case blocking. The pruning rule derived from Theorem 4.4 is implemented
using a unified three-dimensional blocked_surgical_cases structure indexed by operating rooms, time
periods, and surgical cases. For each operating room q ∈ Q, time t ∈ T , and surgical case i ∈ I∗, the entry
blocked_surgical_cases[q][t][i] indicates whether case i is permitted to start in room q at time t.
Entries take the value 0 if the case may start, and 1 if it is pruned according to the sufficient conditions
from Section 4.1.

During successor enumeration in Algorithm 1, the condition
blocked_surgical_cases[q][t][i] = 0,

cf. Line 13, ensures that no label extensions are generated for buckets that cannot yield improving
schedules. The dummy surgical case i0 ∈ I∗ is never blocked, i.e. blocked_surgical_cases[q][t][i0] =
0 for all q ∈ Q, t ∈ T .
Remark 4.11 (Unified feasibility and pruning structure). The blocked_surgical_cases structure en-
codes all admissibility restrictions on start times for every room–time–case combination. Due to this
generality, it also provides a natural interface for imposing additional constraints, such as branching de-
cisions within a branch-and-price framework, without requiring any modification to the core mechanisms
of the labeling algorithm.
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Precomputation of gain values. Although the gain values from Definition 4.1 (and their heuristic variant
from Definition 4.6) are used to limit the branching of successor states during label extension, their com-
putation does not depend on any partial schedule. Consequently, all gain values can be precomputed once
per column-generation iteration, immediately after solving the master problem and obtaining updated
dual variables.

Precomputation of completion-bound components. The same preprocessing strategy applies to the
completion-bound pruning of Section 4.2. Both the per-time gain ptg(i, q, t, π̄, ρ̄, λ̄, κ̄) (Definition 4.7)
and the cumulative total maximal gains used in Lemma 4.8 and Lemma 4.9 depend only on the time, the
operating room, and the dual variables of the current master problem solution. Consequently, all these
values can be precomputed once per column-generation iteration, prior to invoking the bucket graph
labeling algorithm.

Only a single operation remains within the labeling process itself: when a partial schedule is exten-
ded during the forward or backward recursion, the precomputed total maximal gains are substracted
from the reduced costs of this schedule according to the expressions of Theorem 4.10, i.e. the forward
expression (32) or the backward expression (33),

c̄ŝ − tmg(q, tŝ, π̄, ρ̄, λ̄, κ̄) ≥ a,

or

c̄←Ð
ŝ
−
←ÐÐtmg(q, t←Ð

ŝ
, π̄, ρ̄, λ̄, κ̄) ≥ a.

These checks reduce to constant-time lookups combined with simple arithmetic operations, as indicated
in Line 18 of Algorithm 1.

Integration into the labeling algorithm. All expensive components of the pruning rules, especially the
gain computations, are handled prior to the labeling phase. This design is computationally advantageous:
inside the bucket graph labeling recursion, whose iterations constitute the most time-critical component of
the pricing procedure, only constant-time checks are necessary. This is possible because the precomputed
values are stored either in the blocked_surgical_cases structure or in the analogous structure holding
the total maximal gains, from which they are retrieved by a simple lookup during the labeling process.

This leads to a substantial reduction in the number of generated labels, without introducing additional
overhead within the recursion.

5 Branch-and-Price Algorithm
So far, we have focused on solving the linear relaxation efficiently using column generation. While
the LP solution is occasionally integer and thus optimal for the IP, this is rare; most instances yield
fractional solutions and leave an optimality gap. To enforce integrality, the column generation procedure
must therefore be embedded into a branch-and-bound framework. This results in our branch-and-price
algorithm, which combines dynamic column generation with systematic branching.

We first discuss the choice of branching strategies, ranging from variable-based decisions to aggreg-
ated, problem-specific structures. We then describe how branching decisions are enforced within the
pricing problem in a way that preserves the structure of the column generation subproblem. Finally,
we address the selection of branching candidates and introduce a hybrid meta-selection scheme that
adaptively chooses among the available strategies.

Throughout this section, we use both the schedule-based formulation (MP) and the original variables
xi,q,t of (IM), which can be recovered from the schedule-based solution by aggregation. For clarity, we
switch between these representations whenever this simplifies the exposition.

5.1 Branching Strategy
In branch-and-price, a branching candidate is a fractional object c identified in the current LP solution
on which the branching rule defines complementary branching decisions that partition the feasible region
into disjoint child problems. The key purpose of a branching strategy is thus to determine how the
current problem can be divided, guiding the branch-and-bound tree exploration efficiently. For a given
strategy m, we denote by Cm the set of all branching candidates generated at the current node. The
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size and structure of Cm depend on the chosen strategy, as different interpretations of the fractional
LP solution lead to different decompositions of the feasible region. In the following, we introduce five
branching strategies in our branch-and-price framework, namely m ∈ M ∶= {SRT, SR, ST, MD, RTR},
each defining its own set of candidates Cm based on structural properties of the fractional LP solution.

surgery-room-time branching (SRT) is the natural branching strategy in our use case. The idea is to
map the current fractional solution back to the original variables xi,q,t of the integrated MIP model,
which are binary in the IP formulation. Consequently, every fractional variable xi,q,t < 1 qualifies as a
candidate c ∈ CSRT for branching. When a fractional variable xi,q,t is selected for branching, two child
nodes are created. In the right child the variable is fixed to xi,q,t = 1, enforcing that surgery i ∈ I must
start in room q at time t. In the left child node, the variable is fixed to xi,q,t = 0, which forbids surgery
i from starting in room q at time t. It is immediate that SRT branching forms a complete branching
strategy, i.e. if no branching candidate can be identified, the LP solution at the current node is integral.

surgery-room branching (SR) is an alternative branching strategy, where candidates c ∈ CSR are defined
at the level of surgeries and operating rooms rather than individual time slots. A branching candidate
is identified whenever there exists a surgery i ∈ I such that 0 < ∑t∈T xi,q,t < 1 for some q ∈ Q, that is,
when a surgery is fractionally assigned to multiple rooms in the current solution. Once a candidate
c = (ī, q̄) ∈ CSR has been selected, two child nodes are created. In the right node, surgery ī is enforced to
take place in room q̄, i.e. ∑t∈T xī,q̄,t = 1, while in the left node, surgery ī is forbidden from taking place
in room q̄, i.e. ∑t∈T xī,q̄,t = 0. Unlike SRT branching, SR branching is not complete: a surgery may still
be fractionally assigned to multiple start times within a single room.

surgery-time branching (ST) defines branching candidates c ∈ CST at the level of surgeries and their
potential start times. A candidate arises whenever a surgery i ∈ I is fractionally assigned to more than
one start time, that is, when there exist t1, . . . , tn ∈ T with n > 1 such that ∑q∈Q xi,q,tk

> 0 for all
k = 1, . . . , n. In this case, surgery i is fractionally scheduled to start at multiple times. From these
time indices we compute their average tavg

i = 1
n ∑

n
k=1 tk, and the pair (i, tavg

i ) constitutes the branching
candidate c ∈ CST. Once a candidate (i, tavg

i ) ∈ CST has been selected, two child nodes are created. In the
right node, we enforce that surgery i starts no earlier than tavg

i . This is achieved by forbidding all start
times strictly before tavg

i , and forcing the surgery to start at tavg
i or later, i.e. ∑∣T ∣

t=tavg
i
∑q∈Q xi,q,t = 1. In

the left node, we enforce the opposite: surgery i must start strictly before tavg
i . Accordingly, we require

∑
tavg
i
−1

t=1 ∑q∈Q xi,q,t = 1. Unlike SRT branching, surgery-time branching is not a complete strategy. It
may occur that no branching candidate of this type exists – i.e. each surgery is assigned to exactly one
starting time – yet a surgery is still fractionally assigned to multiple rooms at that starting time, leaving
the overall solution non-integral.

medical-department branching (MD) constitutes another branching strategy tailored to our problem.
A central modeling objective is to reduce the number of medical-department changes within each op-
erating room q ∈ Q. In any integral solution, this number must itself be integral. In a fractional LP
solution, however, a room may be assigned multiple schedules fractionally, each of which contributes a
number of department changes. For a room q ∈ Q, let med_dep_changeq = ∑s∈Sq

ys∑(i,ti)∈SCs
f̄i,s. If

med_dep_changeq ∉ Z, then room q gives rise to a branching candidate c = (q, med_dep_changeq).
Once such a candidate (q, med_dep_changeq) ∈ CMD is chosen, two child nodes are created. In the
right node, we enforce that room q may only use schedules whose number of department changes is at
least ⌈med_dep_changeq⌉. Conversely, in the left node, we restrict room q to schedules whose number
of department changes does not exceed ⌊med_dep_changeq⌋. Medical-department branching is not a
complete strategy: it may happen that every room exhibits an integral number of department changes,
yet surgeries remain fractionally assigned across multiple rooms or multiple starting times, leaving the
solution non-integral.

room-time-resource branching (RTR) constitutes the final branching strategy in our framework and
exploits a structural particularity of our use case. Surgeons and operating assistants are modeled as
regular resources, but each of them is available in exactly one unit. We therefore identify a subset
R1 ⊆ R of unit-capacity resources. The core idea of RTR branching is to branch specifically on such
resources. In a fractional LP solution, it may occur that for a room q ∈ Q, time t ∈ T , and unit-capacity
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resource r ∈ R1, the total fraction of schedules using resource r at time t is strictly less than 1, i.e.
∑s∈Sq

us,r,t ys < 1. In this case, the triple c = (q, t, r) is identified as a branching candidate. Once
such a candidate (q, t, r) ∈ CRTR has been selected, two child nodes are created. In the right node, we
enforce that room q may only select schedules that use resource r at time t, i.e. us,r,t = 1 for all s ∈ Sq.
Conversely, in the left node, we restrict room q to schedules that do not use resource r at time t, i.e.
us,r,t = 0 for all s ∈ Sq. As with ST and MD branching, RTR is not a complete strategy. For example,
consider a unit-capacity resource (e.g. a surgeon) assigned to two surgeries A and B that appear in
different orders across two schedules of the same room, while all other surgeries coincide. If each of these
schedules receives a fractional value of 0.5, then no RTR branching candidate is detected, because the
resource is used with total weight 1 at every time point. Nevertheless, the solution is still fractional due
to the inconsistent ordering of A and B. While RTR branching could, in principle, be extended to all
active periods of a unit-capacity resource, this substantially increases the number of candidates without
comparable benefits. We therefore restrict RTR branching to resource start times.

Each strategy m ∈ M thus equips the current node with its own candidate set Cm. For effect-
ive branching, two selection questions then arise: which strategy to draw candidates from, and which
candidate within that strategy to branch on. We address the latter in Section 5.3 and the former in
Section 5.4.

5.2 Enforcement of Branching Decisions in Pricing
All branching strategies m ∈M introduced in the previous section partition the feasible region into two
disjoint child problems. The same holds for the hybrid meta-strategy introduced in Section 5.4, which
selects among them. To ensure correctness of the branch-and-price scheme, schedules forbidden by a
branching decision must not be regenerated when solving the pricing problems at the corresponding
child nodes.

A classical approach is to enforce branching decisions by adding explicit constraints to the master
problem, which introduces additional dual variables and alters the pricing subproblem. In our framework,
this is not required. Instead, branching decisions are enforced directly within the pricing problem by
marking the corresponding bucket transitions or start times as infeasible in the unified feasibility-and-
pruning structure introduced in Section 4.1. Concretely, branching constraints are realized by updating
the blocked_surgical_cases mask, ensuring that no forbidden edges or start times can be explored
by the bucket graph labeling algorithm. This prevents the generation of new columns that violate the
branching decision. In addition, columns inherited from the parent node that violate the decision are
removed from the master problem of the child node.

As a result, branching is seamlessly integrated into the pricing phase without additional dual vari-
ables or requiring any modifications to the labeling recursion. The pricing problem therefore remains
structurally identical throughout the entire branch-and-price tree.

5.3 Variable Selection
Given the candidate set Cm of a branching strategy m, we now turn to selecting a single candidate c ∈ Cm

to branch on. The selection follows a reliability branching framework, see Achterberg et al. (2005). For
completeness, we briefly recall the underlying principles of strong branching and pseudocost branching,
before describing their combination in the branch-and-price context.

Let c ∈ Cm, m ∈M be a branching candidate at a node of the branch-and-bound tree. We define the
branching score scorec of c as a function of the bound improvements of its tentative child nodes:

scorec = α min{∆left
c , ∆right

c } + (1−α)max{∆left
c , ∆right

c },

where α ∈ [0, 1] is a weighting factor balancing the smaller and the larger of the two bound improvements,
and ∆left

c and ∆right
c denote the change in the LP objective value for the left and right child nodes,

respectively.

Strong branching is a powerful but computationally expensive variable selection rule. For each branch-
ing candidate c, both tentative child nodes are explored: their LP relaxations are solved, and the resulting
bound improvements ∆left

c and ∆right
c are used as scores for evaluating the quality of c. In a classical

LP-based branch-and-bound setting, this requires two LP solves per candidate. In a branch-and-price
framework, each tentative LP solve corresponds to a full column-generation procedure, which makes
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strong branching prohibitively expensive. To reduce the computational effort, we adopt two acceleration
mechanisms inspired by Achterberg et al. (2005):

Look-ahead strategy. Candidates c ∈ C are evaluated in a prescribed order. If for λ consecutive
candidates no new best score is found, the strong-branching evaluation is terminated early. Thus, only a
subset C′ ⊆ C is evaluated. In practice, we observed that large values of λ mainly increase running time
without improving branching decisions. Hence, we set λ = 5.

CG iteration limit. During strong branching, each tentative child LP may require multiple CG
iterations between master and pricing problem. To bound this cost, we impose an iteration limit γ: after
at most γ CG iterations, the current LP objective is used for the calculation of the strong-branching
score. We set γ = 0, meaning that only the master problem is solved once and no pricing iterations are
performed. This choice is motivated by the observation that larger values of γ increase runtime without
improving branching decisions.

These mechanisms maintain the decision quality of strong branching while keeping its computational
cost manageable in the branch-and-price setting.

Pseudocost branching estimates bound improvements based on historical observations from previous
branching decisions. For each candidate c, observed improvements ∆left

c and ∆right
c are stored and averaged

to approximate future branching scores. As more observations are collected, pseudocost estimates become
increasingly reliable and reduce the need for strong branching.

Reliability branching combines the strengths of strong branching and pseudocost branching. At each
node, the method decides for each candidate c whether its pseudocosts are sufficiently informative to
be used reliably. A reliability parameter ηrel ∈ N is employed, and pseudocosts of candidate c are
considered reliable if ηc ≥ ηrel, and unreliable otherwise. The variable selection rule follows accordingly.
For candidates with unreliable pseudocosts (ηc < ηrel), strong branching is executed. The resulting scores
update the pseudocosts. For candidates with reliable pseudocosts (ηc ≥ ηrel), branching decisions are
based solely on the pseudocost estimates, without solving the tentative child nodes.

This hybrid strategy is particularly suitable for branch-and-price: near the root of the tree, strong
branching provides high-quality guidance, while deeper in the tree, reliable pseudocosts avoid repeated
column-generation-based evaluations and substantially reduce computational effort.

5.4 Hybrid Method for Predicting Branching Performance
Section 5.3 described how to select a candidate within a given strategy m. It remains to determine which
strategy to apply at the current node in the first place, since the strategies in M differ in completeness
and in the candidates they generate. We now introduce a hybrid meta-selector for this choice. The
core idea of the hybrid method is to select, at each branching node, the branching strategy m ∈ M
with M = {SRT, SR, ST, MD, RTR} that is expected to perform best. To do so, the method computes a
data-driven prediction of the branching performance for every strategy and then chooses the one with the
highest predicted score. Thus, the hybrid method does not introduce a new branching strategy; instead,
it acts as a meta-selector that adaptively chooses among the existing strategies. We deliberately keep
this meta-selection lightweight. It serves as a proof of concept demonstrating that data-driven strategy
selection is beneficial, while a more elaborate learning-based selector lies beyond the scope of this work
and is left for future research. For each method m ∈M we define a predicted performance score

predicted_scorem = µm +∑
i

wm,i ⋅ zi, zi =
xi − x̄i

si
,

where µm denotes the average observed score of method m in the training set. Parameter wm,i is the
empirical correlation between feature i and the score of m, xi is the value of feature i at the current
node, and x̄i, si are the mean and standard deviation of feature i in the training set. This formulation
combines method-specific mean performance with expected deviations induced by node features.

Correlation-based contributions may be noisy, in particular for methods with few observations. To
dampen this effect, we introduce a factor β ∈ (0, 1], yielding

predicted_scorem = µm + β∑
i

wm,i ⋅ zi.

Using standardized feature values zi ensures comparability across heterogeneous features and avoids
scale dominance in the correlation term.
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We consider the following groups of node features: (i) indicators of parallel fractional use of unit-
capacity resources, (ii) indicators of fractional assignment of surgeries across rooms, (iii) indicators of
fractional assignment across time, and (iv) indicators of fractional medical-department changes. Formal
definitions of all features are provided in Appendix A.4.

The performance of a branching method as well as its correlation with node features typically de-
pend on the node depth l (defined as the distance of the current node to the root node, measured in
branching steps) in the branch-and-bound tree. To capture this effect, the parameters µm and wm,i can
be replaced by depth-dependent estimates µm(l) and wm,i(l), which allows the hybrid method to refine
its performance predictions based on the node’s position in the search tree.

As a further refinement, we also consider an instance-specific characteristic in estimating the average
observed performance µm: the maximum worktime of a unit-capacity resource. For a resource r ∈ R1, this
is defined as max_wtr = ∑i∈Ir

di, where Ir ⊆ I is the set of surgeries requiring resource r. We observed
that the score of branching strategies behaves differently on instances with large maximum worktime
compared to instances with small maximum worktime. Consequently, we model µm as a function of both
the node depth l and the maximum worktime max_wt, i.e. µm(l, max_wt).

Taken together, the hybrid method provides a flexible scoring mechanism that balances empirical
mean performance, feature-based predictions, and robustness considerations, and can be adapted to
depth-specific behavior within the branch-and-bound process.

Together, the components of this section define the complete branching process: at each node, the
meta-selector chooses a strategy m, reliability branching selects a candidate from Cm, and the resulting
decision is enforced directly in the pricing problem as described in Section 5.2.

6 Computational Study
All computational experiments are based on real-world operating-room data from a large maximum-care
hospital (a Krankenhaus der Maximalversorgung in the German hospital-planning system, providing
highly specialized medical care comparable to a university hospital), covering approximately 600 oper-
ating days over a two-year period. Each day constitutes one instance with 10–13 operating rooms and
a mix of elective and emergency surgeries. All experiments were conducted on a personal computer
equipped with an Intel Core i7–9750H CPU (2.6 GHz, 6 cores) and 32 GB of RAM. All linear and mixed-
integer programs, including the master problems of the branch-and-price approach and the integrated
model, were solved using Gurobi Optimizer 12.0 Gurobi Optimization, Inc. (2026). The branch-and-price
framework was implemented in C++.

To prevent data leakage and overfitting, the available instances were strictly partitioned across the
different experimental stages. The evaluation of pricing model variants (Section 6.1), the configuration
selection (Section 6.2), and the training of the hybrid branching strategy were all conducted on instances
drawn from the same two-month period. The comparison of branching strategies (Section 6.3) uses
instances from a separate two-month period. The remaining 401 instances were reserved exclusively for
the comparison with the integrated model (Section 6.4).

For the simulation study, 30 operating days were randomly selected from the two-year period. Only
days with at least 30 elective surgeries were considered to ensure sufficient scheduling complexity and
meaningful performance differences.

6.1 Pricing Model Variants
In this section, we compare alternative formulations of the pricing problem within the column generation
framework. Specifically, we consider four variants: the classical shortest path problem (SPP), the k-
cycle shortest path problem with k = 3, the elementary shortest path problem (ESPP), and the ng-route
relaxation (cf. Section 3.4). These formulations represent increasing levels of cycle elimination and
illustrate the trade-off between modeling strength and computational effort.

Table 1 reports the number of visited labels for each pricing formulation. Since absolute runtimes are
highly implementation-dependent, the number of visited labels is used as an implementation-independent
proxy for the intrinsic computational complexity of the pricing problem.

The results exhibit a clear and consistent ordering. The SPP formulation yields the lowest number
of visited labels, followed by the ng-route relaxation and 3-cycle elimination, while ESPP induces by far
the largest search effort. This pattern holds across all summary statistics and is particularly pronounced
in the extreme cases. ESPP reaches nearly 600 million visited labels on some instances, revealing severe
scalability issues and even leading to time-limit violations without proving LP optimality.
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Model Geometric Mean Median Maximum
ESPP 6 852 000 8 509 000 599 506 000
3-cycle-elimination 4 631 000 6 647 000 100 647 000
ng-route 3 527 000 4 956 000 68 383 000
SPP 2 128 000 1 992 000 41 624 000

Table 1: Visited labels for each pricing formulation (rounded to thousands).

SPP 3-cycle-elimination ng-route ESPP
Model

100,000,000

200,000,000

300,000,000

400,000,000

500,000,000

600,000,000

Vi
sit

ed
 L

ab
el

s

Distribution of Visited Labels by Model

Figure 2: Combined violin and box plot of visited labels for the different pricing formulations.

Figure 2 provides a more detailed view of the distribution of visited labels. The violin and box plots
show that ESPP not only entails a higher average search effort, but also exhibits a substantially heavier
tail, indicating a small number of particularly hard instances. In contrast, the ng-route and k-cycle-
elimination formulations display more compact distributions, suggesting a more stable and predictable
pricing behavior across instances. While SPP yields the smallest number of visited labels, this comes at
the cost of a considerably weaker relaxation and inferior dual bounds, as discussed next.

Figure 3 shows the empirical cumulative distribution functions of the relative root-node integrality
gaps for the different pricing formulations. For a given instance and pricing formulation, we define the
relative root-node integrality gap as

root gap =
zroot

IP − zroot
LP

zroot
LP

,

where zroot
LP denotes the optimal value of the LP relaxation at the root node and zroot

IP denotes the best
integer solution found at the root node. Hence, a smaller value indicates a tighter LP relaxation and/or
a higher-quality integer solution at the root node.

As expected, pricing formulations with stronger cycle-elimination mechanisms yield substantially
tighter root-node gaps than the classical SPP. The k-cycle-elimination approach already leads to a
noticeable improvement, while both ESPP and the ng-route formulation clearly dominate the remaining
methods. Interestingly, the ng-route formulation slightly outperforms ESPP in parts of the empirical
CDF. While ESPP provides a theoretically stronger LP relaxation and therefore never produces weaker
LP bounds, the ng-route formulation is able to generate high-quality columns more efficiently in some
instances. This can result in better integer solutions at the root node, leading to marginally smaller
observed root gaps.

Overall, the close overlap of the ESPP and ng-route curves confirms that ng-route achieves root-node
performance comparable to ESPP, while avoiding the substantial computational overhead associated with
solving the elementary shortest path problem. In contrast, SPP offers fast pricing but weak relaxations,
whereas ESPP yields very tight bounds at prohibitive computational cost. The ng-route formulation
strikes an excellent balance between solution quality and efficiency and is therefore adopted as the
default pricing model for the remainder of this study.
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Figure 3: Empirical cumulative distribution of relative root-node integrality gaps for different pricing
formulations.

6.2 A Comparative Study of Pruning and Heuristic Configurations
In this subsection, we conduct an ablation study of the pruning and heuristic components of the proposed
bucket graph labeling algorithm. The analysis focuses on the root node of the branch-and-price algorithm
and quantifies how individual techniques and their combinations reduce search effort and stabilize runtime
behavior.

To this end, we consider a set of configurations that systematically vary the applied pruning meth-
ods and heuristic strategies. Each configuration is defined by a combination of a pruning setting and a
heuristic setting, allowing us to analyze both individual effects and possible interactions. The pruning
configurations are defined as follows. (0P) denotes the baseline variant without any pruning. (P1) cor-
responds to the surgical case blocking (cf. Section 4.1), and (P2) correspond to the completion bound
pruning (cf. Section 4.2). The configuration (2P) indicates that both pruning methods are applied sim-
ultaneously. Analogously, the heuristic configurations are defined as follows. (0H) denotes the variant
without any heuristic guidance. (H1) refers to the heuristic surgical case blocking introduced in Sec-
tion 4.1. (H2) denotes the ECS-guided case restriction heuristic introduced in Section 3.5. The row (2H)
denotes the combination of both heuristics. Finally, the column labeled (GM) reports the geometric
mean over all pruning configurations for a fixed heuristic setting, while the row labeled (GM) reports
the geometric mean over all heuristic configurations for a fixed pruning setting. Table 2 reports the

(a) Forward search

0P P1 P2 2P GM
0H 4.535 2.197 2.832 1.994 2.890
H1 3.744 1.518 2.020 1.337 2.155
H2 3.103 1.520 1.756 1.367 1.937
2H 3.062 1.157 1.489 1.000 1.677
GM 3.611 1.598 2.024 1.425

(b) Bidirectional search

0P P1 P2 2P GM
0H 2.853 1.976 2.410 1.795 2.259
H1 2.510 1.374 2.869 2.003 2.189
H2 1.945 1.310 1.578 1.178 1.503
2H 1.824 1.000 2.739 1.956 1.880
GM 2.283 1.415 2.399 1.733

Table 2: Geometric mean of visited label factors for the bucket graph labeling algorithm, expressed
relative to the minimum value. Table (a) shows results for the forward search only, Table (b)
for the bidirectional search.

geometric mean of visited-label factors for the bucket graph labeling algorithm under different combina-
tions of pruning methods and heuristic strategies. For each configuration, the geometric mean of visited
labels across all instances is computed and normalized by the minimum geometric mean observed over all
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configurations. Since the number of visited labels directly reflects the size of the explored search space,
this measure serves as an implementation-independent indicator of the effectiveness of the proposed
acceleration techniques.

For the forward search, the results clearly demonstrate the strong impact of pruning on the search
effort. Compared to the baseline configuration without pruning (0P), both pruning methods lead to
substantial reductions in the number of visited labels across all heuristic settings. While surgical case
blocking (P1) already yields pronounced improvements, completion bound pruning (P2) further reduces
the search space, and their combination (2P) consistently achieves the smallest label counts. This trend
is also reflected in the geometric means across heuristic configurations, which decrease from 3.611 for 0P
to 1.425 for 2P.

For the bidirectional search, the effect of pruning is more differentiated. Surgical case blocking (P1)
again proves to be highly effective and results in a consistent reduction of visited labels compared to
the unpruned baseline. In contrast, completion bound pruning (P2) does not yield the same level of
improvement when applied in isolation and, for several heuristic settings, even leads to slightly increased
label counts. As a consequence, the combined pruning configuration (2P) does not uniformly dominate
all other variants in the bidirectional setting. These results indicate that not all pruning mechanisms
transfer equally well from forward to bidirectional search.

Heuristic guidance provides an additional reduction in visited labels for both search strategies. In
particular, configurations combining both heuristics (2H) consistently achieve the lowest or near-lowest
label counts within each pruning category. This suggests a complementary interaction between pruning
and heuristics: pruning primarily reduces the feasible search space, while heuristics guide the labeling
process toward promising regions within this reduced space. Table 3 reports the geometric mean of

(a) Forward search

0P P1 P2 2P GM
0H 2.715 2.056 2.219 1.929 2.230
H1 2.290 1.502 1.749 1.474 1.754
H2 1.705 1.344 1.308 1.235 1.398
2H 1.690 1.038 1.171 1.000 1.225
GM 2.100 1.485 1.612 1.409

(b) Bidirectional search

0P P1 P2 2P GM
0H 2.377 1.945 2.160 1.852 2.083
H1 2.227 1.544 2.413 1.984 2.042
H2 1.515 1.204 1.308 1.113 1.285
2H 1.510 1.000 2.064 1.691 1.566
GM 1.907 1.423 1.986 1.660

Table 3: Geometric mean of solution time factors for the bucket graph labeling algorithm, expressed
relative to the minimum value. Table (a) shows results for the forward search only, Table (b)
for the bidirectional search.

solution time factors for the bucket graph labeling algorithm under the same configurations as in Table 2,
and it is constructed in an analogous manner. While Table 2 illustrates the potential reduction in search
effort due to pruning and heuristics, Table 3 provides the practical perspective by showing the actual
runtime effects, including any overhead introduced by these acceleration techniques. In this sense, the
solution time factors offer a direct measure of the efficiency gains achievable in practice.

The observed trends largely mirror those seen for the visited labels: configurations employing pruning
and heuristic strategies generally lead to substantial reductions in computation time. Although the im-
provements are slightly tempered by the overhead of applying these techniques, the effect remains clearly
visible. In particular, the combination of both heuristics (2H) consistently achieves the lowest solution
time factors, while the impact of individual pruning methods varies between forward and bidirectional
search, analogous to the trends noted in Table 2. Overall, this confirms that the proposed pruning rules
and heuristics not only reduce the search effort theoretically but also translate into tangible runtime
gains. Table 4 provides a comparative view of the actual solution times across the three selected config-
urations, allowing for a direct assessment of the practical impact of pruning strategies in both forward
and bidirectional search. The reported metrics include mean, median, standard deviation, minimum,
and maximum solution times, expressed as relative factors w.r.t. the instance-wise minimum across all
configurations. It is important to note that the calculation of factors differs from that in Tables 2 and 3.
For Table 4, the factor is determined per instance: for each problem instance, the runtime of a given
configuration is divided by the minimum runtime observed across all 32 configurations. The reported
statistics (mean, median, std, min, max) are then computed over these instance-wise factors. This ap-
proach allows a fair and detailed comparison of how each configuration performs relative to the best
possible runtime on a per-instance basis. The last row indicates how often each configuration achieved
the lowest runtime, out of the 43 instances considered.

27



Metric bidir 0P/2H onedir 2P/2H bidir P1/2H
Time (mean) 10.14 8.18 6.38
Time (median) 3.13 2.48 2.25
Time (std) 13.15 11.61 8.49
Time (min) 0.01 0.02 0.01
Time (max) 56.02 44.00 40.75
Factor (mean) 1.869 1.449 1.242
Factor (median) 1.870 1.346 1.134
Factor (std) 0.409 0.460 0.314
Factor (min) 1.089 1.000 1.000
Factor (max) 3.166 2.836 2.125
# fastest sol. time 0 6 13

Table 4: Descriptive statistics of solution times and corresponding factors for selected best-performing
configurations of the bucket graph labeling algorithm.

The results clearly illustrate the effectiveness of the proposed pruning methods. The forward search
configuration with both pruning techniques and heuristics (onedir 2P/2H) achieves lower solution times
across all relevant metrics compared to the standard bidirectional search without pruning (bidir 0P/2H).
This demonstrates that the application of pruning can compensate for, and even surpass, the additional
theoretical advantages offered by bidirectional search. Furthermore, the bidirectional configuration with
surgical case pruning and both heuristics (bidir P1/2H) shows that the first pruning method is versatile
enough to enhance bidirectional search, yielding further improvements relative to bidir 0P/2H.

Overall, the combined analysis of Tables 2 - 4 confirms the substantial impact of the proposed pruning
techniques and heuristics on the computational performance of the bucket graph labeling algorithm.
Table 2 illustrates the reduction in search effort through fewer visited labels, while Table 3 shows that
these theoretical gains translate into tangible runtime improvements, even when accounting for any
overhead introduced by the acceleration methods. Finally, Table 4 demonstrates that pruning can,
in some cases, compensate for the additional complexity of bidirectional search, highlighting that the
implemented pruning strategies are the primary drivers of computational efficiency, with the choice of
search direction playing a secondary role once these methods are applied.

6.3 Comparison of Branching Strategies
In this subsection, we compare several branching strategies within the branch-and-bound framework
introduced in Sections 5.1 and 5.4. The evaluated strategies comprise five static rules (SRT, ST, SR,
RTR, and MD), as well as two dynamic approaches: a learned hybrid branching strategy and a manually
designed alternating strategy. The hybrid branching strategy was trained on 44 instances corresponding
to two months of operating schedules. Based on this training set, average performance indicators and
correlations between node features and branching outcomes were estimated, as described in Section 5.4.
All strategies were subsequently evaluated on a disjoint test set of 43 instances drawn from a different two-
month period, ensuring that all reported results reflect strict out-of-sample performance. In addition, we
consider an alternating branching strategy, which applies MD branching at the root node and alternates
between ST and SR branching at increasing depths of the branch-and-bound tree. This strategy was
motivated by preliminary experiments indicating strong performance of MD branching at the root node,
while ST and SR achieved favorable scores at deeper levels of the search tree. Table 5 summarizes the
overall performance of all branching strategies. It reports the number and percentage of instances solved
to proven optimality, as well as penalized runtime statistics that account for time limit violations. All
experiments were conducted with a time limit of 60 seconds per instance, reflecting runtimes that are still
acceptable in a hospital planning context. Instances reaching the time limit were penalized by assigning
a runtime of ten times the time limit (600 seconds). This penalization ensures that frequent time-limit
violations are appropriately reflected in the runtime statistics while maintaining comparability across
methods.

The results in Table 5 indicate that the two dynamic branching strategies outperform the static
branching rules across all considered performance measures. Both the hybrid strategy and the alternating
strategy solve a larger fraction of instances and achieve lower penalized runtimes on average, with a slight
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Solved Penalty Time
branching strategy absolute relative geom. mean median arith. mean
MD 33 76.74 10.77 8.62 147.20
SR 33 76.74 10.86 9.00 147.08
SRT 34 79.07 9.77 8.86 134.24
RTR 36 83.72 9.41 10.13 108.95
ST 36 83.72 9.22 9.04 108.92
alternating 37 86.05 8.39 8.81 95.53
hybrid 37 86.05 8.16 8.49 95.42

Table 5: Overall comparison of branching strategies.

but consistent advantage in favor of the hybrid approach. In contrast, the relative performance of the
static branching strategies is less conclusive. While individual static rules perform well under specific
metrics, no single strategy consistently dominates across all criteria, highlighting the sensitivity of static
branching decisions to instance characteristics.

While Table 5 provides an aggregate view of overall performance, it does not reveal how the branching
strategies behave on instances that cannot be solved to optimality. Figure 4 visualizes the distribution
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Figure 4: Sorted optimality gaps per branching strategy.

of optimality gaps across branching strategies for the subset of 12 test instances for which at least one
method fails to prove optimality within the imposed time limit of 60 seconds. For comparability, the
same set of instances is considered for all strategies, including instances where a given method attains
optimality (resulting in a zero gap). For each branching strategy, gaps are sorted in ascending order
independently. The resulting monotone curves emphasize the overall gap profiles and tail behavior
rather than instance-wise dominance.

Overall, the observed gaps are consistently small, remaining below 5% for all strategies. This behavior
can be attributed to the underlying column-generation framework with an ng-schedule shortest path
subproblem, which typically produces high-quality primal bounds even when optimality cannot be proven
within the time limit. The hybrid branching strategy shows a consistently strong performance across
the considered instances. While it does not dominate all other strategies on every instance, its gap
curve remains competitive throughout and improves upon the alternating strategy, especially in the
upper tail corresponding to more difficult instances. These results suggest that the hybrid strategy
effectively compensates for weaknesses of individual static branching rules by dynamically selecting
among them on a node-by-node basis. In contrast, the alternating strategy, while also designed to
combine different branching principles, appears less capable of adapting to instance-specific difficulties,
resulting in slightly larger gaps on more challenging instances. A closer inspection of the hybrid strategy
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reveals that it predominantly relies on ST branching (approximately 55%), followed by RTR (28%)
and MD (12%), with SR being selected only rarely (5%). Notably, STR branching, despite being the
most straightforward branching choice, is never selected by the hybrid strategy, suggesting that the
more sophisticated alternatives consistently provide a better trade-off between branching quality and
computational cost.

While the gap-based analysis focuses on solution quality in the presence of time limit violations, the
next analysis considers solution times on instances that are solved to optimality by all strategies, thereby
isolating pure runtime effects. Figure 5 compares the solution times of all branching strategies on the
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Figure 5: Solution times on fully solved instances for all branching strategies.

subset of 31 test instances that are solved to proven optimality by all methods within the time limit.
By restricting the analysis to this instance set, the figure isolates pure runtime effects and excludes any
influence of time limit violations or incomplete solutions. The boxplots show that the hybrid branching
strategy consistently achieves the lowest solution times among all considered methods. In particular,
hybrid exhibits the smallest interquartile range as well as the lowest upper quartile, indicating a high
degree of runtime stability on easier instances. The alternating strategy performs comparably well, but
remains consistently slower than the hybrid approach across all considered measures.

In summary, the results indicate that the hybrid strategy consistently outperforms all static branching
rules across all three analyses – the penalized runtime comparison, the sorted gap profiles, and the
solution times on fully solved instances – combining low solution times with small gaps even on challenging
instances. The alternating strategy, while dynamic, shows advantages primarily in the penalized runtime
comparison; in the gap and runtime analyses its performance is more mixed. Static strategies are
occasionally competitive, but less robust overall. Importantly, the current implementation of hybrid
relies on a relatively simple learning scheme, suggesting that further methodological improvements could
enhance its performance even more.

Overall, these findings demonstrate that dynamically combining multiple branching strategies provides
a promising approach to a more robust solver, achieving strong performance across both easy and difficult
instances.

6.4 Comparison with Integrated Model
In this section, we compare the performance of the proposed branch-and-price (BnP) approach with an
integrated mixed-integer programming (MIP) model solved using Gurobi, as introduced in Section 2.
The BnP approach is evaluated in its two best-performing configurations, identified in Table 4: a one-
directional pricing variant (Onedir 2P/2H) and a bidirectional pricing variant (Bidir P1/2H). Both
configurations employ the hybrid branching strategy described in Section 5.4.

Since the pruning rules introduced in Section 4 constitute a central contribution of this work, we
aim to evaluate their effect independently of the choice of advanced pricing techniques. To this end,
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we compare two BnP configurations: one using a forward-only (one-directional) search and one using a
bidirectional search.

All experiments are conducted on a separate test set comprising 401 instances spanning 17 months.
None of these instances were used in previous sections for tuning algorithmic parameters or branching
strategies, ensuring an unbiased evaluation of method performance across varying problem sizes. A time
limit of 60 seconds is imposed on both the BnP approach and the integrated MIP model solved by Gurobi.
Table 6 summarizes the performance of the three considered solution approaches across four instance

Solved Gap (%)
#Surg. #Inst. Method absolute relative geom. mean median arith. mean
≤ 20 59 BnP-bidir 58 98.31 0.02 0.00 0.00
≤ 20 59 BnP-onedir 58 98.31 0.02 0.00 0.00
≤ 20 59 Integrated model 46 77.97 1.96 0.00 0.03

21–30 138 BnP-bidir 132 95.65 0.02 0.00 0.00
21–30 138 BnP-onedir 135 97.83 0.01 0.00 0.00
21–30 138 Integrated model 0 0.00 22.75 18.73 18.97
31–40 94 BnP-bidir 66 70.21 0.46 0.00 0.03
31–40 94 BnP-onedir 67 71.28 0.34 0.00 0.02
31–40 94 Integrated model 0 0.00 45.63 41.33 42.80
> 40 110 BnP-bidir 21 19.09 2.18 1.43 0.61
> 40 110 BnP-onedir 17 15.45 2.08 1.27 0.63
> 40 110 Integrated model 0 0.00 75.04 81.89 70.60

Table 6: Performance comparison by instance size (number of surgeries).

size classes, defined by the number of surgeries: ≤ 20, 21–30, 31–40, and > 40. The table reports the
proportion of instances solved to proven optimality as well as the gaps of the best-found solutions, with
the geometric mean gap highlighting the typical deviation from optimality. It is immediately apparent
that both BnP variants substantially outperform the integrated model across all bins. In the smallest
bin (≤ 20 surgeries), the integrated model can still compete to some extent, solving roughly 20% fewer
instances to proven optimality compared to the BnP methods. However, in all larger bins, Gurobi fails
to solve any instance within the time limit, while the branch-and-price methods continue to achieve good
to very good results. Even in the largest bin, where only a small fraction of instances can be solved
to proven optimality by the BnP approaches (around 15–20%), the geometric mean gap remains low,
indicating that the solutions found are still of high quality. Interestingly, in the first three bins, the
BnP-onedir variant performs at least as well as – and in some cases slightly better than – BnP-bidir.
Only in the largest bin does the performance picture become mixed: BnP-bidir shows a slight advantage
in the proportion of instances solved, while BnP-onedir achieves marginally better results for two out of
three gap metrics.

While Table 6 focuses on optimality and gap behavior, it does not reveal how quickly the competing
approaches are able to produce good solutions. To complement this perspective, we now analyze the
time at which the best incumbent solution is found and relate objective values across methods. Table 7
reports performance measures that describe both the temporal behavior and the relative solution quality
of the three approaches, aggregated over the same four instance size classes as before. The first block
lists the instance size class and the algorithmic configuration. The second block summarizes timing
behavior: we report the geometric mean time-to-best-IP, i.e. the time at which the best incumbent
solution is first found, and the geometric mean total solution time. These values indicate how quickly
each method produces high-quality incumbents and how much computation is required overall. The
third block summarizes relative objective quality. For each instance, the best objective value obtained
by any of the three approaches is taken as a reference. We report the geometric mean of the resulting
objective value factors, a 95% percentile to indicate worst-case behavior, and the fraction of instances for
which a method attains the best observed value (Best rate). Values equal to 1 correspond to best-known
solutions, whereas larger values quantify deviations from this benchmark. Across all instance classes,
both BnP configurations identify their best incumbent solutions very early compared to the integrated
model, and the geometric mean total solution time remains substantially lower. This indicates that
branch-and-price not only proves optimality more frequently, but also generates high-quality incumbents
considerably faster.
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Time Objective value
#Surg. Method to best IP overall geom. mean 95% Best rate
≤ 20 BnP-bidir 0.05 0.06 1.00 1.00 0.98
≤ 20 BnP-onedir 0.05 0.06 1.00 1.00 1.00
≤ 20 Integrated model 0.76 1.05 1.00 1.00 0.98

21–30 BnP-bidir 1.62 3.28 1.00 1.00 0.99
21–30 BnP-onedir 1.64 3.42 1.00 1.00 0.99
21–30 Integrated model 35.34 60.23 1.13 1.10 0.62
31–40 BnP-bidir 4.92 16.13 1.00 1.00 0.87
31–40 BnP-onedir 5.25 16.92 1.00 1.00 0.91
31–40 Integrated model 35.43 60.41 1.33 27.37 0.11
> 40 BnP-bidir 13.97 54.30 1.00 1.02 0.57
> 40 BnP-onedir 18.18 58.11 1.00 1.01 0.77
> 40 Integrated model 25.08 60.77 6.32 48.51 0.03

Table 7: Geometric mean time-to-best-IP and total solution time, together with relative objective value
factors, aggregated by instance size. Objective factors are expressed relative to the best objective
value obtained among all methods for each instance.

The analysis of objective value factors further reinforces this observation. For instances with up to 30
surgeries, all methods typically achieve the best objective value, but the integrated model already shows
noticeably lower best rates and occasional deviations from the best-known solutions. As instance size
increases, the differences become more pronounced: while both BnP variants remain very close to the
best objective value on nearly all instances, the integrated model exhibits increasingly large deviations,
as reflected by the geometric mean and especially the 95% factors. This confirms that its performance
deteriorates significantly for harder instances. A comparison between the two BnP variants reveals only
moderate differences. The one-directional pricing variant achieves slightly higher best rates in several
size classes, while the bi-directional variant tends to have marginally shorter solution times. Overall,
both configurations perform robustly across all instance sizes, and their differences are small compared
to the gap relative to the integrated model. Figure 6 summarizes the evolution of solution quality as a
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Figure 6: Solution quality across instance sizes. Gaps are shown relative to the best known lower bound,
while objective value factors are normalized with respect to the best objective value obtained
by any method.

function of instance size. Panel (a) reports the optimality gaps, while panel (b) shows the objective value
factors relative to the best solution found across all methods. For small instances, all three approaches
produce solutions of essentially identical quality. As the number of surgeries increases, the differences
become substantial. Both BnP configurations maintain very small gaps and objective deviations, even
for the largest instances. In contrast, the integrated model solved by Gurobi exhibits rapidly increasing
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Figure 7: Performance profile based on time to reach a solution within 1% of the best objective value
observed for each instance.

gaps and, in some cases, objective values that are significantly worse than those of branch-and-price.
Figure 7 presents performance profiles based on the time required to reach a solution within 1% of the
best objective value observed for each instance. The curves quantify, for each performance ratio τ , the
fraction of instances on which a method is at most τ times slower than the fastest competitor; instances
for which a method never reaches a 1% solution within the time limit are treated as having infinite
performance ratio and therefore do not contribute to the curve for any τ . Both BnP variants dominate
across the entire range of τ , indicating that they obtain near-best solutions faster and on a larger fraction
of instances than the integrated model. The integrated model lags behind considerably and fails to reach
near-best solutions on a non-negligible subset of instances. Together with the previous figures, this profile
highlights that the advantage of branch-and-price is not limited to proven optimality, but also extends
to the speed at which high-quality solutions are obtained or whether they are obtained at all.

The computational results clearly show that the proposed branch-and-price approach outperforms the
integrated model across all instance sizes. Branch-and-price solves more instances to proven optimality,
produces substantially smaller gaps when time limits are reached, and reaches high-quality solutions
faster overall. A key observation is that this advantage does not primarily stem from the bidirectional
pricing. Even the simple one-directional pricing variant, when combined with the proposed pruning rules,
clearly dominates the integrated model. This indicates that pruning is the main driver of performance.

6.5 Simulation of an Operating Day
While the introduced branch-and-price algorithm was primarily developed and evaluated with respect
to solution quality and computational performance in a static setting, its intended use case is real-time
operating-room planning. We therefore conduct a simulation study to assess its behavior in a dynamic
environment with stochastic surgery durations and emergency arrivals. The study compares dynamic
reoptimization against a baseline execution policy to quantify the benefit of real-time replanning with
respect to the relevant scheduling performance indicators. In addition, we track the runtime of the
branch-and-price algorithm throughout the simulated operating day to verify that its solution times
remain compatible with real-time decision-making requirements. The study is conducted on the 30 oper-
ating days as introduced at the beginning of Section 6, each simulated with a single sampled realization
per day.

Each elective surgery i ∈ I is characterized by a discrete random duration di, whose distribution is
predicted by a machine-learning model trained on historical data: for each surgery, the model outputs
empirical probabilities P(di = k) = pk over a discrete set of possible durations. Within the execution
of this simulation, let d̄i denote a single realization sampled from this distribution. Further, let tsched

denote the scheduled start time of a procedure and t the current simulation time within the execution
model, discretized in 15-minute steps consistent with the time index t ∈ T of the static model. The
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elapsed time is e = t− tsched. Within the simulation study, we compute the expected value E[di] of the
discrete duration distribution, treat it as fixed duration and feed it into the static model developed in the
preceding sections. If a procedure is still ongoing at time T (i.e. d̄i > e), its remaining expected duration
is updated. If e < E[di], we use the deterministic remainder E[di] − e. Otherwise, we condition the
original duration distribution on the event {di > e} and use the resulting conditional expected remaining
duration E[di − e ∣ di > e] as the updated estimate. Procedures whose sampled duration has already
elapsed (d̄i ≤ e) are fixed and removed only from the remaining decision problem, while their realized
start times and durations are retained in the execution history.

Emergency cases are given by their real surgical start times tstart and priority levels I–IV. Since
their reporting times are unknown, we introduce a stochastic reporting delay δ and define the arrival
time as tarr =max{0, tstart − δ}. The delay is drawn from priority-dependent uniform distributions, with
shorter delays for higher priorities. Emergency cases are inserted using identical priority-based rules in
all approaches: priority-I cases are assigned to the next available operating room, priority-II cases to
the earliest available room of the corresponding medical department (with a fallback to idle rooms if
substantially earlier), and priority-III and IV cases are appended to the end of the specialty schedule.

We use a rolling-horizon, resource-feasible rescheduling heuristic as a baseline for comparison with the
branch-and-price reoptimization approach. The operating-room sequences are taken from the original
operating-room plan provided by the clinical partner and are treated as fixed priorities. At each event
(realized duration deviation or emergency arrival), the schedule is reconstructed from the current exe-
cution state. Surgeries that have already started remain fixed in both time and operating room. For all
remaining surgeries, start times are recomputed greedily as early as possible subject to operating-room
capacity, resource availability, and operating-room closing times, while preserving the original intra-room
order. If a surgery cannot be completed in its originally assigned room before closing, it is reassigned
to an alternative room, where it is appended after all previously scheduled surgeries and placed at the
earliest feasible time. If no feasible placement exists before closing in any room, controlled overtime
is allowed. Both the baseline and the branch-and-price approach operate on identical input, duration
information, and emergency-insertion rules, and reschedule at the same events; they differ only in the
rescheduling algorithm.

Figure 8 shows the online evolution of makespan and total overtime over the operating day for the
baseline and the proposed branch-and-price approach. Up to approximately t = 30 or t = 35, almost all
simulation days contribute to the averages, whereas beyond t ≈ 40 the number of contributing instances
drops sharply and only a few extreme days remain after t ≈ 55. In terms of makespan, the branch-
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Figure 8: Online evolution of makespan (left) and total overtime (right) for the baseline and the branch-
and-price approach. The dashed grey line shows the number of contributing days at each time
step.

and-price approach performs noticeably better during the early and mid parts of the day, where the
majority of instances contribute to the averages. Up to about t = 30-35, the algorithm consistently yields
earlier completion times than the baseline. At later time steps, the two curves converge. This behavior
is expected, as in the late part of the day only a small number of long-running instances remain, and
realized surgery durations may exceed their expected values, which can occasionally offset the advantages
of reoptimization.
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In contrast, the effect on total overtime is more stable. The branch-and-price approach achieves a
persistent reduction in overtime throughout almost the entire day, and the gap between the two methods
remains visible even at late time steps. While a few isolated instances beyond t ≈ 60 show deviations,
these are based on very few contributing days and should not be over-interpreted.

Table 8 reports the paired differences between the baseline and the proposed branch-and-price (BnP)
approach for the realized outcome at the end of each operating day. Positive values indicate an improve-
ment of the BnP method over the baseline.

The most striking effect is observed in idle time, where the BnP approach yields substantial reductions
across almost all days. While the lower quartile already shows a reduction of 3 time units, the median
improvement amounts to 28 time units and reaches more than 46 time units in the upper quartile. This
indicates that the dynamic reoptimization enables a much tighter packing of surgeries within operating
rooms, significantly reducing unproductive gaps. These efficiency gains directly translate into a strong

Metric 25% arith. mean Median 75%
Deviation from orig. start -0.79 -0.31 -0.31 0.04
Idle time 3.00 26.74 28.00 46.50
Medical dept. changes -0.50 2.13 2.00 4.50
Total overtime -0.50 5.71 5.00 10.00
Makespan 0.00 1.35 1.00 4.50

Table 8: Paired improvement of the branch-and-price algorithm over the baseline (positive values indicate
improvement).

reduction in total overtime. Although in the worst 25 % of days the baseline can be marginally better,
the BnP algorithm reduces overtime by 5 time units on a typical day (median) and by up to 10 time
units in the upper quartile. This shows that the algorithm is particularly effective in mitigating late-day
overload situations, which are the main drivers of staff overtime and operational stress. A similar effect
is observed for the makespan, which is reduced by about one time unit on a typical day and by more than
four time units in the upper quartile. This confirms that the improved utilization of operating rooms
leads not only to less idle time but also to earlier completion of the daily surgical program.

The BnP approach also reduces the number of medical department changes by about two per day on
average. This suggests that the algorithm does not achieve its efficiency gains by increasing fragmentation
or excessive reordering, but instead produces schedules that are operationally more coherent than the
baseline. The only metric that slightly deteriorates is the deviation from the original start times. On
average, the deviation increases by about 0.3 time units per surgery, and even in the lower quartile the
increase remains below one time unit. This indicates that the algorithm achieves its substantial efficiency
improvements at the cost of only a very small increase in schedule instability.

Overall, these results demonstrate that the proposed branch-and-price approach achieves large im-
provements in operating room utilization, overtime, and schedule coherence, while the induced additional
schedule changes remain marginal. From an operational perspective, this represents a highly favorable
trade-off: a small loss in schedule stability is exchanged for major gains in reduced overtime and improved
utilization.

Figure 9 shows the online evolution of the solver time of the branch-and-price algorithm over the
operating day. The dashed line reports the geometric mean and the shaded area indicates the interquartile
range (25–75%) across simulation days. The solver time exhibits a clear and intuitive pattern. At the
beginning of the day (t = 0), the geometric mean is around 25 seconds, reflecting the cost of constructing
a full-day schedule from scratch. Within a few time steps, it drops sharply below 10 seconds, and from
approximately t = 10 onward it remains below 5 seconds. After t ≈ 20, the solver time continues to
decrease as more surgeries become fixed and only small parts of the schedule need to be reoptimized.

The interquartile range shows a similar pattern. At the start of the day, solver times are highly
variable, ranging roughly from 10 to 60 seconds, indicating heterogeneous instance difficulty during full-
day planning. A small temporary widening of the band is observed around t = 3-5, likely caused by
the arrival of emergency cases that temporarily increase problem complexity. Thereafter, the variability
steadily decreases together with the mean, and the interquartile range contracts toward zero as the
remaining degrees of freedom in the schedule vanish.

Overall, the online branch-and-price algorithm becomes progressively easier to solve over the day.
While the initial full-day planning phase is the most demanding, it already lies within practical limits,
and solver times decrease rapidly as more decisions become fixed. This confirms that the approach
remains computationally viable throughout the operating day.
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Figure 9: Online solution time of the branch-and-price algorithm over the operating day.

7 Conclusion
This paper addressed the challenge of real-time operating room (OR) rescheduling by developing a fully
integrated branch-and-price framework that combines exact column generation, advanced pricing al-
gorithms, and tailored branching strategies. Unlike static OR scheduling models, the proposed approach
supports live reoptimization, allowing ongoing surgeries to be fixed while dynamically replanning the
remaining day in response to disruptions and updated information.

The core methodological contribution lies in the pricing layer. We developed an exact labeling frame-
work for shortest path problems with cycle elimination, supporting both forward and bidirectional search
with ng-schedule relaxations (which subsume elementary paths) as well as explicit k-cycle elimination.
Two exact pruning techniques were introduced – a novel surgical case blocking rule and a problem-
specific completion bound – which substantially reduce the label space while preserving LP optimality
in both forward and bidirectional search across all considered cycle-elimination variants. Importantly,
these pruning mechanisms are computationally efficient and can be largely precomputed, making them
particularly suitable for real-time applications.

A second key contribution is the tight integration of pricing and branching. By enforcing branching
decisions through the same state-space restriction structure used for pruning, branching constraints are
applied without introducing additional dual variables or modifying reduced costs, allowing the same
pricing problem to be solved throughout the branch-and-price tree. Building on this, we proposed
a hybrid branching strategy that combines multiple application-specific rules with standard variable
branching and exploits information from the current node of the tree, leading to consistently improved
performance across the tested instances in the computational study.

Extensive experiments on real hospital data covering more than 600 operating days demonstrate
that the proposed framework substantially outperforms both integrated MIP formulations solved by a
commercial MIP solver and simpler pricing variants based on weaker cycle-elimination models. The
results show that combining efficient pricing with exact pruning and tailored branching is essential for
making branch-and-price viable in a live OR planning context. A simulation study further confirms
that the approach enables real-time reoptimization and yields markedly better schedules than a greedy
baseline throughout the operating day.

The framework developed in this paper opens several promising directions for future research. The
observed performance gains of the hybrid branching strategy suggest that node-specific information in
the branch-and-price tree could be further exploited by more advanced data-driven or learning-based
branching policies. Moreover, the simulation results indicate that explicitly modeling uncertainty in sur-
gery durations, especially early in the day, could further improve plan quality, motivating the integration
of the proposed reoptimization engine into stochastic or distributionally robust scheduling models.
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A Appendix
A.1 Implementation of the Start Heuristic

The set of surgeries is first ordered (e.g. by increasing or decreasing duration). The algorithm then
iterates through all currently known feasible start times collected in the set F , which initially contains
only 0. For each time point t ∈ F , the algorithm attempts to schedule each yet unscheduled surgery j.

Algorithm 3: Starting heuristic
Input : Time horizon T , assignment of surgical cases to ORs mi,q for i ∈ I, q ∈ Q, resource

demands ui,r for i ∈ I, r ∈ R, resource supplies Ur for r ∈ R
1 Initialize:
2 Rt,r ← Ur ∀t ∈ T ,∀r ∈ R // Remaining resources in timestamp t
3 Si ← −1 ∀i ∈ I // Starting times

4 Q̄← (0)∣Q∣×∣T ∣ // Matrix with occupation of ORs in all timestamps
5 m̄i = q⇔mi,q = 0 // Vector with assignment of surgeries to ORs from ECS
6 F ← {0} // Set of candidate start times (completion times of scheduled cases)
7 Enew ← I // Set of all surgeries to assign
8 Enew ← SortActivitiesByDuration(Enew) // asc/desc

9 for t ∈ F do
10 E ← Enew
11 Enew ← ∅
12 while E ≠ ∅ do
13 Pick the first Element j of the ordered list E
14 E ← E ∖ {j}
15 of ← CheckOperatingRoomFeasibilityForSurgery(t, j, Q̄, m̄)
16 if of == true then
17 rf ← CheckResourceFeasibilityForSurgery(t, j, R, u)
18 if rf == true then
19 Sj ← t
20 F ← F ∪ {t+ dj}

21 for t′ = t, . . . , t+ dj − 1 do
22 Q̄m̄j ,t′ ← 1
23 for r ∈ R do
24 Rt′,r ← Rt′,r − uj,r
25 end
26 end
27 end
28 else
29 Enew ← Enew ∪ {j} // if j could not be scheduled try next timestamp
30 end
31 end
32 else
33 Enew ← Enew ∪ {j} // if j could not be scheduled try next timestamp
34 end
35 end
36 end

Algorithm 4: CheckOperatingRoomFeasibilityForSurgery
Input : timestamp t, surgery j, OR occupation matrix Q̄, assignment of surgeries to ORs m̄

1 for t′ = t, . . . , t+ dj − 1 do
2 if Q̄m̄j ,t′ == 1 then
3 return false
4 end
5 end
6 return true
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Algorithm 5: CheckResourceFeasibilityForSurgery
Input : timestamp t, surgery j, remaining resources Rt,r, resource demands uj,r

1 for r ∈ R do
2 for t′ = t, . . . , t+ dj − 1 do
3 if uj,r > Rt′,r then
4 return false
5 end
6 end
7 end
8 return true

A surgery may start at time t only if the following conditions hold: (i) Operating-room feasibility:
the operating room assigned to surgery j in the elective case schedule is free during the entire interval
[t, t + dj). This is verified via the procedure CheckOperatingRoomFeasibilityForSurgery. (ii) Resource
feasibility: for every resource r, the remaining capacities Rt′,r are sufficient to cover the demand uj,r for
all t′ ∈ [t, t+ dj). This is checked by CheckResourceFeasibilityForSurgery.

If both conditions are satisfied, the surgery is scheduled at time t, the resource consumption is updated
accordingly, and the completion time t + dj is added to the set F , thereby enabling later surgeries to
start immediately after the completion of j. If a surgery j cannot be scheduled at time t, it is moved to
a temporary set of surgeries to be reconsidered at the next time point.

The heuristic terminates when all surgeries have been assigned or when no new feasible start times
arise. The resulting initial schedule satisfies all operating-room and resource constraints and provides a
high-quality warm start for both the integrated MIP model and the branch-and-price algorithm.

A.2 Proof of Lemma 3.2
Lemma 3.2 (Overtime costs). Let s ∈ Sq be a schedule for operating room q ∈ Q with surgical cases and
corresponding start times (i1, ti1), . . . , (im, tim), (im+1, tim+1), . . . , (in, tin) ∈ SCs. Further let the closing
time of operating room q be tclose

q and let Ī be defined as Ī = {im+1, . . . , in}.
Then the increase in overtime between tim + dim and tin + din corresponds to the sum of the increases

in overtime through each individual surgical case i ∈ Ī, i.e.

max(tin + din − tclose
q , 0) −max(tim + dim − tclose

q , 0) = ∑
i∈Ī

max(ti + di − tclose
q , 0) −max(ti − tclose

q , 0)

Proof. To prove this statement, we consider three cases.

Case 1: tim + dim ≥ tclose
q

max(tin + din − tclose
q , 0) −max(tim + dim − tclose

q , 0) = tim + dim +∑
i∈Ī

di − tclose
q − (tim + dim − tclose

q )

=∑
i∈Ī

((ti + di − tclose
q ) − (ti − tclose

q ))
ti≥tclose

q
=

i∈Ī
∑
i∈Ī

(max(ti + di − tclose
q , 0) −max(ti − tclose

q , 0)).

Case 2: tin + din ≤ tclose
q

In this case, we have ti + di ≤ tclose
q for the end times of all surgical cases i ∈ Ī, such that both sides of the

statement are zero.

Case 3: tim + dim < tclose
q and tin + din ≥ tclose

q

From this follows that there are surgical cases i<, i≥ ∈ Ī, where surgical case i< is immediately conducted
before i≥, such that ti< + di< < tclose

q ≤ ti≥ + di≥ . Thus, we have

max(tin + din − tclose
q , 0) −max(tim + dim − tclose

q , 0) =max(ti< + di< + di≥ − tclose
q + ∑

i∈Ī ∶ti>ti≥

di, 0)

=max(ti≥ + di≥ − tclose
q + ∑

i∈Ī ∶ti>ti≥

ti + di − ti, 0)

=max(ti≥ + di≥ − tclose
q + ∑

i∈Ī ∶ti>ti≥

ti + di − tclose
q − (ti − tclose

q ), 0) (34)
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= ∑
i∈Ī ∶ti≥ti≥

max(ti + di − tclose
q , 0) −max(ti − tclose

q , 0) (35)

=∑
i∈Ī

max(ti + di − tclose
q , 0) −max(ti − tclose

q , 0). (36)

Equation (35) is valid because in line (34) we have ti≥ + di≥ − tclose
q ≥ 0 and max(ti≥ − tclose

q , 0) =max(ti< +

di< − tclose
q , 0) = 0. Further in line (34), we have ti + di − tclose

q ≥ 0 and ti − tclose
q ≥ 0 for all i ∈ Ī ∶ ti > ti≥ .

Finally, ti + di − tclose
q ≥ ti − tclose

q ≥ 0 for all i ∈ Ī ∶ ti > ti≥ and the whole expression in line (34) is greater
than zero. This means that the maximum can be separated accordingly. The last equation (36) is valid
because the expression max(ti + di − tclose

q , 0) −max(ti − tclose
q , 0) = 0 for all i ∈ Ī ∶ ti < ti≥ .

A.3 Example Illustrating the Necessity
of Pairwise Dominance in ng-Route Relaxations

Hole-set representation for k-cycle elimination
We first recall the finite encoding of hole sets due to Irnich and Villeneuve (2006), which we use below
to contrast the k-cycle and ng-route cases. Recall from Section 3.5 that the hole set H(s) collects the
extensions in E∗(v) that are infeasible for s. To represent these (possibly large) sets finitely, we use set
forms. A set form is a vector τ = (τ1, . . . , τk−1) with τj ∈ I ∪ {⋅}. It represents the extension set

JτK ∶= {sE = (i1, i2, . . . ) ∈ E∗(v) ∶ ij = τj for all j with τj ≠ ⋅},

fixing a case at the positions with τj ≠ ⋅ and leaving the wildcard positions (τj = ⋅) unconstrained. A
finite collection {τ1, . . . , τm} represents the (finite) union ⋃l=1,...,mJτ lK. Each hole set admits such a
representation: a case located ℓ positions before v must not reappear within the first k − ℓ positions of
any extension, contributing the set forms that fix this case at each position 1, . . . , k − ℓ. Following Irnich
and Villeneuve (2006), the resident node v is excluded from this reduced encoding, as it is forbidden
identically for all s ∈ S(v). We henceforth identify H(s) with its set-form encoding.

Since hole sets are represented through set forms, the dominance test requires operators on set forms
that reproduce intersection and inclusion of the represented extension sets. We therefore define the
intersection operator ∩Irn. and the subset relation ⊆Irn. of Irnich and Villeneuve (2006). Operationally,
two set forms are intersected position by position: a wildcard is overwritten by a fixed case, two distinct
fixed cases at the same position yield the empty extension set, and the same case fixed at two different
positions is discarded, as such an extension would itself contain a cycle. The relation τ ⊆Irn. τ ′ holds if
and only if τ ′ carries a wildcard wherever it does not coincide with τ , so that τ ′ represents the larger set
of extensions; for collections of set forms, the operations are applied pairwise.

To evaluate the aggregated dominance condition for a schedule s, the holes common to all schedules
of lower or equal reduced cost are accumulated in the running-hole set

Hrun
(s) ∶= ⋂Irn.{H(s̄) ∶ s̄ ∈ S(v), s̄ ≠ s, c̄s̄ ≤ c̄s},

starting from the all-wildcard form (⋅, . . . , ⋅) and intersecting it with H(s̄) for each such s̄. The schedule s
is dominated and may be discarded if and only if Hrun(s) ⊆Irn. H(s); otherwise it is retained in U(v).

Counterexample
We show that forbidden extension sets in the ng-route relaxation, unlike hole sets under k-cycle elimin-
ation, do not admit an aggregated dominance test. We consider a bucket corresponding to node ī ∈ I at
time t = 2. Let sn be a newly generated schedule with

SCsn = [(i0, 0), (i1, 1), (ī, 2)], c̄sn = 2,

and assume that the bucket already contains the following schedules:

SCso1 = [(i0, 0), (i2, 1), (ī, 2)], c̄so1 = 1,

SCso2 = [(i1, 0), (i3, 1), (ī, 2)], c̄so2 = 1.
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Here, i0 denotes a dummy surgical case representing a one-unit idle time. It is introduced solely to align
the schedules temporally; as it does not correspond to a real surgical case, it is tracked neither in the
ng-route memory nor in the hole-set encoding and therefore appears in none of the sets F ⋅ or H(⋅) below.
All schedules end at case ī at time t = 2 and therefore belong to the same bucket.

The corresponding forbidden extension sets in the ng-route framework are

F
sn

ī
= {i1, ī}, F

so1
ī
= {i2, ī}, F

so2
ī
= {i1, i3, ī}.

The intersection of the forbidden extensions of the schedules already stored in the bucket is

F
so1
ī
∩F

so2
ī
= {ī} ⊆ Fsn

ī
.

Consequently, an aggregated dominance test based on intersections of forbidden extension sets would
incorrectly eliminate the new schedule sn, even though it is not pairwise dominated by any schedule in
the bucket.

In contrast, under k-cycle elimination with k = 3, the corresponding hole sets according to Irnich and
Villeneuve (2006) are given by

H(sn) = {(i1, ⋅), (⋅, i1)},

H(so1) = {(i2, ⋅), (⋅, i2)},

H(so2) = {(i1, ⋅), (i3, ⋅), (⋅, i3)}.

Using the specialized intersection operator ∩Irn. defined in Irnich and Villeneuve (2006), we obtain

H(so1) ∩Irn. H(so2) = {(i2, i3), (i1, i2), (i3, i2)}.

With the corresponding subset relation ⊆Irn., it follows that

H(so1) ∩Irn. H(so2) ⊈Irn. H(sn),

and thus the schedule sn is correctly retained in the bucket. This example demonstrates that, unlike
hole sets in k-cycle elimination, forbidden extension sets in ng-route relaxations do not admit aggregated
dominance tests and require pairwise dominance checks.

A.4 Node Feature Definitions
This appendix provides the formal definitions of all node features used in the hybrid method for predicting
branching performance (Section 5.4). All features are computed from the fractional LP solution at a
given branch-and-bound node.

The node features are organized into the following groups: (i) indicators of parallel fractional use of
unit-capacity resources, (ii) indicators of fractional assignment of surgeries across rooms, (iii) indicators
of fractional assignment across time, and (iv) indicators of fractional medical-department changes.

(i) Parallel fractional use of unit-capacity resources.

pct_timestamps_parallel_resources This feature measures the fraction of time points at which at least
one unit-capacity resource is fractionally used in more than one operating room. The feature is then
defined as

pct_timestamps_parallel_resources =
∣TparR ∣

∣T ∣
,

with

TparR ∶= {t ∈ T ∶ ∃r ∈ R1, ∃q1 ≠ q2, ∃s1 ∈ Sq1 , s2 ∈ Sq2 ∶ us1,r,tys1 > 0, us2,r,tys2 > 0} .
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pct_resources_parallel_used This feature measures the fraction of unit-capacity resources r ∈ R1 that
are fractionally used simultaneously in multiple operating rooms in the current LP solution, i.e.

pct_resources_parallel_used =
∣RparUsed∣

∣R1∣
,

with
RparUsed ∶= {r ∈ R1 ∶ ∃t ∈ T ∶ ∣{q ∈ Q ∶ ∃s ∈ Sq, us,r,tys > 0}∣ > 1} .

(ii) Fractional assignment of surgeries across rooms.

pct_surgeries_diff_rooms This feature measures the fraction of surgeries i ∈ I that have positive
fractional activity in more than one operating room q in the current LP solution, i.e.

pct_surgeries_diff_rooms =
∣IdiffQ∣

∣I ∣
,

with
IdiffQ ∶= {i ∈ I ∶ ∣{q ∈ Q ∶ ∃s ∈ Sq, (i, t) ∈ SCs for some t ∈ T , ys > 0}∣ > 1} ,

that is, the set of surgeries that are fractionally assigned to more than one operating room in the current
LP solution.

pct_surgeries_parallel_started This feature measures the fraction of surgeries i ∈ I that are fraction-
ally assigned to multiple operating rooms at the same start time in the current LP solution, i.e.

pct_surgeries_parallel_started =
∣IparStart∣

∣I ∣
,

with
IparStart ∶= {i ∈ I ∶ ∃t ∈ T ∶ ∣{q ∈ Q ∶ ∃s ∈ Sq, (i, t) ∈ SCs, ys > 0}∣ > 1} .

(iii) Fractional assignment across time.

pct_surgeries_diff_timestamps This feature measures the fraction of surgeries i ∈ I that have positive
fractional activity at multiple time points in the current LP solution, i.e.

pct_surgeries_diff_timestamps = ∣IdiffT∣

∣I ∣
,

with

IdiffT ∶=
⎧⎪⎪
⎨
⎪⎪⎩

i ∈ I ∶ ∣{t ∈ T ∶ ∑
q∈Q

∑
s∈Sq ∶(i,t)∈SCs

ys > 0}∣ > 1
⎫⎪⎪
⎬
⎪⎪⎭

,

that is, the set of surgeries that are fractionally assigned to multiple time points in the current LP
solution.

(iv) Fractional medical-department changes.

pct_rooms_fractional_med_dep_changes This feature measures the fraction of operating rooms q ∈ Q
for which the calculated number of medical department changes is fractional in the current LP solution,
i.e.

pct_rooms_fractional_med_dep_changes =
∣QfracDep∣

∣Q∣
,

with

QfracDep ∶=
⎧⎪⎪
⎨
⎪⎪⎩

q ∈ Q ∶ ∑
s∈Sq

ys
⎛

⎝
∑

(i,ti)∈SCs

σ̂i,s
⎞

⎠
∉Z

⎫⎪⎪
⎬
⎪⎪⎭

,

where again σ̂i,s takes value 1 if the successor of case i in schedule s is operated by a different medical
department than case i, and 0 otherwise.
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A.5 Notation
For ease of reference, this appendix summarizes the notation introduced throughout the paper, grouped
by model component.

A.5.1 Notation of the Integrated Time-Indexed MIP Model (IM)

Symbol Description
Sets and indices
Q set of operating rooms
I set of surgical cases
I ′ set of surgical cases (including the artificial start and end case 0, n)
T = {1, . . . , thor} set of time indices
R set of limited resources
Ii ⊆ I set of surgical cases belonging to the same medical department

as case i

Parameters
di ≥ 0 duration of case i ∈ I (deterministic, estimated from historical data)
ui,r ≥ 0 resource demand of case i ∈ I w.r.t. resource r ∈ R
t̄i ≥ 0 planned start time of case i ∈ I (according to the ECS)
mi,q ∈ {0, 1} = 0 if case i is assigned to room q in the ECS booking plan,

= 1 otherwise
Ur ≥ 0 capacity of resource r ∈ R

topen
q , tclose

q opening and closing time of room q ∈ Q
wmspan, wrd, wmspanr, wovert,
wmdc, wst, wtd

weighting parameters of the individual objective criteria in the
weighted-sum objective function

Variables
xi,q,t ∈ {0, 1} = 1 if case i starts in room q at time t
z ≥ 0 overall completion time (makespan) across all rooms
zq ≥ 0 completion time of room q ∈ Q
hq ≥ 0 overtime of room q ∈ Q
fi ∈ {0, 1} = 1 if the successor of case i belongs to the same medical department,

= 0 otherwise
gt ∈ {0, 1} = 1 if no case starts at time t in any room, = 0 otherwise

A.5.2 Notation of the Column Generation Model

Symbol Description
Sets and indices
S = ⋃q∈Q Sq set of feasible schedules, with Sq as the set of feasible schedules for

room q ∈ Q
i0 dummy surgical case used to model idle time
I∗ set of real surgeries extended by the dummy case (I∗ = I ∪ {i0})
G = (V , A) directed acyclic graph of the pricing problem, with nodes V and

arcs A, instantiated as surgery time graph with V ⊆ I∗ ×T ,
A ⊆ V ×V

M set of medical departments
Is set of surgical cases contained in schedule s
←Ð
S q set of backward schedules for room q
s−1 predecessor schedule in the forward recursion
←Ðs +1 successor schedule in the backward recursion
Ni ⊆ I∗ neighbourhood of i ∈ I (all cases of the same medical department)

continued on next page
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– continued from previous page –
Symbol Description
Fs

il
⊆ I∗ forbidden extension of case il at start time til

in schedule s

Fs forbidden extension of the last case in schedule s
S(v) ⊆ S set of (partial) schedules whose path ends at node v
U(v) ⊆ S(v) bucket at node v containing the non-dominated schedules
E(s) set of feasible extensions of a partial schedule s
E∗(v) set of all extensions of schedules ending in v

that do not themselves contain a cycle of length ≤ k
H(s) hole set of s: extensions that are infeasible for s (i.e. E∗(v) ∖ E(s))
⊕ concatenation operator of a schedule path with an extension
k cycle-elimination length (k-cycle elimination)
Parameters
cs ≥ 0 primal cost of schedule s ∈ Sq

ai,s ∈ {0, 1} = 1 if case i ∈ I∗ is part of schedule s, = 0 otherwise
f̄i,s ∈ {0, 1} = 0 if, in schedule s, case i ∈ I is directly followed by a case j ∈ Ii of

the same department, = 1 otherwise
ti ≥ 0 start time of case i ∈ I∗ with ai,s = 1 in the considered schedule
ts ≥ 0 end time (completion time) of schedule s
us,r,t resource demand for resource r in schedule s at time t
bt,s ∈ {0, 1} = 1 if t is the start time of a case i ∈ I in schedule s, = 0 otherwise
SCs ordered list of pairs (i, ti) ∈ I∗ ×T in schedule s
qs operating room to which schedule s is assigned
ns cardinality of schedule s

i0
s, ilast

s first, respectively last, surgical case of schedule s
i0
←Ðs

first surgical case of backward schedule ←Ðs
fmd,i ∈ {0, 1} = 1 if case i belongs to department md ∈ M, = 0 otherwise
c̄(j, i, t, q) incremental reduced cost of appending case i to j at time t in room q

Variables
ys ∈ {0, 1} = 1 if schedule s ∈ S is selected, = 0 otherwise
z ≥ 0 global makespan across all rooms
gt ∈ {0, 1} = 1 if no case starts at time t in any selected schedule
πi ∈R dual variable of the case-covering constraint, i ∈ I
ρr,t ≥ 0 dual variable of the resource-capacity constraint, r ∈ R, t ∈ T
λq ≥ 0 dual variable of the makespan-linking constraint, q ∈ Q
βq ∈R dual variable of the room-selection constraint, q ∈ Q
κt ≥ 0 dual variable of the start-time-count constraint, t ∈ T
π̄i, ρ̄r,t, λ̄q, β̄q, κ̄t optimal solution of the dual variables of the master problem
c̄s ∈R reduced cost of schedule s ∈ Sq

c̄←Ðs reduced cost of backward schedule ←Ðs
c̄scon reduced cost of the schedule obtained

by concatenating a forward and a backward schedule

A.5.3 Notation of the Branch-and-Price Algorithm

Symbol Description
Sets and indices
M ∶= {SRT, SR, ST, MD, RTR} set of branching strategies
Cm set of branching candidates of strategy m at the current node
R1 ⊆ R set of unit-capacity resources (e.g. surgeons)
l node depth, i.e. distance of current node to root, in branching steps
Parameters

continued on next page
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– continued from previous page –
Symbol Description
tavg
i arithmetic mean of the start times of case i (ST branching)

med_dep_changeq number of medical-department changes in room q (MD branching)
scorec branching score of candidate c
α ∈ [0, 1] weighting factor between smaller and larger bound improvement
∆left

c , ∆right
c change in the LP objective value in the left/right child node of c

λ ∈N look-ahead parameter
C′ ⊆ C subset of candidates actually evaluated (look-ahead)
γ ∈N0 CG iteration limit during strong branching
ηrel ∈N reliability parameter (threshold)
ηc number of prior observations (pseudocosts) for candidate c
predicted_scorem predicted performance of strategy m
µm average observed score of strategy m in the training set
wm,i empirical correlation between feature i and the score of m
xi value of feature i at the current node
x̄i, si mean and standard deviation of feature i in the training set
zi standardized feature value
β ∈ (0, 1] damping factor for correlation-based contributions
µm(l), wm,i(l) depth-dependent variants of µm, wm,i
max_wtr maximum worktime of the unit-capacity resource r ∈ R1
Ir ⊆ I set of surgical cases requiring resource r
µm(l, max_wt) refined depth- and instance-dependent performance estimate

A.5.4 Notation of the Computational Study and the Simulation Model

Symbol Description
Parameters – root gap and performance profiles
zroot

LP optimal objective value of the LP relaxation at the root node
zroot

IP objective value of the best integer solution found at the root node
root gap relative root-node integrality gap
τ performance ratio in the performance profiles
Parameters – simulation of an operating day
di in this section: discrete random duration of case i ∈ I,

with P(di = k) = pk

pk probability that case i has duration k
d̄i single realization of di sampled in the simulation
tsched scheduled start time of a procedure in the simulation
t current simulation time (15-minute resolution,

consistent with time index t ∈ T in the static model)
e elapsed time since the start of the procedure (e = t− tsched)
E[di] expected value of duration di

E[di − e ∣ di > e] conditional expected remaining duration,
given that the procedure is still ongoing

tstart actual surgical start time of an emergency case
δ stochastic reporting delay of an emergency case,

drawn from priority-dependent distributions
tarr arrival (reporting) time of an emergency case
priority levels I–IV urgency classes for emergency cases
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