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Abstract

The Multi-objective Integer Minimum Cost Flow Problem (MOIMCF) asks for
the efficient integer flows of a capacitated network whose arcs carry vectors
of conflicting costs. We present an exact algorithm that computes a minimal
complete set of efficient flows, based on a characterization of efficiency by circu-
lations in the residual network. The feasible set is partitioned by integer bound
decisions on single arcs, and each partition is represented by its lexicographically
minimum flows for the ¢ cyclic orders of the objectives, which give its ideal point
and are obtained for each child by lexicographic shortest augmenting paths. The
main result shows that a partition can have a new nondominated vector in a
box of the search region only if the residual network of any of these representa-
tives contains a lexicographically negative cycle for weights determined by the
box and by the representative. One negative-cycle detection per box therefore
either returns a circuit directed at the box, which is used to branch, or certifies
that the partition and all its subpartitions have no vector in the box. Compu-
tational experiments with three to five objectives compare the method with two
general multi-objective integer programming algorithms. The method is faster
than both on most instances, with an advantage that is larger with four and
five objectives; with three objectives, the defining point algorithm is faster on
dense networks with large supply.

Keywords: Multi-objective Integer Minimum Cost Flow; Circulations;
Network Optimization.

1. Introduction

The Minimum Cost Flow Problem (MCF) is a central model of network
optimization; its constraint matrix is totally unimodular, and it is solved effi-
ciently by network simplex, cost-scaling and successive shortest path methods
[1]. In the Multi-objective Integer Minimum Cost Flow Problem (MOIMCF),
every arc carries a cost vector of dimension ¢ > 1 and the goal is to identify
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the efficient integer flows. The problem is harder: even the number of extreme
supported nondominated points may be exponential in the biobjective case [30],
and non-supported efficient flows must also be found.

The literature, reviewed by Hamacher et al. [12], is almost exclusively de-
voted to the biobjective case. The continuous problem was solved by parametric
network simplex [33], and exact methods for the integer problem include the
two-phase method of Raith and Ehrgott [28] and the e-constraint branch-and-
bound method of Eusébio and Figueira [7]; earlier adjacency-based methods
[25, 34] are incomplete, because the efficient set is not connected under basis
adjacency. Supported extreme flows can be computed by enhanced parametric
programming [29], and all supported efficient flows by the output-polynomial
method of Konen and Stiglmayr [18, 19]. With two objectives the nondom-
inated vectors are totally ordered by the first objective, and these methods
exploit this order; our method applies to any ¢ > 2, but we focus on g > 3,
where network-specific methods compute either the supported efficient flows [18]
or representative subsets of efficient flows [36, 37], and, to the best of our knowl-
edge, no network-specific method computing a minimal complete set, including
the non-supported efficient flows, has been published; exact enumeration relies
on general multi-objective integer programming methods [14, 27, 9, 5], which do
not exploit the network structure. Kénen, Lohken and Stiglmayr [21] used one
of them [5] to compute the nondominated sets of a large collection of MOIMCF
instances, and observed that this becomes computationally intensive even for
moderately sized instances.

Our method combines two ingredients. The first is the partition-based rank-
ing principle of Lawler [24], applied to K-best network flows by Hamacher [11],
improved by Sederio-Noda and Espino-Martin [32] and used in the second phase
of the two-phase method [28]; Kénen et al. [20] used it to enumerate all opti-
mal integer flows. The second is the characterization of efficient solutions by
residual circulations, introduced for the Multi-objective Assignment Problem
(MAP) in [31] and extended here to capacitated networks. Starting from the
q lexicographic roots of the feasible set, one for each cyclic order of the ob-
jectives, without a supported-solution phase, the feasible set is split by bound
decisions on single arcs, and only residual circuits that may lead to new non-
dominated vectors open branches. The basic step is local: given a partition
and its lexicographic roots, decide whether the partition may still contain a
nondominated vector that has not been found. Restricting the characteriza-
tion to the boxes of the search region [15] turns this question into at most one
negative-cycle detection per box: a detection that finds a cycle returns a circuit
directed at the box, which is used to branch, and one that finds none certifies
that the partition and all partitions derived from it have no vector in the box.
As in multi-objective branch-and-bound [35, 9], exact scalar and weighted-sum
bounds discard partitions and boxes, and partitions with a dominated represen-
tative are still expanded, since they may contain efficient flows; efficient flows
need not be connected [10].

The contributions of the paper are the following. First, efficient flows are
characterized by residual circulations, written as a lexicographic e-constraint
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problem in the residual network (Theorems 2 and 3), which generalizes the Nega-
tive Cycle Optimality Theorem. Second, the lexicographic root and valid vector
potentials of every child are obtained by one restricted lexicographic shortest-
path computation (Proposition 2); every partition keeps one lexicographic root
for each cyclic order of the objectives, and these ¢ roots give its ideal point with-
out further computation. Third, the box-restricted relevance test (Theorem 4,
Proposition 5 and Corollary 2) either certifies, with one negative-cycle detection
from the root closest to the box, that a box of the search region contains no
vector of the partition, a certificate inherited by all subpartitions, or returns a
circuit directed at the box, which is used to branch; in addition, a bound on the
reduced costs of the representatives removes arcs from each detection and fixes
arcs for all subpartitions (Proposition 6). Finally, the method is implemented
and compared with two general exact methods, the defining point algorithm of
Déchert, Fleuren and Klamroth [5] and the method of Tamby and Vanderpooten
[38], on instances with three to five objectives. It is faster than both on most of
the instances; the exceptions are discussed in Section 10.3.

Sections 2—4 recall the residual network, state the characterization and in-
troduce the lexicographic root and the bound partition. Sections 5-7 develop
the circuit generator, the algorithm and the box-restricted test. Section 8 proves
correctness, Section 9 describes the implementation, Section 10 reports the ex-
periments and Section 11 concludes.

2. The single-objective Minimum Cost Flow Problem

Let G = (V,A) be a directed graph with n = |V| nodes and m = |A|
arcs, without parallel arcs. Every node ¢ € V has an integer balance b;, with
> icy bi = 0, and every arc e = (i,5) € A has integer lower and upper bounds
le < ue and an integer cost c.; rational costs can be scaled to integers. For a
node v € V, 6" (v) and 6~ (v) denote the sets of arcs leaving and entering v.
The Integer Minimum Cost Flow Problem can be formulated as

min Z CeTe, (1)

ecA

s.t. Z Te — Z T, = b, 1€V, (2)
e€st (i) e€6— (i)
le < z¢ < g, e€ A, (3)
Te € 7, ec A (4)

Let X denote the set of integer feasible flows. We allow the bounds to vary
during the algorithm; for integer vectors I < u we write X (I,u) for the set of
integer flows satisfying (2) and | <z < u.

For x € X (I, u), the residual network is G(z) = G (x) = (V, A(z)). Every
arc e = (4, 7) induces at most two residual arcs: the forward arc et = (4, j) with
residual capacity r.+(z) = ue — 2, and cost v,+ = c., present when z, < u,,
and the backward arc e~ = (j,4) with residual capacity r.-(z) = z, — l. and
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cost .- = —c,, present when z, > l.. For a residual arc a we denote by e(a)
its original arc and by @ its twin, that is, the other residual arc of e(a).

A circulation in G(z) is a nonnegative integer vector z on A(z) with zero
net flow at every node and z, < r,(x) for every residual arc a.

Definition 1 (Circulation augmentation). Let z be a circulation in G(x). The
flow obtained by sending z through G(x) is denoted by y = x ® z, where

Yo = Te + Zot — Ze—, e€A,

with z.+ = 0 or z,.- = 0 when the corresponding residual arc is absent. For a
directed simple circuit w of G(x) we write x ® w = x ® x(w), where x(w) €
{0,1}4®) is the incidence vector of w, that is, xo(w) = 1 if a € w and xa(w) =0
otherwise.

Lemma 1 (Residual feasibility). If z is a circulation in G(z), then © ® z €
X(l,u) and
clz®z) =c(z) + Z YaZa- (5)

acA(x)

Proof. Flow conservation of z preserves (2). For every arc e, 0 < 2o+ < ue — Ze
and 0 < z,- <z, — I, give lo < T + 2o+ — 2Zo— < ue. The cost identity follows
from .- = —ce. O

Lemma 1 does not require z to use at most one of the two residual arcs of
an arc e. A circulation z in G(x) is called conformal if z,+2z,~ = 0 for every
e € A

Theorem 1 (Conformal decomposition [1, Section 3.5]). Let xz,y € X(I,u).
Then there exist directed simple circuits wy, ..., wg of G(z), with k < m, and

positive integers A1, ..., A\, such that z = Zle Aex(wy) is a conformal circula-
tion in G(x),

k
y=x&2 oy =cl)+ Y y(w).

Lemma 2 (Box lemma). In the setting of Theorem 1, for every integer vector
0 < p <A, the flowx ® Y, pex(we) belongs to X(I,u) and lies componentwise
between x and y.

Proof. By conformality, on every arc e all circuits move the flow in the same
direction, and the total movement is at most |y, — |- 0

The classical Negative Cycle Optimality Theorem [1] states that * € X (I, u)
is optimal if and only if G(z*) contains no negative-cost directed cycle. Given
node potentials d; € R, the reduced cost of a residual arc a = (i, j) is

ﬁ/a:'ya'i‘di_dja (6)

and directed-cycle costs are invariant under this transformation.
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3. A circulation characterization of efficient flows

In the MOIMCEF, every arc e has an integer cost vector ¢, = (cl,...,c?) € Z4,
and the problem is

min  c(z) = (c'(z),...,c%(x)), (7)
st. xeX, (8)

where ¢"(z) = Y 4 clae for r = 1,...,q. The residual arcs carry the vector
costs Yo+ = ¢ and Y- = —c., and for a circulation z in G(x) we write v(z) =
> _aeA(z) YaZa, SO that c(z @ z) = c(x) + 7(2); in particular, y(w) denotes the
cost of a residual circuit w. Throughout, c refers to arcs and flows of G and
to arcs, circuits and circulations of a residual network.

For u,v € RY, u is said to dominate v, and we write u <p v, if u, < v,
for all » = 1,...,q and u # v. A feasible flow z is efficient if no y € X
satisfies ¢(y) <p c(x). Its objective vector ¢(x) is then called a nondominated
objective vector, and Yy denotes the set of nondominated objective vectors.
Two flows are equivalent if they have the same objective vector. In this paper,
the MOIMCEF consists of computing a minimal complete set of efficient flows
containing exactly one efficient flow for each nondominated objective vector.

The lexicographic relation <;., on R? is defined as follows. We write u <, v
if u,. < v, for the first index r for which u, # v,. Throughout the paper, the
instance is assumed to be feasible, that is, X # (.

Theorem 2 (Characterization of efficient flows). A feasible flow © € X is
efficient if and only if G(z) does not contain a circulation z such that

7(2) <p 0. (9)

Equivalently, x is efficient if and only if there are mo directed simple circuits
wi,...,w of G(x) and positive integers Ay, ..., A\ with Y, Aex(wy) < r(x) and
Yo Ady(we) <p 0.

Proof. If z satisfies (9), then = @ z is feasible by Lemma 1 and dominates x.
Conversely, if y € X dominates x, Theorem 1 gives a conformal circulation z in
G(z) with y = 2 @ z and cost ¢(y) — c¢(x) <p 0. The circuit form follows from
the flow decomposition theorem and from Lemma 1. O

Theorem 2 is the multiobjective counterpart of the Negative Cycle Optimal-
ity Theorem, with a dominating circulation in the role of a negative cycle. For
the MAP, all residual capacities equal one and a bounded circulation is a family
of node-disjoint circuits, so Theorem 2 reduces to the characterization of [31].
In general, circuits may appear with multiplicities and may share nodes and
arcs, provided that the residual capacities are respected.
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8.1. A lexicographic circulation formulation
For every residual arc a € A(z), let z, be an integer variable, and define

v(z) = (71(2), . ,vq(z)), ¥'(z) = Z Ve za.

a€A(x)
Consider
lexmin (2) = (v(2),-.-.7%(2)). (10)
s.t. Z Zg — Z Zq = 0, i€V, (11)
a€si (4) a€dy (i)
7"(2) <0, r=2,...,q, (12)
0<z, <7mo(z), 24 €Z, a € A(x), (13)

where §5 (i) are taken in G(x). The zero circulation is always feasible, so the lex-
icographically optimal objective vector cannot be lexicographically larger than
zero, and the constraint y!(z) < 0 is unnecessary.

Formulation (10)—(13) is not solved as an integer program, and the side
constraints (12) prevent treating it as an ordinary minimum cost flow problem;
it is an optimization form of Theorem 2.

Theorem 3 (Lexicographic circulation characterization of efficiency). Let z*
be a lexicographically optimal solution of (10)—(13). Then

x is efficient <=  y(z*) =0. (14)
If v(z*) # 0, then v(z*) <p 0 and = ® z* dominates x.

Proof. Suppose first that x is inefficient. By Theorem 2, there exists a circu-
lation z in G(x) with v(z) <p 0. It satisfies (11)—(13) and y(z) <jes 0, hence
Y(2*) <iex 0 and y(z*) # 0. Conversely, assume y(z*) # 0. Since z = 0 is
feasible, lexicographic optimality implies v!(2*) < 0, and constraints (12) give
4" (z*) < 0forr > 2. Thus y(z*) <p 0, and ®z* dominates z by Lemma 1. 0

This formulation is the e-constraint characterization of efficiency [3] with
¢ = c¢(z), written in the residual network: with y = = @ z, the constraints
¥ (z) < 0 are ¢"(y) < ¢"(z) and the objective is ¢(y) — ¢(z). In this form
the reference point disappears from the model, the zero circulation is always
feasible, and efficiency becomes the absence of a dominating circulation. The
objective-space methods used for comparison in Section 10 solve e-constraint
problems of this kind as integer programs; the method developed below works
instead with the circuits of the residual network.

4. Lexicographic roots and bound partitions

For s € {1,...,q} let

csy(x) = (cs(m), ST, .. cl(x), M), ..., csfl(m))



179

180

181

182

183

184

185

186

187

188

189

190

192

193

194

195

196

197

198

199

200

201

202

203

204

205

206

207

208

209

210

be the cost vector with its components rotated so that objective s comes first,
and, for vectors y,z € Z9, write y <5 2z when y(y) <iex 2(s), Where yq is the
same rotation of y; =<4 and >4 are defined accordingly. Thus <; is <., and
< compares objective s first, then s+ 1,...,q, and then 1,...,s — 1. We fix
an index s and select one flow

2® € argming, {c(z) 1z € X}, (15)

which we call the lexicographic root for <g; in particular ¢*(z*) = min{c®*(z) :
x € X}. The root can be computed by any minimum cost flow method that
compares the rotated costs lexicographically, or with the scalar weighting of
Isermann [13]; our implementation uses successive shortest paths with lexico-
graphic costs (Section 9). Until Section 7, s is fixed; Section 7 uses the roots of
all the ¢ orders.

4.1. Lexicographic potentials and reduced vector costs

A directed circuit w of G(z*) with v(w) <5 0 would yield, by Lemma 1,
a feasible flow with a cost vector smaller than that of x° for <. Hence no
such residual circuit exists. Augment G(x®) with a super-source sy and zero
vector-cost arcs (sg,v) for every v € V. Since no directed cycle contains s and
no residual cycle is negative for <, shortest-path distances d, = d; € Z? for
<s from sy are well defined; they may be computed by a lexicographic label-
correcting method. Any other valid potentials, such as those returned by the
successive shortest path method together with x°, may be used instead, since
only (17) below is needed. For every residual arc a = (4, j) € A(z®) define

’Va:’}/a_‘_di_dj:(ﬁ/;a--wr}/g)' (16)
Shortest-path optimality gives
Yo =5 0, a € A(z®). (17)

Hence 7 > 0 for every residual arc and, if 4, # 0, the first nonzero component
of 4, in the order s,s+1,...,q,1,...,s — 1 is strictly positive.

4.2. Branching states and bound partitions

The partition scheme follows the binary principle of Lawler [24], used for
integer network flows by Hamacher [11] and Sedefio-Noda and Espino-Martin
[32].

Definition 2 (Branching state). A branching state is denoted by
P=(1"u" z,d),

where | < I¥ < uf < u are integer bound vectors, X(P) = X(I*,u"), x is a
minimum flow of X (P) for <, called the representative, or lexicographic root,
of P, and d are node potentials for which every residual arc of Gir ,r(x) has a
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reduced vector cost that is nonnegative for <. Branching states are stored in
a global array P and are referred to by an integer index p. We write Gp(z) =
Gyp u»(x) for the residual network of a flow x of X(P) with the bounds of P;
unless stated otherwise, the residual arcs and circuits of a state are those of

Gp(2).

Let z be the representative of P, and let a be an arc of Gp(z) with original
arc e = e(a), called the opening arc. We write P(a) for the child restriction
induced by traversing a and P{a) for the complementary restriction:

iyeZ%Jrl}, a:e+,
:yegxe_]-}a a=ce,

Ye <z}, a=et,

(Y > Xef, a=e,

where z. is the value of the representative. Antiparallel original arcs are allowed;
residual arcs are identified by their original arc and direction. Both restrictions
are again of the form X (I’,u’), obtained by changing one bound of e. Thus
x € X(P(a)), and X (P) is the disjoint union of X (P{a)) and X (P(a)).

Suppose that a state successively returns opening arcs aq, ..., ap, each with
respect to the representative of the current restriction. Child 4 is obtained after
imposing the complementary decisions for ap,...,a;_1 and the child decision
for a;; the final residual partition imposes the complementary decision for every
ai,...,ap. The same arc e may be selected twice, once in each direction, in
which case its flow becomes fixed.

Proposition 1 (Bound partition). The children generated in this way, together
with the final residual partition, are pairwise disjoint and their union is X (P).

Every restriction strictly decreases Y. . 4 (ul —1F).

ecA\ e

Proof. A feasible flow y € X (P) belongs to the child of the first index ¢ for which
y violates the complementary decision of a;, and to the final residual partition
if no such index exists. The preceding decisions are satisfied by y, while the
child decision of a; is exactly the negation of its complementary decision within
X (P). Hence every flow belongs to exactly one region. Each decision moves
one bound of e(a;) strictly towards the other one, without crossing it, because
a; is an arc of the residual network of the current restriction. O

The following property restores the lexicographic invariant after a branch is
opened.

Proposition 2 (Lexicographic root of a child). Let x be the representative of
P, with reduced costs 7 =4 0 on Gp(x), and let a = (g, h) be an arc of a directed
simple circuit w of Gp(z) with a ¢ w. Let G* be Gp(x) without the arcs a and
a, let D; be the shortest-path distance for <, from h to i in G* with respect to
7, and let Py be a shortest simple h—g path for <5 in G*, which exists because
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w\ {a} is a h—g path of G*. Then z ®w € X (P(a)), so the child is nonempty,
and a minimum flow of P{a) for < is

' =z dw;, w, = aU P, (18)
Moreover, with A = Dy and
§; = min< _{D;, A}, dy = d; + 0y, (19)

where D; = 400 for an unreachable node and min {400, A} = A, every arc of
the residual network of x® with the bounds of P{a) has reduced cost nonnegative
for <5 under d®.

Proof. Let y € X(P({a)). The child decision implies y. > z. if a = e™ and
Ye < z. if @ = e~, so the conformal decomposition y = x @ Y, Aex(w;) of
Theorem 1 in Gjr ,»(x) contains a circuit w; using a. By conformality, no
circuit uses @, so wy \ {a} is a h—g path of G°.

By Lemma 2, x @ w; lies between x and y and therefore in X (P); since it
moves the flow on e by one unit in the direction of a, it belongs to X (P(a)).
Every = @ w; belongs to X (P) by Lemma 2, so the minimality of « for <, gives
~Y(wy) =5 0 for all t. Consequently

c(y) = e(@) + y(w1) + (A = Dy(wr) + D My(wr) = e(@) + y(ws).
t>2

Since costs and reduced costs coincide on circuits, y(w1) = J, + (w1 \ {a}) =s
Yo +¥(Pyy) = v(wy). The path Py is simple, uses neither a nor a, and every
arc of G has residual capacity at least one; therefore w} is a residual circuit,
z* =z ®w! € X(P(a)) by Lemma 1, and ¢(z%) <5 c(y).

For an unchanged arc b = (4,j) of G°, shortest-path optimality and the
truncation in (19) give 6; <5 d; + p, and therefore the reduced cost of b under
d®, 4, + 0; — 05, is nonnegative for <,. Every arc of P} o 1s tight, so its residual
copy (if capacity remains) and its reverse arc have zero reduced cost under d®.
The arc a keeps residual capacity only if r,(x) > 2; since 65, = 0 and 6, = A, its
new reduced cost is ¥, + A = y(w}) »=4 0. Finally, the twin a is not a residual
arc of the child: if @ = e™, the child lower bound is z. + 1 = z¢, so r- (z%) = 0;
the case a = e~ is symmetric. Thus all residual arcs of the child have reduced
cost nonnegative for <. O

Proposition 2 generalizes to the lexicographic order two scalar tools: the
computation of the best flow of a restricted partition in K-best network flow
algorithms [11, 32], and the update of potentials in the successive shortest path
algorithm [1]. The argument for the potentials is the classical one, transferred
to the lexicographic order: the augmentation along w} only creates the reverses
of the arcs of P,fg, and a lexicographically negative circuit through them would
give a h—g path lexicographically shorter than Py .

The complementary partition P(a) keeps z as its lexicographic root for <
and retains the same potentials, because it only removes residual capacity from
a.
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5. Detecting a relevant circuit

For a state P with representative x, the local step only has to decide whether
a relevant circuit of G p(x) remains and, if so, return an arc of one such circuit.
A circuit w is relevant when

Ire{l,...,q} \ {s} : 7" (w) <O. (20)

Section 7 replaces this test by a stronger one. Since the representative x is
minimum in X (P) for <, every circuit w of Gp(x) satisfies v(w) =, 0, and
in particular v*(w) > 0; a non-relevant circuit is therefore componentwise non-
negative. All the objectives other than s must be tested, including those that
precede s in the cyclic order: a circuit with v*(w) > 0 and 4" (w) < 0 for some
r < s is positive for <, but it may lead to a flow that is not dominated by =z.

5.1. The required generator property

The correctness proof of the global algorithm uses only the following property
of the local step.

(N) If Gp(x) contains a relevant circuit, the generator returns an
arc a of a relevant circuit of Gp(x). If no relevant circuit exists, it
returns NULL.

Any arc of a relevant circuit yields a valid partition by Proposition 1; which one
is used is a heuristic choice.

5.2. Relevance as negative-cycle detection

Proposition 3 (Detection of relevant circuits). A relevant circuit exists in
Gp(x) if and only if, for some r # s, the residual network Gp(x) with arc
costs y" contains a negative cycle. Running the Bellman—Ford—Moore algorithm
[2, 8, 26] once for every such r therefore satisfies property (N) in O((g—1) nm)
time.

Proof. A relevant circuit w with 4" (w) < 0 is a negative cycle for 4". Conversely,
the Bellman—Ford—Moore algorithm returns a negative cycle as a directed simple
circuit of Gp(x); every arc of Gp(x) has residual capacity at least one, so this
circuit is a residual circuit of P, and it is relevant because its cost in objective
r is negative. Reduced and original costs coincide on circuits, so either may be
used. O

Algorithm 1 states the resulting generator. Any arc of the returned cycle
may be used as opening arc, since the correctness proof does not depend on this
choice; the rule used in the implementation is described in Section 9.

10
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Algorithm 1: RELEVANTCIRCUIT(P)

Input: A branching state P with representative x.

Output: An opening arc a of a relevant circuit of Gp(z); or NULL.
1 forr=s+1,...,¢,1,...,s—1do
2 Run the Bellman—Ford—Moore algorithm on Gp(z) with arc costs v";
3 if a negative cycle w is found then
4 return an arc of w;
5 return NULL;

6. The circulation-ranking algorithm
For a state Pand r =1,...,q, let
m,(P) =min{c" (%) : £ € X(P)}. (21)

Each of these problems is a single-objective integer minimum cost flow prob-
lem with bounds (¥, uf and is polynomially solvable. The vector m(P) =
(m1(P),...,mg(P)) need not be attainable, but m(P) < ¢(&) for every & €
X (P), and ms(P) = ¢*(x) for the representative x. Every state also stores,
for every t € {1,...,q}, a flow z' that attains m,(P), with valid potentials; we
choose 2! minimum in X (P) for <;, which breaks the ties among the minimizers
of ¢! at no extra cost, and z® = z. These flows are used for the bound m(P);
Section 7 shows that they can also play the role of the representative.

The global heap H contains the active states, ordered lexicographically by
m(P). The relevant circuit of a state is searched only when it is extracted. This
priority is heuristic: neither property (IN) nor the correctness proof requires
states or flows to be generated in any particular order.

6.1. Incumbent set

The incumbent set U stores one flow of each nondominated objective vector
among the feasible flows known so far. A new flow is inserted when its objective
vector is neither dominated by nor equal to a stored vector, and stored flows
dominated by it are removed. The incumbent set may be warm-started with
arbitrary feasible flows, which then act as dominators, and it is the output of
the algorithm. The representative and the flows x! of every state are offered to
U when they are computed.

6.2. Processing an extracted branch

Let P = P, be extracted from H, and let a be the arc returned by the
generator, which lies on a relevant circuit w of Gp(z) for the representative x of
P. Two disjoint restrictions are created with the value x. of the representative
on e = e(a). The residual parent becomes P(a), which keeps z and its potentials,
and it is reinserted in the heap. The child restriction is P{a). Its representative
for <5 is not assumed to be x @ w. Instead, Proposition 2 computes

a' = argming {c(y) : y € X(P(a))}

11
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from the cheapest circuit of Gp(x) for <, containing a, together with new valid
potentials. The flows z¢, ¢t # s, of both restrictions are reoptimized after the
change of the bound of e (Section 6.3). The new representative, and every flow x?
that changes, is offered to U. A state is not discarded because its representative
is dominated, since a dominated representative may have efficient descendants;
it is discarded only by the bound test of Proposition 4 below.

6.3. Dominance pruning of a partition

Any state can be discarded when its whole active partition is provably dom-
inated. This is the dominance test of multiobjective branch-and-bound, which
compares a lower bound set of a node with the incumbent set [35, 9]; here the
componentwise bound (21) is the simplest lower bound set.

Proposition 4 (Dominance bound pruning). If a flow z in the incumbent set
U satisfies
c(z) <p m(P), (22)

then every flow in X (P) is dominated by z and P can be discarded.

Proof. For every & € X(P), ¢(z) < m(P) < ¢(&) componentwise, and the
strict component in ¢(z) <p m(P) remains strict. If z is later removed from
U because another feasible flow dominates it, transitivity preserves the pruning
certificate. O

Since only a minimal complete set is computed, the non-strict test ¢(z) <
m(P) also discards P: every flow of X(P) then has a vector dominated by
or equal to ¢(z), so P contains no new vector. The implementation uses this
non-strict form, which is also the one given by the search-region test of Section 7.

The exact vector m(P) is maintained rather than recomputed from scratch,
through the flows x. At the root state P°, whose bounds are ! and u, the ¢
lexicographic problems are solved; their optimal flows and potentials are the
flows z* of P°, and z* is its representative. After one bound change on an arc
e, a stored flow ! either remains feasible, and hence optimal, or violates the
new bound on e by some amount k. In the latter case the flow on e is moved to
the new bound, which creates an excess and a deficit of k£ units at the endpoints
of e while keeping all residual reduced costs lexicographically nonnegative, and
optimality is restored by at most k lexicographic shortest augmenting paths
[1]. Hence the exact ideal point is propagated with at most k shortest-path
computations per affected flow; for the representative, k = 1 in the child, and
the reoptimization is the computation of Proposition 2. The weighted bounds
of Section 7 are single-objective problems with cost i - ¢ and are maintained in
the same way.
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6.4. General algorithm

Algorithm 2: Circulation-Ranking Algorithm for the MOIMCF

Input: Network G = (V, A), balances b, bounds [, u and vector arc costs
ce 7.
Output: A minimal complete set U of efficient flows.
1 Fix an index s € {1,...,q};
2 Compute the lexicographically optimal flows z* for <; and valid potentials d’,

t=1,...,q;

3 P° « (I,u,z*,d®), which also stores z, ...,z for m(P°); H + (); initialize
the incumbent set U and update it with 2, ..., 2%

4 Insert P° into H;

5 while H # () do

6 Extract a state P = P, from H,

7 if an exact bound certifies P dominated by U then discard P; continue;

8 a < RELEVANTCIRCUIT(P), an arc of a relevant circuit of Gp(z) for the

representative x of P;
9 if a = NULL then discard P, which contains no new vector; continue;
10 Construct the child restriction P’ < P(a); compute its representative by

(18)—(19) and reoptimize its flows z*, t # s;

11 Update U with the representative of P’ and the flows z that changed;

12 if the bound of P’ does not certify it dominated by U then insert P’ into
H;

13 Replace P, by the complementary restriction P(a), which keeps its
representative, reoptimize its flows z*, t # s, and update U with those
that changed;

14 if the complementary partition is not certified dominated by U then
insert P, into H;

15 return U,

The test of Proposition 4 is applied to every restriction before it is inserted
in H, and again when it is extracted, since U may have grown in between.

6.5. Search strategy and warm start

Three further choices of the implementation affect only the running time
and the memory.

Ideal-point priority and bounded memory. States are inserted in the heap
without searching their circuit, with key m(P), and are extracted in lexico-
graphic order of this key. Since this best-first order may keep many states open,
new states are explored depth first once more than 10° states are open; this
limits the growth of the heap without affecting the instances that do not reach
the limit.

Warm-started incumbent set. As in the multi-objective successive shortest
path algorithm of [31], where 2¢ + 1 vectors (the ¢ single-objective optima and
q + 1 weighted-sum optima) initialize the search, the incumbent set U is warm-
started with weighted-sum optima: besides the ¢ lexicographic roots of P?, it
receives the optima of the all-ones weighted sum and of the ¢ weighted sums
with one weight doubled. The warm-start flows act only as dominators and do
not constitute a first phase.
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Probing along the returned circuit. When the generator returns an arc of a
relevant circuit w of Gp(x), where z is the representative used by the generator,
the flows z @ kx(w), k = 1,2, ..., up to the smallest residual capacity of the arcs
of w and at most 64, are offered to U as long as their vectors are new. They
are feasible by Lemma 1 and, like the warm-start flows, act only as dominators:
the partition, and hence the correctness argument, is unchanged.

7. The search region and box-restricted relevance

The relevance test (20) used by the local generator asks only for a circuit
of Gp(x*®) that improves some objective other than s. This section replaces it
by a test that depends on the part of the objective space that still has to be
explored. It is stated for an arbitrary number of objectives.

From now on all the flows 2! of Section 6 are used. Since z! is minimum
in X(P) for <, it is, with its potentials, a representative of P in the sense
of Definition 2 for the order <;, and Proposition 2 and the relevance test of
Section 5 hold for each of them. We therefore call ', ..., z9 the representatives
of P. The results of this section hold for any of them, and the generator of
Section 7.3 examines each box from the representative closest to it.

7.1. Local upper bounds

We recall the representation of the search region by local upper bounds of
Klamroth et al. [15]; the definitions and the update rule below are theirs, and
the results of Sections 7.2 and 7.3 are new.

Let y! € Z? be the ideal point, y! = min{c"(z) : z feasible}, that is, y! =
m(P?) for the root state, and let M € Z? be any vector with M > c¢(z) compo-
nentwise for every feasible flow z; for instance M, = 143" . , max{cle, cLuc}.
Every feasible vector lies in the box [y, M]. Let U C Z4 be a finite set of
objective vectors of feasible flows known to the algorithm; for the incumbent
set of Section 6.1 we identify U with the set of its objective vectors. A vector
y is new if it is neither dominated by nor equal to a member of U, that is, if
no z € U satisfies z < y. Klamroth et al. [15] define the search region of U
as the set of vectors of [y!, M| that are new, and its local upper bounds as the
maximal points u of {u < M : no z € U satisfies z < u}, that is, the maximal
corners of strict boxes {y : y < u} that contain no vector of U; the search region
is the union of the sets {y € [y/, M| NZ9 : y < u} over the local upper bounds
u. For integer vectors, y < w is equivalent to y < u — 1. We denote by U(U)
the set of local upper bounds; for U = () it is {M}.

The incremental maintenance of U(U) is also due to Klamroth et al. [15]:
when a new vector y is inserted, every bound u with y < wu is replaced by
its ¢ children u*, obtained from u by setting uf = yi, and only the maximal
bounds are kept, since a box contained in another adds nothing; Klamroth et al.
decide maximality with the defining points of each bound, and the family is then
exactly U(U). The tests below use the boxes of U (U); they remain valid for any
family of boxes that covers the new vectors and contains no vector dominated
by or equal to a vector of U.
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7.2. Boz-restricted relevance

Theorem 4 (Box-restricted relevance). Let P be a state, let s € {1,...,q} and
let x minimize ¢ over X (P), for instance its representative x*, let u be an upper
bound, and put

By =us —1—c*(), B.=c(z)—u,+1 (r#s).

Let y € X(P) with c(y) <u—1, and let y = 2@ )Y, Mx(we) be a conformal
decomposition as in Theorem 1. Then

(i) 0 < ~*(wi) < B for every t;

(i) if c(x) € u—1, then B, > 1 for some r # s, and for every such r at least
one circuit w of the decomposition satisfies

B,y*(w) + Bsy"(w) <0. (23)

Proof. Since x minimizes ¢® over X (P), no circuit of Gp(x) has negative cost
v, 80 v*(wy) > 0 for every t. As Ay > 1 and Y, \yy*(wy) = c*(y) — ¢*(z) < B,
claim (i) follows.

If ¢(x) £ u — 1, some component satisfies ¢"(x) > wu,; since ¢*(z) < ¢*(y) <
us — 1, this component is r # s, and B, > 1. Fix r with B, > 1 and suppose
that B,y (wy) + Bsy"(w;) > 0 for every t. Multiplying by A; and summing,

By (c(y) — *(2)) + By (€' (y) — &' () >

Now ¢"(y) < u, — 1 =" (x) — B, gives ¢"(y) — c’”(a:) < —B,, hence B,(c*(y) —
c¢*(z)) > BsB, and, since B, > 1, ¢*(y) > ¢*(x) + Bs = us — 1, contradicting
c(y) <u-—1. O

Corollary 1 (Box relevance test). Let N be a family of boxes that contain only
new vectors and cover the search region, let P be a state whose representatives
are not new, and let L C 72, be a finite, possibly empty, family of weight vectors
with the weighted bounds

my(P) =min{u-c(2): &€ X(P)}, weL, (24)
and let
NP)={ueN: mP)<u—1and m,(P) < p-(u—1) for every p € L},

where m(P) is the componentwise bound (21). Foru € N(P) ands € {1,...,q},
with Bgs(u) and By(u) computed from x* as in Theorem /4, declare a circuit w
of Gp(x®) relevant for (u,s) when

dr#s: 7 (w) < Bs(u), Br(u) 21, Br(u)y’(w)+ Bs(u)y"(w) < 0.
(25)
If, for everyu € N'(P), there is some s such that no circuit of Gp(z*) is relevant
for (u,s), then X (P) contains no new vector.
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Proof. Let c¢(y) be a new vector of X (P). It lies in a box v € A/, and m(P) <
c(y) <u—1and m,(P) < p-c(y) < p- (u—1) for every p € L show u € N(P).
For every s, the box u does not contain ¢(x*), which is not new, so Theorem 4
provides a circuit relevant for (u, s) in the conformal decomposition of y with
respect to x°. Hence the hypothesis of the corollary fails. O

The hypothesis that the representatives are not new holds in every state: a
representative is compared with U when it is computed, and either it is inserted
or a vector of U dominates it or equals it; a vector leaves U only when another
one dominates it, so the relation persists by transitivity. The hypothesis is
needed, since a box containing c¢(x*®) has B,.(u) < 0 for every r # s; if ¢(x®) is
new, the representative itself lies in the box and no circuit is needed.

The weighted bounds (24) are single-objective integer minimum cost flow
problems, exactly like the components of m(P), and they are maintained in the
same way (Section 6.3). Together with m(P) they define the lower bound set
{y: y=>m(P), p-y>my(P), p€ L} of the partition in the sense of Ehrgott
and Gandibleux [6], and the definition of N(P) is the test of a lower bound set
against the local upper bounds used in multiobjective branch-and-bound [35, 9].
They discard boxes of N before any circuit is searched; the family used in the
implementation is described in Section 9.

7.8. Detection restricted to boxes

A relaxation of the box test of Corollary 1, without the condition v*(w) <
Bg(u), can be decided in the same way as the basic test of Proposition 3, one
box and one objective at a time. A detection that finds no cycle certifies that
the box is empty for the partition; a cycle found gives a branching direction,
but does not prove that the box contains a vector of the partition.

Proposition 5 (Box-restricted negative-cycle detection). Let P be a state, let
x = z° be one of its representatives, let w € N(P) and v # s with Bg(u) > 1
and B,(u) > 1, and give every arc a of Gp(x) the pair

0a = (B,(u) ) + Bo(u)vs, 4),

ordered lexicographically. A circuit w of Gp(z) satisfies B,.y*(w)+ Bsy" (w) <0
and y"(w) < 0 if and only if O(w) <jex 0. If Gp(x) has no lexicographically
negative cycle with respect to 0, then no y € X(P) satisfies c(y) < u — 1.

Proof. Tf O(w) <je 0, either B.vy*(w)+Bsy" (w) < 0, which with v*(w) > 0 gives
~"(w) < 0, or the first component is zero and 4" (w) < 0. Conversely, a circuit
with both properties has 6(w) <e, 0. For the second statement, let y € X (P)
with ¢(y) <u—1andlet y =2 ® >, Ay x(w;) be a conformal decomposition
as in Theorem 1. Since ), Mey(wy) = c(y) — c(z), *(y) — ¢*(x) < B, and
e (y) - '(z) < ~ B,

Z)\t e(wt) = (Br(cs(y)_cs(l‘))+Bs(cr(y)_c7)(m>)7 Cr(y)_cr(x)) < (07 _Br)
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Figure 1: One detection of Proposition 5, in the plane of the objectives s and r. The point ¢(z)
of the representative x = z* lies above the box u in objective r (B, > 1), and its component s
does not exceed that of u —1 (Bs > 0). The line through ¢(z) and v — 1 has normal (B, Bs).
Both circuits w and w’ have costs below it, so both are lexicographically negative for 6 and
either may be returned to branch; c¢(z @ w’) lies in the box, whereas c(z @ w) does not. If no
such circuit exists, the box is certified empty for X (P).

componentwise, and this vector is lexicographically negative. The lexicographic
order is compatible with addition and with multiplication by positive integers,
so some circuit w; has 8(w;) <je. 0, and it is a lexicographically negative cycle
of Gp(z) for 6. O

The absence of a #-negative cycle is the optimality condition of the minimum
cost flow problem with cost B,.c®+ Bsc”, with ¢” as tie-breaker: x minimizes this
weighted sum over X (P), and the hyperplane B,ys + Bsy, = B,c®(x) + Bsc"(x)
passes through ¢(x) and through the corner u— 1 of the box, since B,.(us — 1) +
Bs(ur—1) = Byc®(x)+ Bsc"(x) (Figure 1). Proposition 5 is thus a weighted-sum
bound with weights adapted to the box, but no optimization problem is solved:
only the optimality of the representative is checked, and when it fails the cycle
found points to the box and opens the next branch.

Boxes with Bg(u) = 0 are handled with 6, = (75): for a flow y € X(P)
with ¢(y) < w — 1, the same computation gives >, \yy"(w) < —B, < 0, so
some circuit of the decomposition is a negative cycle for v". The conclusion of
Proposition 5 therefore holds for Bs(u) = 0 as well.

The conclusion of Proposition 5 refers to the feasible set X (P) and to the
box wu, and neither to the representative x nor to the objectives s and r used in
the detection. This gives certificates that can be reused.

Corollary 2 (Box certificates). Say that a pair (S,u), where S is a state and u
an upper bound, is a certificate if no y € X(S) satisfies c(y) < u—1. If (S,u)
is a certificate, so is (P,u’) for every state P with X(P) C X(S) and every
' < w. If (Pu) is a certificate for every u € N(P), then X(P) contains no
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new vector.

Proof. If y € X (P) satisfied ¢(y) < ' — 1, then y € X(S) and ¢(y) < u — 1.
For the last claim, a new vector c(y) with y € X(P) lies in a box u € A/, and
m(P) < ¢(y) < u—1and mu(P) < p-cly) < p-(u—1) for p € L show
u € N(P), which is impossible if (P, u) is a certificate. O

By Proposition 5, a detection that finds no cycle for some objective r at
S produces a certificate (S,u), which, like a lower bound set in branch-and-
bound, remains valid for the child S(a), the complementary restriction S(a)
and all their descendants, whatever representatives they use. For a state P we
denote by C(P) the set of upper bounds u for which a certificate (S,u) with
X(P) C X(S5) is known; every box v’ < u with u € C(P) can be skipped at P.

For every box u € N(P) and every s, Bs(u) > 0 because m4(P) = ¢*(x*),
and some r # s has B,(u) > 1, since ¢(z®) is not new, so that c(z®) £ u — 1,
and c¢*(z%) = mg(P) < us — 1. The generator examines the boxes of N (P)
not covered by C(P) and runs one detection for each of them, from the rep-
resentative closest to the box, that is, the one that minimizes the total excess
i, max{0, c*(z*) —uy + 1}, and with the first r after s, in cyclic order, with
B,(u) > 1. By Theorem 4, any other choice of s and r would also be valid.
The Bellman—Ford—Moore algorithm either returns a lexicographically negative
cycle for 6 in O(nm) time, and the generator stops, or certifies the box; the
detections therefore take O(JNV(P)|nm) time, and the choice of the opening arc
(Section 9) adds at most |w| lexicographic shortest-path computations. The
generator satisfies the following property, which replaces (IN) for the box test:

(Npox) If the generator returns NULL, then X (P) contains no new
vector; otherwise it returns an arc a of a circuit w of Gp(x?®) that
is lexicographically negative for the weights 6 of Proposition 5, for
some u € N(P), some s and some 7 # s.

The first part follows from Corollary 2. Such a circuit is simple and does not
contain a, since an arc and its twin have costs that cancel, so Proposition 2
applies to the returned arc.

7.4. The complete method

Algorithms 3 and 4 state the method used in the implementation. With
respect to Algorithms 1 and 2, the generator is replaced by Algorithm 3, the
pruning test becomes N (P) = @), which contains the dominance test of Propo-
sition 4 and adds the weighted bounds (24), the child and the complementary
restriction inherit the certificates of the parent (Corollary 2), and the local up-
per bounds are updated whenever a vector enters the incumbent set, including
the representatives, the warm-start and probing flows of Section 6.5. A worked
example of the method is given in Section S1 of the Supplementary Material
(SuppMat).
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Algorithm 3: BOXRELEVANTCIRCUIT(P)

Input: A state P with its representatives 2, ..., 29 and its certificates C(P);
the local upper bounds U(U) of the incumbent set.
Output: An opening arc a of a relevant circuit of Gp(x°) for some s; or NULL.
1 foreach u € U(U) with m(P) <u—1 and mu(P) < p- (u—1) for every

uw € L do
2 if u < for some u' € C(P) (Corollary 2) then continue;
3 s « the representative closest to u, minimizing

>, max{0,cF(z°) —up + 1}; x + %
Bs + us — 1 —c°(z);
5 r < the first r # s after s, in cyclic order, with B, = ¢ (z) —ur +1 > 1;
// exists, since c(x) is not new
6 Give every arc a of Gp(z) the weight 0, = (Byvs + Bsva, va) if Bs > 1,

and 0, = (v4) if Bs =0; // Proposition 5
7 Run the Bellman-Ford-Moore algorithm on the arcs of Gp(z) compatible
with u (Section 7.5) with the weights 0;
8 if a lexicographically negative cycle w is found then
9 Offer z @ kx(w), 1 < k < min{64, mingcw ra(z)}, to U; // probing,
Section 6.5
10 return an arc of w; // rule of Section 9
11 else
12 C(P) + C(P)U {u}; // no vector of X(P) in the box u

13 return NULL;

7.5. Arcs compatible with a box

The detection of Proposition 5 can be run on a smaller network. For a
representative z¥ of P, with the potentials d* of Definition 2, and a residual
arc a = (i,7) of Gp(z¥), write 5% = ~* + dﬁk - d;?’k for the component k of its
reduced vector cost (16); by (17), 7% > 0. Recall that my(P) = c*(z%).
Proposition 6 (Arcs compatible with a box). Let P be a state, let u be an
upper bound, let y € X(P) with ¢(y) <u—1, and let k € {1,...,q}. Ifa is a
residual arc of Gp(x*) with original arc e and y moves e away from z* in the
direction of a, that is, y. > z¥ if a = eT and y. < ¥ if a = e~, then

’_}/5 <up—1 —mk(P).

Proof. Let y = x* @Y, Aex(we) be a conformal decomposition as in Theorem 1.
By conformality, a belongs to some circuit w;. Directed-cycle costs do not
change with the potentials, and every reduced cost 4* is nonnegative, so

HFy) —mp(P) =Y NP (we) =D N D Ak = Ak

a’ Ewy
Since c*(y) < ug — 1, the claim follows. O

We use Proposition 6 in two ways.
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Algorithm 4: Circulation-Ranking Algorithm for the MOIMCF with
the search region

Input: Network G = (V, A), balances b, bounds I, u, vector arc costs ¢ € Z?
and a family £ of weight vectors (Section 9).
Output: A minimal complete set U of efficient flows.
1 Compute the lexicographically optimal flows z® for <s with their potentials,
s=1,...,q, and the weighted bounds m, (P°%), u € L;
2 P° < (l,u, (z°,d*)s) with C(P°) = (; H + {P°};
3 Initialize U with z',... 2% and the warm-start flows of Section 6.5, and U (U)
as in Section 7.1;
4 while H # () do
5 Extract from H the state P = P, with lexicographically smallest m(P)
(depth first above 10 open states, Section 6.5);
6 if every box u € N(P) is covered by C(P) then discard P, which contains
no new vector; continue;
7 Fix arcs of P (Section 7.5), reoptimize the representatives and weighted
bounds that violate the new bounds, and update U and U(U);
8 if X(P) =0 after the fizing then discard P, which contains no new
vector; continue;

9 a <~ BOXRELEVANTCIRCUIT(P), an arc of a circuit of Gp(z°);
// Algorithm 3
10 if a = NULL then discard P, which contains no new vector; continue;
11 Construct the child restriction P’ < P{a), with the value of z° on e(a),

and C(P') + C(P);

12 Compute the representative z° of P’ by (18)—(19), reoptimize its other
representatives and its weighted bounds, and update U and U(U) with
the representatives that changed;

13 if N(P') # 0 then insert P’ into H;

14 Replace P, by the complementary restriction P(a), which keeps the
representative x° of P, its potentials and C(P); reoptimize its other
representatives and its weighted bounds, and update U and U(U) with
the representatives that changed;

15 if N(P,) # 0 then insert P, into H;

16 return U;

Detection on the compatible arcs of a box. When the box wu is examined
from the representative z°, a residual arc a of Gp(x®) with original arc e is
removed if, for some k with z¥ = 22 for which a is also an arc of Gp(z*),
A% > up — 1 — my(P); for k = s the condition is 5 > By(u). Since z¥ = z2,
Proposition 6 excludes a from the conformal decomposition of every flow of
X (P) in the box, so Proposition 5 holds on the reduced network.

Inherited fixing of arcs. Let
Si(P) =max{ur —1: u € N(P), u not covered by C(P)} — my(P).

If a residual arc a of Gp(x*) with original arc e satisfies 5% > Si(P), then,
by Proposition 6, no flow of X(P) whose vector is new moves e away from
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2 in the direction of a, and the bound of e in P can be set to ul = z¥ if

a=et, or I = zF if a = e=. The new bounds are bounds of the state, so
the child and the complementary restriction, and all their descendants, inherit
them. All the bounds found for P are imposed at once when P is extracted,
and each representative and each weighted bound whose flow violates them
is reoptimized once. Bounds obtained from different representatives may cross,
17 >yl or leave no feasible flow; then X (P) is empty after the fixing and, since
the removed flows have vectors that are not new, P contains no new vector and
is discarded.

8. Correctness

The proof uses the lexicographic-root invariant of Proposition 2, for each of
the g cyclic orders, together with the reoptimization of Section 6.3, the bound
partition of Proposition 1, and the properties of the local generator: (IN) for
the basic test (Proposition 3) and (Npeyx) for the box test (Section 7.3). No
ordering property of the global heap is required.

Proposition 7 (Exhaustion of a partition). Let P be a state with representatives

a2t ..., 29 for which the generator returns NULL.

(i) With the basic test (20) for the representative x = x° of Algorithm 2,
c(x) < ¢(y) componentwise for every y € X (P).

(i) With the box test, no y € X(P) has a vector that is neither dominated by
nor equal to a vector of the current incumbent set U.

Proof. (i) By property (IN), no relevant circuit remains in Gp(z®). Let y €
X(P)andlety = 2°®) ", Aex(w¢) be the conformal decomposition of Theorem 1
in Gp(x®). Every circuit wy is a circuit of G p(x*), hence nonnegative for <, and
not relevant; hence it is componentwise nonnegative, and so is ¢(y) — c¢(x*). (ii)
This is property (Npox): when the generator returns NULL, every box of NV (P)
is covered by a certificate, inherited from a state whose feasible set contains
X (P) or obtained by a detection during the call, and Corollary 2 applies. O

Theorem 5 (Correctness). Algorithm 2, with the basic generator of Algo-
rithm 1, and Algorithm 4, with the box gemerator of Algorithm 3, terminate
and return a minimal complete set of efficient flows.

Proof. By Proposition 1, every processed state is replaced by restrictions with
a strictly smaller total bound width Y _(uf — 1), a nonnegative integer, so the
partition tree is finite; by Proposition 2 and Section 6.3, every state has its ¢
lexicographic roots, so the generator is well defined.

Let v € Y. Several efficient flows may have the vector v, and the algorithm
need not compute a given one; we show that exactly one flow with vector v ends
in U. Suppose that no flow with vector v ever enters U. Since v is nondominated,
v is then new at every moment. Let y be an efficient flow with ¢(y) = v. At
every moment y belongs to X (P) for exactly one state P of the partition, since
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the fixing of Section 7.5 removes only flows whose vectors are not new, and,
since the tree is finite, this state is eventually discarded, either by a bound or
because the generator returns NULL. In both cases X (P) contains no new vector
at that moment, which contradicts y € X (P). Indeed, a state discarded by a
bound has ¢(z) < m(P) for some z € U (Proposition 4, in its non-strict form) or
N(P) =0 (Corollary 1). If the generator returns NULL, this is Proposition 7(ii)
for the box test; for the basic test, Proposition 7(i) gives c(z®) < ¢(&) for every
& € X(P), and ¢(z®) is not new, since z° was compared with U when it was
computed. Hence some flow with vector v, y or an equivalent one, enters U. It is
never removed, since a flow leaves U only when a flow that dominates it enters,
and no other flow with vector v enters U, since equal vectors are rejected.
Conversely, a flow z in U with ¢(z) ¢ Yy is dominated by some v € Yy; a
flow with vector v eventually enters U and removes z, and later insertions of z
or of flows equivalent to it are rejected. U

9. Implementation

The algorithm is implemented in C, without external libraries, and runs on
a single thread. Instances are read in the DIMACS minimum cost flow format
with ¢ cost columns per arc, which allows lower bounds and negative costs.

The network is stored in forward and reverse star form, and the residual
network is never built explicitly: the residual capacity of an arc is read from
the flow and the bounds of the current state. Each state keeps its bounds, its
lexicographic roots with their node potentials, which give m(P), the bounds
m,,(P) with the flows that attain them, and its box certificates. A child copies
these data and reoptimizes only the problems affected by the changed arc. All
minimum cost flow problems, whether lexicographic, in any cyclic order, or
weighted, are solved by the same successive shortest path routine. All quantities
are 64-bit integers.

The local upper bounds are updated as in Klamroth et al. [15]. The generator
does not list N'(P): it scans the bounds and examines each live box as soon as
it is found, so that the scan stops at the first box with a cycle. For the weighted
bounds we use, for each pair of objectives i < j, the vectors e; +¢;, 2e; +-¢; and
e; + 2ej, together with the all-ones vector. Each detection is a Bellman—Ford—
Moore run in O(nm) time [2, 8, 26]; when it finds no cycle, the box is stored as
a certificate of the state.

The generator returns a cycle w of G p(z*), but the child is represented by the
lexicographically cheapest circuit for <, through the chosen arc (Proposition 2),
which need not point towards the box. We therefore compute, for each arc of w,
the representative of the corresponding child, and choose the arc whose circuit is
most negative for the first component of the weight 6 of the box that produced
w. Further details (computation from scratch, bounds on the labels, storage of
the local upper bounds and of the certificates) are given in Section S2 of the
SuppMat.
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10. Computational experiments

10.1. Reference algorithms

For ¢ > 3 we compare the circulation-ranking algorithm with two exact
objective-space methods for multi-objective integer programming, applied to
the integer program with objectives (7) and constraints (2)-(4) for the same
instances.

e The search-zone method of Tamby and Vanderpooten [38], which extends
the e-constraint method to any number of objectives and improves in their
experiments on earlier objective-space algorithms, including that of Kirlik
and Saym [14]. We implemented it in C for this study; we refer to it as
TV.

e The defining point algorithm of Déchert, Fleuren and Klamroth [5], in its
augmented variant, with the code published by the authors [4]; we only
added a limit on the CPU time and a summary of the output. We refer
to it as DPA.

Both solve their integer subproblems with CPLEX 22.1.2 on a single thread. The
three methods are exact: they are designed to compute a minimal complete set.

10.2. Instances

Our benchmark has a full factorial design. The networks are generated with
NETGEN [16], with n € {20, 30,40, 50, 75} nodes, m € {3n,4n,5n} arcs, [v/n]
sources and [+/n] sinks, half of them transshipment nodes, as in the instances
of Kovécs [23], capacities in [0, 50] and total supply S € {10, 20, 30,40, 50}; the
first cost is generated by NETGEN in [0, 100] and the remaining ¢ — 1 costs are
uniform in [0,100]. For each ¢ € {3,4,5} and each combination of n, m and S,
three instances are generated with different seeds, 675 instances in all (Table S3
of the SuppMat gives the networks and the median of |Yy| for each class). A
further block with ¢ = 3 and S = 100 (45 instances, with the same networks
and seeds), where the nondominated sets have tens of thousands of vectors, is
reported in Section S4 of the SuppMat.

We have also considered 66 instances with ¢ > 3 of Konen, Lohken and
Stiglmayr [21], which are publicly available [22]: three instances in each of the
22 classes with at most 200 nodes whose results are published in [21] or in the
thesis of Koénen [17], chosen among those whose nondominated set is known
with certainty. Since they are chosen among instances that DPA and TV solve,
they serve as an external validation set rather than as a neutral comparison of
the number of solved instances. The selection, the parameters of the classes and
the results are given in Section S5 of the SuppMat.

The number of nondominated vectors depends less on the size of the network
than on the range of values of each objective, which grows with the costs, the
supply and the capacities: with ¢ = 3 and n = 20, for instance, the median of
|Yn| over the 9 instances grows from 140 with supply 10 to 4007 with supply
50 (see Table S3 of the SuppMat).
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10.3. Results

All experiments are performed on an Intel Xeon 3.70 GHz processor with 4
cores and 8 hardware threads and 64 GB of RAM running Ubuntu 16.04. We
refer to the circulation-ranking algorithm as CR. All runs are performed on this
machine, each on a single thread fixed to its own hardware thread, so that two
runs may share a physical core, with a limit of 3600 seconds of CPU time (900
seconds in the experiment of Table 2). We record the CPU time, excluding the
reading of the instance, the number |Yy| of nondominated vectors, the number
of processed partitions of CR, the number of integer subproblems solved by TV
and DPA, and the peak memory of each run. The outputs of TV and DPA
may contain dominated or repeated vectors, due to the numerical tolerances of
CPLEX; they are removed in a post-processing step whose time is not included,
which can only favour TV and DPA. After this step, the methods that terminate
on an instance return the same nondominated sets, with one exception, an
instance of Konen et al. on which the output of TV misses one nondominated
vector (Section S4 of the SuppMat). CR uses exact integer arithmetic and is
not affected by tolerances; its fronts coincide with those of DPA on the 519
instances solved by both.

Table 1 summarizes the comparison. For each group of instances it gives
the number of instances solved within the time limit, the shifted geometric
mean of the CPU time with a shift of 1 second, counting unsolved instances at
3600 seconds, the median of the known values of |Yy|, and, over the instances
solved by CR, the geometric mean of the number of processed partitions per
nondominated vector. The instances are grouped by ¢ and by total supply. The
results for every class are given in Section S4 of the SuppMat, and Figure 2
compares the times of CR and DPA instance by instance.

CR is the fastest method for every number of objectives: its mean time is
2.7, 4.7 and 3.6 times smaller than that of DPA for ¢ = 3, 4 and 5. Figure 2
confirms this instance by instance: on the instances solved by both methods,
CR is faster than DPA on 175 of 203 with ¢ = 3, 142 of 145 with ¢ = 4 and all
75 with ¢ = 5, and the geometric mean of the ratio between their times grows
from 7.6 for ¢ = 3 to 18.8 for ¢ = 4 and 48.5 for ¢ = 5. With ¢ = 5, CR
also solves more instances, 102 against 75 for DPA and 38 for TV, and with
q = 4 CR and DPA solve almost the same number, 149 and 150, against 94 for
TV. With ¢ = 3, however, DPA solves all the instances with supply at most
50, whereas CR leaves 22 of them unsolved: one with supply 30, 6 with supply
40 and 15 with supply 50. Their nondominated sets have a median of 11500
vectors, and DPA solves each of them in less than 24 minutes. In the additional
block with ¢ = 3 and supply 100 (Section S4 of the SuppMat), DPA solves 38
of the 45 instances, TV 18 and CR 14, and DPA is also faster.

The last column of Table 1 explains the effect of the supply. Each processed
partition with a live box not covered by a certificate costs at least one negative-
cycle detection, and the number of live boxes, which bounds the number of
detections per partition, grows with |Yy|. With ¢ = 3, n = 20 and m = 60,
the number of partitions per nondominated vector grows from 2 with supply
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Table 1: Comparison of CR, DPA and TV on our benchmark with a limit of 3600 seconds, by
number of objectives ¢ and total supply. Solved: number of solved instances. Time: shifted
geometric mean of the CPU time in seconds, with unsolved instances counted at the limit;
the best value is in bold. |Yx|: median of the known values (number of instances with known
|Yn| in parentheses when not all). Part./vec.: geometric mean of the number of partitions
processed by CR per nondominated vector.

Solved Time (s) Part./
¢ Supply # CR DPA TV CR DPA TV IYn|  vec.
3 10 45 45 45 45 0.3 6.2 9.3 140 5

20 45 45 45 45 3.7 27.4 43.4 638 17
30 45 44 45 45 18.0 61.9 94.7 1534 36
40 45 39 45 45 91.4 1220 2155 3110 66
50 45 30 45 43 237.8 203.6 394.1 5342 65
All 225 203 225 223 18.1 49.4 81.2 1346 24
4 10 45 45 45 44 1.1 49.3 78.9 345 5
20 45 44 44 29 41.7 445.0 1137.9 3284 (44) 17
30 45 34 33 12 290.7 1108.6 2057.9 7640 (36) 24
40 45 15 17 6 1092.2 1850.0 2372.8 10849 (17) 22
50 45 11 11 3 1792.8 2487.8 3068.3 10251 (12) 24
All 225 149 150 94 137.4 647.4 1063.1 2659 (154) 14
5 10 45 43 40 29 6.3 277.1 5544 527 (43) 6
20 45 30 19 6 358.6 1862.7 2952.8 4732 (30) 11
30 45 16 10 1 1473.8 28229 3568.3 6454 (16) 11
40 45 8 4 1 2303.1 3116.9 3314.1 8260 (8) 12
50 45 5 2 1 2863.0 3370.9 3599.7 14210 (5) 11
All 225 102 75 38 479.1 1726.5 2337.2 3048 (102) 8

25



766

767

768

769

770

771

772

773

774

775

776

777

778

779

780

781

782

783

784

785

786

787

788

789

790

791

792

, 1 Both: 203 Both: 145 Both: 75
103 4 Only CR: 0 4 Only CR: 4 4 Only CR: 27 9
Only DPA: 22 Only DPA: 5 Only DPA: 0

Neither: 0 Neither: 71 Neither: 123

102 o
10! 4

100 o

CR CPU time (s)

—-
o
|
d

107 4 o ameP
T T ALl B T T T T T T T T T T T T T T T
1072 10°' 10° 10' 10% 103 1072 10°' 10° 10' 10% 10° 1072 10°' 10° 10' 10% 10°
DPA CPU time (s) DPA CPU time (s) DPA CPU time (s)

Figure 2: CPU time of CR against that of DPA for every instance of our benchmark, for ¢ = 3,
4 and 5, in logarithmic scale. Only the instances solved by both methods are drawn, and each
panel gives the number of instances solved by both, by only one of them or by neither. Points
below the diagonal are instances on which CR is faster; the dashed lines mark a factor of 10,
and times below 0.01 seconds are drawn at 0.01.

10 to 36 with supply 50 and 104 with supply 100 (Section S4 of the SuppMat).
A diagnosis on six instances of the block with ¢ = 3 and supply 100 shows
where this work goes. Between 94% and 99.5% of the processed partitions are
sterile: neither they nor the partitions derived from them yield a vector of the
final nondominated set. Most of the effort is therefore spent certifying that the
boxes of the search region contain no new vector, not in finding the vectors, and
this verification grows with the number of live boxes.

To identify the factors behind this behaviour, we generated a small one-
factor-at-a-time experiment with ¢ = 3 and 5 instances per configuration, in
which one parameter of a base configuration is changed at a time (Table 2).
The base configuration is that of our benchmark, with n = 30, m = 150, costs
in [0,100], 7 sources and 7 sinks, and total supply 20; the variants use costs
in [1,10] (C10), 2 sources and 2 sinks (S2), m = 300 (D10), total supply 50
(O50) or 100 (O100), and the four changes C10, S2, D10 and O50 together
(ALL); details are given in Section S3 of the SuppMat. Smaller costs and fewer
sources and sinks do not harm CR, which remains between 6 and 9 times faster
than DPA, whereas a higher density or a larger supply multiply the number of
partitions per nondominated vector by 9 (D10) and 5 (O50); with m = 300 DPA
becomes faster, and with supply 50 or more, or with the four changes together,
CR leaves instances unsolved within 900 seconds that DPA solves.

On the 66 instances of Konen, Lohken and Stiglmayr, DPA and TV termi-
nate on all of them and CR solves 59, and it is faster than DPA on 48 of these.
The seven instances that CR does not solve belong to the classes of the thesis
of Kénen with n = 200, m = 800 and with n = 50, m = 400 and 600, whose
nondominated sets have up to 17782 vectors (Section S5 of the SuppMat).

The partition has a cost in memory: every open state stores its flows, po-
tentials and bounds. On our benchmark, the median peak memory is 266 MB
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Table 2: One-factor-at-a-time experiment with ¢ = 3, 5 instances per configuration and a
limit of 900 seconds. Columns as in Table 1.

Solved Time (s) Part./
Configuration # CR DPA TV CR DPA TV  |Yn| med vec.
BASE 5 5 5 5 6.2 54.8 92.2 1660 24
C10 5 5 5 5 1.6 13.0 19.2 544 17
S2 5 5 5 5 3.7 21.2 34.8 554 15
D10 5 5 5 5 178.2 132.9 242.7 2642 215
050 5 3 5 4 324.6 228.9 394.4 4027 128
0100 5 0 2 0 900.0 809.5 900.0 22494 (2) -
ALL 5 0 5 4 900.0 277.7 534.0 14452 -

for CR, 129 MB for DPA and 33 MB for TV. CR exceeds 1 GB on 251 runs,
212 of them stopped by the time limit with many open states, and reaches 8.9
GB, whereas DPA reaches 1.8 GB and TV 122 MB; on the instances that CR
solves, its median peak memory is 53 MB.

Finally, an ablation study on 24 instances, reported in Section S6 of the
SuppMat, measures the contribution of each component through the number of
processed partitions: the search region and the weighted bounds are the decisive
components, and the arcs compatible with a box and their fixing reduce the
number of partitions by a factor of 1.4 with ¢ = 3, 1.7 with ¢ = 4 and 2.1 with
q=5.

11. Conclusions

We have developed an exact algorithm for the MOIMCF that exploits a
characterization of efficient flows by circulations in the residual network and
computes a minimal complete set without a solver and without a supported-
solution phase. Every partition is represented by its lexicographic roots for the ¢
cyclic orders of the objectives, which give its ideal point, integer bound decisions
on single arcs partition the feasible set, and the root and valid potentials of each
child are recovered by one restricted lexicographic shortest-path computation.

The central result relates the residual circuits to the boxes of the search
region: if a partition has a new nondominated vector in a box, the residual
network of each of its representatives contains a lexicographically negative cycle
for weights determined by the box and by the representative, so that the de-
tection can start from the representative closest to the box. One negative-cycle
detection per box therefore either returns a circuit directed at the box, which
is used to branch, or certifies that the box contains no vector of the partition,
a certificate inherited by all its subpartitions.

The computational study, with three to five objectives, compares the method
with two objective-space algorithms whose integer subproblems are solved with
CPLEX. The method is faster than DPA on most of the instances solved by both,
on all of them with five objectives, and the ratio between their times is larger
with four and five objectives; with five objectives it also solves more instances
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than DPA and TV. With three objectives and a large supply, however, it leaves
unsolved instances that DPA solves, and the same happens on the densest classes
of Kénen, Lohken and Stiglmayr. The number of partitions per nondominated
vector and a one-factor-at-a-time experiment identify the density of the network
and the supply as the factors behind this behaviour, and a diagnosis shows that
most of the processed partitions only verify that the boxes of the search region
contain no new vector. Reducing this verification work on dense networks with
large supplies is the main open direction.
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This document complements the computational study of the paper. Sec-
tion S1 follows the algorithm on a small instance, Section S2 gives details of the
implementation, Section S3 gives details on the instances, Section S4 reports
the results for every class of instances, Section S5 reports the results on the
instances of Koénen, Lohken and Stiglmayr, and Section S6 the ablation study.
Sections, tables and equations of the paper are referred to by their numbers in
the paper.

S1. A worked example

We follow CR on an instance with n = 6 nodes, m = 12 arcs and ¢ = 3
objectives, with a supply of 3 units at node 1, a demand of 3 units at node 6,
zero lower bounds, and the capacities and costs of Table S1. Its feasible flows
have 56 distinct objective vectors, of which five are nondominated (Table S2);
we checked this by enumerating all the integer flows. The steps below are
taken from the trace of the implementation. The residual arc that increases
the flow on the arc (i,75) is written (i,5)", and the one that decreases it, from
J to i, is written (i,j)”; partitions are numbered in order of creation, and a
restriction of the form x;; < k or x;; > k is the bound decision of Section 4.2;
the representatives of a partition are its lexicographic roots z!, 22 and x> for
the cyclic orders (1,2,3), (2,3,1) and (3,1, 2).

Table S1: Arcs of the example: arc, capacity and cost vector.

(,5)  wij ¢ (4,5)  wij iy (4,3)  wij  cij

1,2) 2 (7,0,8) (2,3) 1 (9,6,8) (5,3) 2 (54,3)
(1,3) 1 (6,7,2) (3,4) 2 (5,6,0) (5,6) 2 (7,6,2)
(174) 2 (2,7,8) (4,5) 2 (0,6,3) (6,2) 2 (0,6,6)
(1,6) 1 (8,7, 9) (47 6) 2 (9, 1,0) (6, 5) 1 (07 4, O)
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Table S2: Minimal complete set of the example: nondominated vectors and the positive flows
of the efficient flows.

c(x) T

(26,45,35) z14 =2, 216 =1, T45 = 2, 56 = 2

(28,34,30) z14=2,z16 =1, w45 =1, 246 =1, T56 = 1

(30,23,25) z14=2,z16 =1, T46 =2

(37 40 24) xr13 = 1, T14 = 1, T16 — 1, T34 = 1, T45 = 1, 46 = 1, 56 = 1
(39,29,19) zi3=1,z1a=1,z16 =1, 234 =1, T46 =2

c 3
o(x) ¢
u—1
44 .
[ ]
(28, 34,30) e(z)
o 24—
° (39,29, 19)
26 ol 23 2
(a) PO s =1, c(x') = (26,45, 35), (b) P1: s =2, ¢(z?) = (30,23, 25),

u = (30,45, M3), r = 2, y(w) = (2, —11, —5) u = (39, M2,25), r =3, v(w) = (9,6, —6)

Figure S1: The two detections of the example, in the plane of the objectives s and r of
each detection. Black dots: projections of the vectors of U at that moment; violet: the
representative ¢(z®) used in the detection; blue: the projection of the box u, whose side
M;j — 1 in a component k with ug = M} lies outside the window and is not drawn; orange:
the line Brys + Bsyr = Brc®(z) + Bsc™(z). The arrow is y(w) for the returned cycle w, and
its end is ¢(x @ w), shown with all its components: green if it lies in the box u, red otherwise.
In (b) the end lies in the projection of the box but not in the box, since its first component
exceeds u; — 1 = 38.



Initialization. The representatives of the root, its lexicographic roots for the
three cyclic orders, have the vectors c(z!) = (26,45,35), c(z?) = (30,23,25)
and c(z3) = (39,29, 19), so that m(P°) = (26,23,19). The three vectors enter
U, and they are nondominated, so that three of the five nondominated vec-
tors are known before any detection; the warm-start flows add nothing new.
The local upper bounds of these three vectors define the live boxes of PY,
with M = (94,97,80) as the upper corner of the search region. At every
extraction, the arcs are first fixed as in Section 7.5 of the paper, with the
slacks S(P) = (S1(P), S2(P), S3(P)) computed over the live boxes; at the root,
S(P°%) = (67,73,60), no reduced cost exceeds them, and no arc is fixed.

Partition P° (Figure S1(a)). The first live box examined is u = (30,45, M3).
The closest representative is z!, which exceeds u — 1 only in the second compo-
nent, so that s = 1, with B; = 30—1—-26 = 3, and r = 2, with Bs = 45—45+4+1 =
1. The detection with § = (¢! + 3¢?, ¢?) finds the cycle w = (5,6)~, (4,6)7,
(4,5), with y(w) = (2,—11,—5): indeed Boy!(w) + B1v*(w) = 2 — 33 < 0.
Probing adds c(x! @ w) = (28,34,30) to U. The three arcs of w lead to the
same lexicographic root of the child, and the opening arc is (5,6)~, with 2}, = 2.
The child P!, with 256 < 1, has the representatives (28, 34, 30), (30,23, 25) and
(39,29, 19). The complementary restriction x5 > 2 keeps 2, and its other two
representatives change to the dominated vectors (35,44, 32) and (47,51, 25), so
that its ideal point rises to (26,44, 25).

Complement of P° (z56 > 2). Only the box u = (28, M2, 35) is live, so that
S=(28—1-26, 97—1—44, 35 —1—25) = (1,52,9). Five residual arcs of
Gp(x') have a reduced cost 4! greater than S; = 1: (2,3)T, (3,4)%, (4,6)F,
(6,2)T and (6,5)", with 10, 9, 2, 2 and 7. The flow of these five arcs, zero in
2, is fixed to zero. After the reoptimization, the three representatives coincide
with 2!, so that m(P) = c(z') = (26,45, 35), which is in U: no box is live, and
the partition is discarded without any detection.

Partition P! (xs6 < 1, Figure S1(b)). Here S(P') = (65,73,60), and no arc
is fixed. For the box u = (39, M>,25), the closest representative is 22, with
c(z?) = (30,23, 25), which exceeds u—1 only in the third component: s = 2, with
By =97—1—-23 =73, and r = 3, with B3 = 1. The detection returns the cycle
w = (1,3)", (1,4)7, (3,4)", with v(w) = (9,6, —6), whose end (39,29, 19) is
already in U, so that probing adds nothing. The three candidate arcs lead to two
different roots of the child for the order (2,3, 1), and the rule of Section 9 chooses
(1,3)*, whose child root (39,29, 19) has the most negative weight B3y?+ Byy® =
6 — 438. The child P?, with 213 > 1, has the representatives (37,40, 24), which
is new and enters U, and (39,29,19) for the orders (2,3,1) and (3,1,2); the
complement fixes x13 = 0.

Complement of P'. This partition has z56 < 1 and 213 = 0, and S(P) =
(1,73,54). Six residual arcs of Gp(z!), with c¢(z!) = (28, 34,30), have 4! > 1:
(1,6)" and (5,6)~, with 3 and 2, give 216 > 1 and z56 > 1, and (2,3)7, (3,4)T,



(6,2)" and (6,5)", with 10, 9, 4 and 9, fix their flows to zero. Together with
x56 < 1, the flow of (5,6) is fixed to 1. After the reoptimization, the three
representatives coincide with x!, whose vector is already in U, and the partition
is discarded.

Partition P2. This partition has x5 < 1 and x13 > 1, and S(P?) = (1,67,5).
In Gp(zt), with c(z!) = (37,40,24), the arcs (1,6)~, (5,6)~, (2,3)*, (5,3)%,
(6,2)" and (6,5)" have ' equal to 3, 2, 19, 10, 4 and 9, all above S; = 1, which
gives T16 = 1, 756 = 1 and zero flow on (2, 3), (5, 3), (6,2) and (6,5); in Gp(z3),
the arcs (2,3)T and (6,2)T, with 42 equal to 8 and 7, above S3 = 5, give two of
these bounds again. After the reoptimization, the three representatives coincide
with !, and the partition is discarded without any detection.

End. The heap is then empty, and U is the minimal complete set of Table S2.
In total, 5 partitions are extracted and only 2 detections are run, both returning
a cycle; the fixing discards the other three partitions, in each of which it makes
the three representatives coincide, and no box needs a certificate. Three non-
dominated vectors are representatives of the root, (37,40, 24) is a representative
of P2, and (28,34, 30) is found by probing. Figure S1 shows the two detections,
each in the plane of the objectives s and r that it uses, as in Figure 1 of the

paper.

S2. Implementation details

This section complements Section 9 of the paper. A computation from
scratch starts with every arc at the bound that minimizes its cost, lexicograph-
ically for vector costs, so that zero potentials are valid, and then removes the
imbalances by shortest augmenting paths. All quantities are 64-bit integers. In
a detection, By and B, are at most A = max, (M, — yl), and every label is the
weight of a walk with at most 2nm arcs, so the labels are bounded in absolute
value by 4nm Amax,,. |c7|, far below 2% in our instances.

The local upper bounds are kept sorted by decreasing first component, so
that the pruning test can stop early; the sorted copy is rebuilt only when it is
read, so that the insertions of a probing or of the representatives of a state are
processed together. A new certificate replaces those whose boxes it contains, and
a state keeps at most 64, discarding the oldest; a discarded certificate remains
valid, and its boxes are examined again.

S3. Instances

S3.1. Own benchmark

The networks are generated with NETGEN [1], in the C translation of the
original code included in GLPK 4.57 [2] (routine glp_netgen), modified only to
write the arcs in the order in which NETGEN generates them. For an instance
with ¢ objectives, n nodes, m arcs, total supply S and index k € {0, 1,2}, the



parameters of NETGEN are: seed 36581249 + 7919k + m + ¢; n nodes; [/n]
sources and [y/n] sinks, of which |[y/n]/2] are transshipment sources and as
many transshipment sinks; m arcs; costs in [0, 100]; total supply S; no high-cost
arcs; and all arcs capacitated, with capacities in [0,50]. NETGEN gives each
arc of the skeleton that guarantees feasibility a capacity equal to the supply
of the source of its chain, even if it exceeds the maximum; this happens only
in instance 93.n20 m100_s100_0, where three arcs have capacity 51. The first
cost of each arc is the one generated by NETGEN; the remaining ¢ — 1 costs
are added by our generator script, uniformly in [0, 100], arc by arc in the order
of the file, with Python’s random.Random (Mersenne Twister) initialized with
the same seed. NETGEN requires the total supply to exceed the number of
sources; with S = 10 this excludes n = 100, which would have 10 sources, and
this is why the largest networks have 75 nodes. The block with ¢ = 3 and
S = 100 uses the same networks and seeds. The instances, with a manifest
that records the parameters and the seed of every file, the generator script
and the modified NETGEN code are available in the repository of the paper
(https://doi.org/10.5281/zenodo.23209259).

Table S3 gives, for every combination of S and n, the networks and the
median of |Yy|.

S58.2. One-factor-at-a-time experiment

The instances of the one-factor-at-a-time experiment of Section 10.3 are
generated with PyYNETGEN [3], a Python implementation of NETGEN, with
5 seeds per configuration (seeds 12345671 + 7919k, k = 0,...,4), no high-cost
arcs and all arcs capacitated, with capacities in [0,50]; as in our benchmark,
the costs 2,...,q are uniform in the range of the first one. NETGEN may
generate fewer arcs than requested: with 7 sources and 7 sinks, the instances
with m = 150 have between 138 and 148 arcs, and those with m = 300 between
282 and 296. The configurations are described in the paper; the configuration
ALL is labelled K in the file names, and the instances and the generator script
(PyNETGEN 1.0.0) are available in the repository of the paper (https://doi.
org/10.5281/zenodo. 23209259).

S4. Results per class

Table S4 gives the results of Table 1 of the paper, and of the additional block
with ¢ = 3 and S = 100, for every class of instances, defined by ¢, n, m and
the total supply S, with the same columns. Because of the numerical tolerances
of CPLEX, the output of TV contains dominated or repeated vectors on 12
runs, 4 of them complete; they are removed before comparing fronts. After this
filtering, the front of TV coincides with that of DPA on 466 of the 467 instances
solved by both methods; the exception is instance N4/instance40_120_14 of
Konen et al. (Section S5): TV returns (8884, 10194, 9281), which is dominated
by (8883,10194,9281), also in its output, and misses the nondominated vector
(9858, 10080, 9058), which DPA and CR find. Its count of 4920 vectors therefore
agrees with the published one, but its front is incomplete.
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Table S3: Own benchmark. For each total supply S and number of nodes n, the three
numbers of arcs m, the number of sources, equal to the number of sinks, with the number of
transshipment nodes among them in parentheses, and, for each ¢, the median of |Y| over the
9 instances of the cell (3 values of m and 3 seeds), with the number of instances with known
|Yn| in parentheses when not all. Costs are in [0,100] and capacities in [0,50]. The block
with S = 100 is generated only for ¢ = 3.

Sources Median |Yy|
S n m (transship.) qg=3 qg=4 q=>5
10 20 60, 80, 100 5(2) 140 356 247
30 90, 120, 150 6 (3) 118 281 355 (8)
40 120, 160, 200 7 (3) 84 420 434
50 150, 200, 250 8 (4) 189 345 1389
75 225, 300, 375 9 (4) 135 251 921 (8)
20 20 60, 80, 100 5 (2) 638 3677 3624 (7)
30 90, 120, 150 6 (3) 513 3417 (8) 2347 (5)
40 120, 160, 200 7 (3) 501 3065 4894 (7)
50 150, 200, 250 8 (4) 736 5724 7432 (4)
75 225, 300, 375 9 (4) 787 1636 6396 (7)
30 20 60, 80, 100 5 (2) 1130 5770 (8) 6736 (7)
30 90, 120, 150 6 (3) 898 4469 (6) 6001 (3)
40 120, 160, 200 7 (3) 2073 12166 (8) 6172 (3)
50 150, 200, 250 8 (4) 2152 7359 (7) 15364 (2)
75 225, 300, 375 9 (4) 1570 6270 (7) 5352 (1)
40 20 60, 80, 100 5 (2) 1765 16390 (6) 6911 (5)
30 90, 120, 150 6 (3) 1739 6089 (4) -
40 120, 160, 200 7 (3) 5618 11933 (2) 10758 (1)
50 150, 200, 250 8 (4) 2505 16712 (2) 8423 (1)
75 225, 300, 375 9 (4) 5200 7094 (3) 8097 (1)
50 20 60, 80, 100 5(2) 4007 16571 (4) 11342 (2)
30 90, 120, 150 6 (3) 3676 11286 (4) 14210 (1)
40 120, 160, 200 7 (3) 6031 1317 (1) 19262 (1)
50 150, 200, 250 8 (4) 6926 18618 (2) —
75 225, 300, 375 9 (4) 9479 5940 (1) 4732 (1)
100 20 60, 80, 100 5(2) 22555
30 90, 120, 150 6 (3) 18382
40 120, 160, 200 7 (3) 13545 (7)
50 150, 200, 250 8 (4) 31362 (8)
75 225, 300, 375 9 (4) 40153 (5)




Table S4: Results per class with a limit of 3600 seconds: class (g, n, m, total
supply S), number of instances, solved instances, shifted geometric mean of the
CPU time in seconds (best in bold), median of the known values of |Yx| and
geometric mean of the number of partitions processed by CR per nondominated

vector.

Solved Time (s) Part./
g n m S # CR DPA TV CR DPA vV Y| vec.
3 20 60 10 3 3 3 3 0.0 0.8 1.3 55 2
3 20 60 20 3 3 3 3 0.2 6.3 10.0 371 7
3 20 60 30 3 3 3 3 0.5 11.5 21.2 501 8
3 20 60 40 3 3 3 3 3.3 23.1 37.1 1573 21
3 20 60 50 3 3 3 3 15.2 50.1 92.8 4301 36
3 20 60 100 3 3 3 3 600.1  245.8 863.0 13495 104
3 20 80 10 3 3 3 3 0.0 3.3 5.1 140 4
3 20 8 20 3 3 3 3 0.6 12.3 20.7 638 9
3 20 8 30 3 3 3 3 1.6 27.0 40.6 1079 13
3 20 8 40 3 3 3 3 6.5 34.9 58.5 1765 21
3 20 8 50 3 3 3 3 10.5 51.3 82.8 2371 27
3 20 80 100 3 2 3 3 14572 323.1 13615 20662 194
3 20 100 10 3 3 3 3 0.1 5.3 9.1 186 6
3 20 100 20 3 3 3 3 2.6 33.3 63.0 1102 20
3 20 100 30 3 3 3 3 11.1 72.5 112.5 1663 34
3 20 100 40 3 3 3 3 193.9 137.7 268.1 5209 159
3 20 100 50 3 3 3 3 380.1  190.5 361.6 6766 211
3 20 100 100 3 0 3 1 3600.0 975.1 3406.5 27782 -
3 30 90 10 3 3 3 3 0.0 1.6 2.4 28 2
3 30 90 20 3 3 3 3 0.4 10.6 16.8 460 6
3 30 90 30 3 3 3 3 0.8 12.7 17.6 645 8
3 30 90 40 3 3 3 3 3.4 19.1 30.6 1221 21
3 30 90 50 3 3 3 3 18.7 59.9 97.3 3215 35
3 30 90 100 3 3 3 1 7273  294.2 1259.8 18382 142
3 30 120 10 3 3 3 3 0.1 2.6 3.9 54 5
3 30 120 20 3 3 3 3 1.7 19.0 28.9 543 18
3 30 120 30 3 3 3 3 9.3 42.2 60.5 898 40
3 30 120 40 3 3 3 3 42.7 87.4 158.8 2178 62
3 30 120 50 3 3 3 3 242.9  208.4 401.1 3676 133
3 30 120 100 3 1 3 1 32759 642.9 2705.2 16474 431
3 30 150 10 3 3 3 3 0.7 11.6 17.4 190 9
3 30 150 20 3 3 3 3 7.2 29.2 47.9 960 35
3 30 150 30 3 3 3 3 33.1 71.0 107.2 2272 71
3 30 150 40 3 2 3 3 388.1 194.9 397.7 7022 153
3 30 150 50 3 1 3 3 4434 191.5 368.4 8312 29
3 30 150 100 3 0 3 1 3600.0 916.8 2471.3 41207 -
3 40 120 10 3 3 3 3 0.0 2.7 4.0 61 3
3 40 120 20 3 3 3 3 0.4 7.0 11.0 188 6
3 40 120 30 3 3 3 3 4.0 22.6 32.4 261 19
3 40 120 40 3 3 3 3 13.6 62.3 114.1 1762 26
3 40 120 50 3 3 3 3 24.7 71.9 135.4 1498 41
3 40 120 100 3 2 3 2 572.6  321.5 634.3 6861 140
3 40 160 10 3 3 3 3 0.0 2.4 3.3 65 4
3 40 160 20 3 3 3 3 0.9 9.4 14.4 365 11
3 40 160 30 3 3 3 3 13.0 46.0 67.0 1479 39
3 40 160 40 3 3 3 3 37.1 73.9 108.1 1904 75
3 40 160 50 3 2 3 3 165.2 133.0 245.2 3544 69
3 40 160 100 3 1 2 2 1253.2 746.0 1353.5 10972 (2) 31
3 40 200 10 3 3 3 3 1.0 28.7 45.4 257 12



g n m S # CR DPA TV CR DPA ™V |Yn| vec.
3 40 200 20 3 3 3 3 39.6 153.3 237.7 2283 63
3 40 200 30 3 3 3 3 172.2 242.6 397.3 2440 130
3 40 200 40 3 2 3 3 1765.7 560.3 1451.3 11880 285
3 40 200 50 3 1 3 2 25400 617.3 14110 9076 510
3 40 200 100 3 0 2 0 3600.0 2702.0 3600.0 66290 (2) -
3 50 150 10 3 3 3 3 0.1 5.0 7.8 58 4
3 50 150 20 3 3 3 3 1.0 17.4 28.6 586 9
3 50 150 30 3 3 3 3 2.4 33.2 44.6 692 12
3 50 150 40 3 3 3 3 18.6 98.8 153.2 2088 31
3 50 150 50 3 3 3 3 74.9 160.1 320.0 4644 43
3 50 150 100 3 1 3 1 2005.7 441.2 2303.7 12798 123
3 50 200 10 3 3 3 3 0.4 17.1 28.5 283 7
3 50 200 20 3 3 3 3 3.5 46.3 77.6 736 16
3 50 200 30 3 3 3 3 54.3 157.9 246.5 2493 59
3 50 200 40 3 3 3 3 41.4 124.9 188.1 2018 58
3 50 200 50 3 2 3 3 593.6  369.1 748.5 5994 101
3 50 200 100 3 0 3 1 3600.0 1790.4 3502.5 43592 -
3 50 250 10 3 3 3 3 0.5 17.9 29.1 253 8
3 50 250 20 3 3 3 3 20.4 97.9 161.4 1375 41
3 50 250 30 3 3 3 3 179.1 206.4 344.5 3803 111
3 50 250 40 3 2 3 3 16404 392.6 682.2 8386 456
3 50 250 50 3 0 3 3 3600.0 760.9 2048.6 11064 -
3 50 250 100 3 0 2 0 3600.0 2536.3 3600.0 42300 (2) -
3 75 225 10 3 3 3 3 0.1 3.1 4.7 35 2
3 75 225 20 3 3 3 3 3.3 32.4 50.7 584 16
3 75 225 30 3 3 3 3 11.7 84.7 121.7 1262 22
3 75 225 40 3 3 3 3 106.1 217.8 405.8 3314 52
3 75 225 50 3 2 3 3 383.1 294.0 553.2 3672 70
3 75 225 100 3 1 2 1 710.1 821.4 1348.2 20932 (2) 34
3 75 300 10 3 3 3 3 0.3 11.0 15.6 112 8
3 75 300 20 3 3 3 3 6.3 45.7 61.1 736 25
3 75 300 30 3 3 3 3 107.0 117.7 175.0 1570 126
3 75 300 40 3 1 3 3 1499.8 319.1 526.0 3695 158
3 75 300 50 3 1 3 3 1265.3 431.5 735.3 9479 138
3 75 300 100 3 0 2 1 3600.0 1911.4 2882.2 32336 (2) -
3 7 375 10 3 3 3 3 1.4 30.8 48.5 249 11
3 75 375 20 3 3 3 3 87.6 153.5 240.8 1581 89
3 7 375 30 3 2 3 3 921.4  283.2 521.1 2816 293
3 75 375 40 3 2 3 3 29849 580.4 1123.3 7371 544
3 75 375 50 3 0 3 2 3600.0 1045.0 2252.0 11938 -
3 75 375 100 3 0 1 0 3600.0 3284.2 3600.0 48541 (1) -
4 20 60 10 3 3 3 3 0.1 9.8 16.9 299 3
4 20 60 20 3 3 3 3 1.0 34.1 75.2 472 4
4 20 60 30 3 3 3 3 3.2 89.8 306.0 1178 6
4 20 60 40 3 3 3 2 12.7 203.3 806.1 2623 9
4 20 60 50 3 3 3 0 193.1 940.0  3600.0 7452 13
4 20 8 10 3 3 3 3 0.4 31.8 54.2 553 4
4 20 80 20 3 3 3 1 29.8 430.0 3392.8 4142 11
4 20 80 30 3 3 3 0 306.6 1278.6 3600.0 12631 22
4 20 80 40 3 1 2 0 3017.1 3166.2 3600.0 29988 (2) 34
4 20 80 50 3 0 1 0 3600.0 2839.0 3600.0 25690 (1) -
4 20 100 10 3 3 3 3 1.2 60.6 116.9 583 6
4 20 100 20 3 3 3 2 107.5 595.1  2288.3 3799 28
4 20 100 30 3 1 2 1  617.1 1438.6 2629.8 12390 (2) 19
4 20 100 40 3 0 1 0 3600.0 3467.5 3600.0 26501 (1) -
4 20 100 50 3 0 0 0 3600.0 3600.0 3600.0 - -



g n m S # CR DPA TV CR DPA ™V |Yn| vec.
4 30 9 10 3 3 3 3 0.0 3.8 5.5 53 2
4 30 90 20 3 3 3 3 3.1 47.0 117.3 368 8
4 30 90 30 3 3 3 2 8.4 143.7 376.9 1327 9
4 30 90 40 3 3 3 2 16.3 148.1 347.6 1329 17
4 30 90 50 3 3 3 2 52.2 365.6 712.9 2485 18
4 30 120 10 3 3 3 3 0.7 54.6 93.9 281 5
4 30 120 20 3 3 3 2 40.0 462.0 1779.5 3544 15
4 30 120 30 3 3 3 1 77.0 671.3 1781.4 7416 21
4 30 120 40 3 1 1 0 3110.0 2593.4 3600.0 12701 (1) 151
4 30 120 50 3 1 0 0 2327.8 3600.0 3600.0 20087 (1) 15
4 30 150 10 3 3 3 2 9.0 218.2 463.8 921 12
4 30 150 20 3 2 2 0 1381.3 2016.7 3600.0 11356 (2) 63
4 30 150 30 3 0 0 0 3600.0 3600.0 3600.0 - -
4 30 150 40 3 0 0 0 3600.0 3600.0 3600.0 - -
4 30 150 50 3 0 0 0 3600.0 3600.0 3600.0 - -
4 40 120 10 3 3 3 3 0.1 13.2 17.4 137 3
4 40 120 20 3 3 3 2 8.7 191.9 377.1 1263 9
4 40 120 30 3 3 3 1 202.7 938.5  1475.7 17161 22
4 40 120 40 3 2 2 1 208.2 596.3 757.8 11933 (2) 16
4 40 120 50 3 1 1 1  429.9 1277.1 1652.8 1317 (1) 12
4 40 160 10 3 3 3 3 0.7 73.8 124.1 420 6
4 40 160 20 3 3 3 3 34.5 487.0  1558.5 3065 22
4 40 160 30 3 3 3 0 T741.7 1723.8 3600.0 9712 50
4 40 160 40 3 0 0 0 3600.0 3600.0 3600.0 - -
4 40 160 50 3 0 0 0 3600.0 3600.0 3600.0 - -
4 40 200 10 3 3 3 3 4.4 236.2 488.0 1288 10
4 40 200 20 3 3 3 1 218.7 1107.8 2907.3 8251 34
4 40 200 30 3 1 2 0 976.6 1889.4 3600.0 11112 (2) 21
4 40 200 40 3 0 0 0 3600.0 3600.0 3600.0 - -
4 40 200 50 3 0 0 0 3600.0 3600.0 3600.0 - -
4 50 150 10 3 3 3 3 0.6 42.5 64.7 151 4
4 50 150 20 3 3 3 1 52.9 905.5 1851.6 6371 13
4 50 150 30 3 3 2 2 83.8 711.5 1357.8 3156 18
4 50 150 40 3 2 2 0 1829.8 2640.0 3600.0 16712 (2) 43
4 50 150 50 3 1 1 0 3384.2 3381.1 3600.0 24185 (1) 44
4 50 200 10 3 3 3 3 0.4 35.8 47.1 315 5
4 50 200 20 3 3 3 2 73.0 850.7  2503.8 3677 25
4 50 200 30 3 3 2 0 1518.4 2599.2 3600.0 15352 84
4 50 200 40 3 0 0 0 3600.0 3600.0 3600.0 - -
4 50 200 50 3 0 0 0 3600.0 3600.0 3600.0 - -
4 50 250 10 3 3 3 3 2.5 141.0 211.1 583 10
4 50 250 20 3 3 3 1  203.5 1321.1 25223 6259 35
4 50 250 30 3 1 1 0 1659.6 2430.9 3600.0 7359 (1) 35
4 50 250 40 3 0 0 0 3600.0 3600.0 3600.0 - -
4 50 250 50 3 1 1 0 3300.8 2928.3 3600.0 13050 (1) 109
4 75 225 10 3 3 3 3 1.2 86.7 125.8 407 5
4 75 225 20 3 3 3 3 10.6 266.9 590.2 1636 10
4 75 225 30 3 3 3 2 87.3 873.3 1639.2 3899 21
4 75 225 40 3 2 2 1 427.0 1329.2 1518.0 8336 (2) 30
4 75 225 50 3 1 1 0 1955.7 2481.3 3600.0 5940 (1) 108
4 75 300 10 3 3 3 3 0.4 41.8 54.9 157 5
4 75 300 20 3 3 3 3 15.5 443.2 744.6 1472 13
4 75 300 30 3 3 2 0 816.9 25374 3600.0 10277 48
4 75 300 40 3 1 1 0 1328.6 2581.8 3600.0 7094 (1) 17
4 75 300 50 3 0 0 0 3600.0 3600.0 3600.0 - -
4 75 375 10 3 3 3 3 2.7 117.5 190.6 321 12
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g n m S # CR DPA TV CR DPA ™V |Yn| vec.
4 75 375 20 3 3 3 2 155.3 1068.8 1768.9 2838 46
4 75 375 30 3 1 1 0 1966.6 2650.8 3600.0 5054 (1) 96
4 75 375 40 3 0 0 0 3600.0 3600.0 3600.0 - -
4 7 375 50 3 0 0 0 3600.0 3600.0 3600.0 - -
5 20 60 10 3 3 3 3 0.2 23.4 44.0 247 3
5 20 60 20 3 3 3 1 11.9 229.7 765.6 2989 5
5 20 60 30 3 3 2 1 150.8 1295.6 3153.2 11922 7
5 20 60 40 3 2 1 1 2127 776.2 1040.1 9700 (2) 6
5 20 60 50 3 2 1 1 496.6 1436.1 3594.9 11342 (2) 9
5 20 80 10 3 3 3 2 3.2 85.7 122.7 269 4
5 20 8 20 3 2 2 0 271.4 17349 3600.0 3742 (2) 8
5 20 8 30 3 2 1 0 520.6 18222 3600.0 7667 (2) 10
5 20 80 40 3 1 1 0 1560.1 27629 3600.0 6911 (1) 11
5 20 8 50 3 0 0 0 3600.0 3600.0 3600.0 - -
5 20 100 10 3 3 3 2 1.2 73.9 213.4 224 5
5 20 100 20 3 2 1 1 418.2 15714 30315 7772 (2) 11
5 20 100 30 3 2 2 0 409.6 1771.3 3600.0 5160 (2) 10
5 20 100 40 3 2 1 0 912.3 2691.2 3600.0 10044 (2) 17
5 20 100 50 3 0 0 0 3600.0 3600.0 3600.0 - -
5 30 90 10 3 3 3 3 0.2 44.0 63.6 268 3
5 30 90 20 3 3 3 1 23.1 642.0 3072.1 2347 6
5 30 90 30 3 3 3 0 234.7 1844.5 3600.0 6001 9
5 30 90 40 3 0 0 0 3600.0 3600.0 3600.0 - -
5 30 90 50 3 1 0 0 2605.1 3600.0 3600.0 14210 (1) 12
5 30 120 10 3 3 3 2 1.3 142.7 347.8 371 4
5 30 120 20 3 2 2 1 180.4 1250.1 3553.2 2928 (2) 10
5 30 120 30 3 0 0 0 3600.0 3600.0 3600.0 - -
5 30 120 40 3 0 0 0 3600.0 3600.0 3600.0 -
5 30 120 50 3 0 0 0 3600.0 3600.0 3600.0 - -
5 30 150 10 3 2 1 1 220.8 1649.2 2902.3 4102 (2) 11
5 30 150 20 3 0 0 0 3600.0 3600.0 3600.0 - -
5 30 150 30 3 0 0 0 3600.0 3600.0 3600.0 -
5 30 150 40 3 0 0 0 3600.0 3600.0 3600.0 - -
5 30 150 50 3 0 0 0 3600.0 3600.0 3600.0 - -
5 40 120 10 3 3 3 3 0.4 68.5 127.2 172 4
5 40 120 20 3 3 3 1 31.5 1049.6 2100.5 3173 7
5 40 120 30 3 3 2 0 322.5 2041.4 3600.0 6172 12
5 40 120 40 3 1 0 0 2324.7 3600.0 3600.0 10758 (1) 19
5 40 120 50 3 1 0 0 3176.7 3600.0 3600.0 19262 (1) 12
5 40 160 10 3 3 3 2 2.7 254.0 634.5 407 5
5 40 160 20 3 3 2 0 281.9 19125 3600.0 4894 16
5 40 160 30 3 0 0 0 3600.0 3600.0 3600.0 - -
5 40 160 40 3 0 0 0 3600.0 3600.0 3600.0 - -
5 40 160 50 3 0 0 0 3600.0 3600.0 3600.0 - -
5 40 200 10 3 3 3 3 7.2 506.0 1667.4 1061 9
5 40 200 20 3 1 1 0 1570.3 3208.6 3600.0 6216 (1) 17
5 40 200 30 3 0 0 0 3600.0 3600.0 3600.0 - -
5 40 200 40 3 0 0 0 3600.0 3600.0 3600.0 -

5 40 200 50 3 0 0 0 3600.0 3600.0 3600.0 - -
5 50 150 10 3 3 3 3 2.2 309.0 1043.3 631 5
5 50 150 20 3 3 0 0 723.5 3600.0 3600.0 7581 12
5 50 150 30 3 1 0 0 3562.7 3600.0 3600.0 15273 (1) 33
5 50 150 40 3 1 1 0 1953.3 3349.1 3600.0 8423 (1) 14
5 50 150 50 3 0 0 0 3600.0 3600.0 3600.0 - -
5 50 200 10 3 3 2 1 17.6 659.0 1437.2 1389 7
5 50 200 20 3 1 0 0 2006.5 3600.0 3600.0 7284 (1) 21



g n m S # CR DPA TV CR DPA ™V |Yn| vec.
5 50 200 30 3 1 0 0 3341.2 3600.0 3600.0 15456 (1) 21
5 50 200 40 3 0 0 0 3600.0 3600.0 3600.0 - -
5 50 200 50 3 0 0 0 3600.0 3600.0 3600.0 - -
5 50 250 10 3 3 2 0 103.5 3010.2 3600.0 3107 14
5 50 250 20 3 0 0 0 3600.0 3600.0 3600.0 - -
5 50 250 30 3 0 0 0 3600.0 3600.0 3600.0 - -
5 50 250 40 3 0 0 0 3600.0 3600.0 3600.0 - -
5 50 250 50 3 0 0 0 3600.0 3600.0 3600.0 - -
5 75 225 10 3 3 3 1 8.9 772.3  1330.5 1549 6
5 75 225 20 3 3 2 1 79.5 1593.8 2091.1 5807 11
5 75 225 30 3 1 0 0 1463.4 3600.0 3600.0 5352 (1) 13
5 75 225 40 3 1 0 0 1941.2 3600.0 3600.0 8097 (1) 14
5 75 225 50 3 1 1 0 1314.1 3364.5 3600.0 4732 (1) 14
5 75 300 10 3 3 3 3 2.6 267.8 535.9 527 6
5 75 300 20 3 3 0 0 613.3 3600.0 3600.0 7721 19
5 75 300 30 3 0 0 0 3600.0 3600.0 3600.0 - -
5 75 300 40 3 0 0 0 3600.0 3600.0 3600.0 - -
5 75 300 50 3 0 0 0 3600.0 3600.0 3600.0 - -
5 75 375 10 3 2 2 0 132.3 2360.6 3600.0 1464 (2) 12
5 75 375 20 3 1 0 0 2512.2 3600.0 3600.0 7926 (1) 42
5 75 375 30 3 0 0 0 3600.0 3600.0 3600.0 - -
5 75 375 40 3 0 0 0 3600.0 3600.0 3600.0 - -
5 75 375 50 3 0 0 0 3600.0 3600.0 3600.0 - -

The additional block with ¢ = 3 and S = 100 uses the networks and the
seeds of the instances with ¢ = 3 of our benchmark (45 instances). Table S5
summarizes it by number of nodes. DPA solves 38 instances, TV 18 and CR
14, and DPA is the fastest method for every number of nodes. The median of
|[Yn| over the 38 instances with known |Yy| is 21608, and CR processes 120
partitions per nondominated vector, against 24 with ¢ = 3 and supply at most
50. These instances are used in the diagnosis of Section 10.3 of the paper.

Table S5: Additional block with ¢ = 3 and total supply S = 100, by number of nodes n, with
a limit of 3600 seconds. Columns as in Table 1 of the paper.

Solved Time (s) Part./

n m # CR DPA TV CR  DPA vV [Yn| vec.
20 60, 80, 100 9 5 9 7 1465.9 426.4 1587.9 22555 134
30 90, 120, 150 9 4 9 3 2047.3 557.7 2034.6 18382 188
40 120, 160, 200 9 3 7 4 13724 865.8 1456.9 13545 (7) 85
50 150, 200, 250 9 1 8 2 2962.3 1261.0 3074.0 31362 (8) 123
75 225,300, 375 9 1 5 2 2096.0 1727.8 2409.6 40153 (5) 34
All 45 14 38 18 1912.3 852.0 2034.6 21608 (38) 120

S5. Results on the instances of Kénen, Lohken and Stiglmayr

Konen, Lohken and Stiglmayr [5] published a collection of MOIMCF in-
stances [6], together with the nondominated sets computed with the defining
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point algorithm. We use the classes with ¢ > 3 whose results are published,
either in [5] (Tables 4.3, 4.4, 4.5 and 4.8) or in the thesis of Konen [4] (Tables
5.1, 5.5 and 5.6), except the two classes with 1000 nodes, which are left out to
bound the computing time of the experiment: 22 classes, counting each supply
factor of Table 4.3 of [5] as a class. In each class we take, as in our bench-
mark, three instances: the first ones in the numbering of the repository whose
nondominated set is known with certainty, that is, for which both DPA and
TV terminate within 3600 seconds and return a set of the same size as the one
published with the instance. In class N04, where TV solves only three of the
fifteen instances, this rule retains the easier ones. The sample has 66 instances,
all of them unchanged in the repository on the date of access. Except for the
classes NO1 and N04 (Table 4.8 of [5]), derived from the instances of Raith and
Ehrgott, with 9 and 18 sources and costs in [1,100], the classes of Table 4.3 of
[5] with supply and capacities multiplied by p = 2, 3 and 4, and the classes
of Table 5.6 of [4], generated with a maximum capacity umax of 1, 5 or 100,
all instances have two sources and two sinks, a total supply of 50, capacities in
[0,50] and costs in [1,10]. Table S6 gives the results per class.

Table S6: Sample of the instances of Konen et al. with known nondominated set: table of
[5] or [4] where the class appears, g, n, m, variant (u: factor applied to the supply and the
capacities; umax: maximum capacity), number of instances, mean and maximum |Y}|, shifted
geometric mean of the CPU time in seconds with a shift of 1 second, and number of instances
solved by CR within 3600 seconds, with unsolved instances at 3600 seconds. DPA and TV
terminate on all of them.

YN | Time (s) CR
Table ¢ n  m Variant # mean max DPA TV CR solved

Classes of Kénen, Lohken and Stiglmayr [5]

43 3 50 100 p=1 3 214 613 1.3 1.8 0.3 3
43 3 50 100 p=2 3 1065 3132 3.1 3.2 1.8 3
43 3 50 100 p=3 3 2935 8709 5.8 6.4 5.7 3
43 3 50 100 p=4 3 5222 15537 7.4 9.9 10.9 3
44 3 20 40 3 44 87 0.2 0.6 0.0 3
44 3 20 80 3 4645 6952 41.7 58.6 105.9 3
4.4 3 100 200 3 603 1678 5.3 6.5 1.7 3
4.4 3 100 400 3 1479 3450 35.0 34.0 16.7 3
45 3 10 20 3 612 1023 2.7 4.6 0.2 3
45 4 10 20 3 1161 2743 5.6 15.6 0.7 3
45 5 10 20 3 112 163 1.2 2.7 0.0 3
48 3 20 60 NO1 3 3257 5289 66.7 126.5 7.7 3
48 3 40 120 No4 3 3792 4920 1179 198.3 51.8 3
Classes of the thesis of Konen [4]
5.1 3 200 400 3 1497 2873 40.6 429 61.0 3
5.1 3 200 800 3 3404 6106 127.3 132.8 438.5 1
55 3 50 200 3 1799 2986 34.4 62.7 23.3 3
55 3 50 300 3 4917 6413 107.3 121.0 713.6 3
55 3 50 400 3 2134 4944 324 36.3 350.1 1
55 3 50 600 3 13724 17782 472.0 720.0 3600.0 0
56 3 50 200 wumax =1 3 13 28 0.3 0.5 0.0 3
56 3 50 200 Umax =05 3 319 470 7.6 115 1.3 3
56 3 50 200 wumax =100 3 1795 2635 25.8 48.5 12.3 3
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CR solves 59 of the 66 instances and is faster than DPA on 48 of them and
than TV on 49. The seven unsolved instances belong to the densest classes of
the thesis, with n = 200, m = 800 (two instances) and n = 50, m = 400 (two)
and m = 600 (three); DPA solves each of them in less than 540 seconds. CR
is also slower than DPA on the classes with n = 50, m = 300 and n = 200,
m = 400, and on the class of Table 4.3 with p = 4, whose fronts have several
thousand vectors. As with ¢ = 3 and large supply in our benchmark, CR loses
its advantage on dense networks with large nondominated sets. On the classes
of Table 5.6, which differ only in the maximum capacity, the ratio between the
times of DPA and CR decreases from 5.8 with .« = 5 to 2.1 with uy,a. = 100.

S6. Ablation study

The ablation study uses 24 instances of our benchmark, 8 with each value
of ¢, chosen mechanically: the method without arc fixing (variant nofix below)
is run with a limit of 60 seconds on the 135 instances with total supply S < 30
that are the first of the three instances of their combination of ¢, n, m and
S (index k = 0 in Section S3), and for each ¢ the 8 solved instances with the
largest running times are taken. Every variant is run with a limit of 300 seconds
of CPU time. Each variant removes one component of the complete method of
Section T7:

nofix no compatible arcs and no arc fixing (Section 7.5);
noprobe no probing along the returned circuits (Section 6.5);

pairsl weighted bounds with the vectors e; + e; and the all-ones vector only
(Section 9);

nocert no box certificates: every live box is examined at every state;

noweighted no weighted bounds: only the ideal point m(P) in the pruning
test and in the definition of the live boxes;

simplearc the opening arc is the arc of the returned cycle with the largest
reduced first-objective cost, instead of the rule of Section 9;

basicgen the basic generator of Section 5, with the search region used only for
pruning, and therefore without arc fixing;

nobox no search region: the basic algorithm of Section 6, with the pruning test
of Proposition 4;

s1 every box is examined from the representative !, instead of the representa-
tive closest to it (Section 7.3);

noreps the representatives other than the one used to branch are not offered
to the incumbent set when they are computed.
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All the variants that terminate return the same nondominated sets as the com-
plete method. Table S7 reports, for each ¢, the number of solved instances, the
shifted geometric mean of the CPU time with a shift of 1 second, with unsolved
instances at 300 seconds, and the ratio between the geometric means of the
number of processed partitions of the variant and of the complete method on
the instances solved by both.

Table S7: Ablation study with a limit of 300 seconds.

q=3(8) q=4(8) q=5(8)
Variant Sol. Time Part. Sol. Time Part. Sol. Time Part.
complete 8 33.9 1.00 8 26.7 1.00 8 149 1.00
nofix 8 39.2 1.37 8 33.6 1.70 8 18.8 2.09
noprobe 8 42.2 1.29 8 272 1.04 8 15.0 1.04
pairsl 6 108.5 3.17 8 327 1.70 8 15.2 1.43
nocert 8 359 1.05 8 269 1.01 8 14.8 1.00
noweighted 0 300.0 - 2 2724 23.22 7 782 8.69
simplearc 8 384 1.43 8 26.6 1.08 8 16.6 1.20
basicgen 8 178.4 6.94 8 54.8 3.46 8 21.0 2.87
nobox 0 300.0 - 2 263.3 37.80 7 67.2 25.77
sl 8 86.1 3.17 8 28.0 1.31 8 13.8 1.05
noreps 8 370 1.18 8 278 1.13 8 15,5 1.15

The search region and the weighted bounds are the decisive components.
Without the search region (nobox) or without the weighted bounds (noweighted),
none of the instances with ¢ = 3, 2 of those with ¢ = 4 and 7 of those with
q = 5 are solved within the limit, and on the solved instances the number of
partitions grows by factors between 9 and 38. With the search region used only
for pruning (basicgen), the number of partitions grows by a factor between 2.9
and 6.9; with the reduced family of weights (pairsl), by a factor between 1.4
and 3.2, and two instances with ¢ = 3 are not solved. Examining every box
from ! instead of from the closest representative (s1) multiplies the number of
partitions by 3.2 with ¢ = 3, and by 1.3 and 1.05 with ¢ = 4 and ¢ = 5. Arc
fixing (nofix) reduces the number of partitions by factors of 1.4, 1.7 and 2.1 with
q = 3, 4 and 5, and the running time by factors between 1.16 and 1.26. The rule
for the opening arc of Section 9 reduces the number of partitions by a factor
between 1.08 and 1.43 with respect to the arc of largest reduced first-objective
cost, probing by a factor between 1.04 and 1.29, and offering the representatives
to the incumbent set by a factor between 1.13 and 1.18. Except for arc fixing,
whose effect grows with ¢, the effect of most components decreases with ¢ on
these instances, which, with ¢ = 5, have a smaller supply and fewer partitions.
The certificates (nocert) hardly change the partition: the geometric mean of
the number of partitions changes by at most 5%, and on 22 of the 24 instances
the number changes by less than 7%; on the other two, both with ¢ = 3, it
grows by 9% and 29%. A certificate records that a box contains no vector of a
partition and of all its subpartitions; without it, the box is examined again in
each subpartition, where the detection, being a conservative test, usually finds
no cycle, but may occasionally return a cycle and open a different branch, which
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explains these small differences. The detections avoided by the certificates are
cheap, and the time they save is offset by their maintenance, so that their effect
on the running time is negligible.
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