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Abstract

Explainability is a growing concern for optimization models used as decision-
making tools. It aims to help a stakeholder understand why a model recommends a
given outcome, typically by exhibiting the elements of the input that account for this
outcome. We study this question for linear two-stage stochastic programs, and explain
the returned decision by a small set of scenarios under which it remains optimal.
Selecting these scenarios amounts to reweighting the scenario probabilities, and leads
to a bilevel model whose lower level is a two-stage stochastic program. We show that
a decision can always be explained by at most one more scenario than the number of
first-stage variables, whatever the size of the scenario set. We propose three bilevel
models that generalize the only previous approach, and solve them with an exact
single-level reformulation strengthened by valid inequalities, a decomposition method,
and heuristics based on the optimality conditions of the lower level. Computational
experiments show the benefits of the bilevel models and of the valid inequalities, which
solve a third of the instances that the reformulation alone leaves unsolved. They also
show the efficiency of the heuristic based on strong duality, which decides within
seconds, on most instances, whether the decision can be explained with a prescribed

number of scenarios.
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1 Introduction

Optimization models increasingly play a central role in supporting decisions with real-world

consequences, ranging from production planning to the design and management of logistics



networks. As these models grow in scope and complexity, understanding the rationale
behind a recommended decision becomes as important as computing the decision itself. A
recent survey on practical advances of mixed-integer linear programming highlights the
need for such understanding as one of the major open challenges in optimization-based
decision support systems (Clautiaux and Ljubi¢ 2025). Access to the objective function and
constraints of a model does not suffice to understand its solutions when the model is large.
Aydin et al. (2026) call explainability the additional operations that help a stakeholder
understand, evaluate and challenge an outcome when the underlying rationale is too complex
to grasp. This paper contributes to explainability in mathematical optimization.

Two-Stage Stochastic Programs (TSSPs) are widely used in practice, for instance in
supply chain network design (Santoso et al. 2005) or disaster management (Grafl and Fischer
2016). A TSSP accounts for parameter uncertainty by minimizing the expected cost over a
finite set of scenarios, each associated with a given probability. Decisions are split into two
stages. First-stage decisions are made before the uncertainty is revealed. Second-stage, or
recourse, decisions adapt to the realized scenario. A first-stage decision therefore depends
on the entire set of scenarios and their associated probabilities. This dependence is difficult
to interpret, as the scenarios can be numerous.

This paper studies the explainability of first-stage decisions in linear TSSPs through
retrospective scenario reduction. Scenario reduction is a classical idea in stochastic pro-
gramming, and is usually applied before a TSSP is solved. The aim of such approaches
is to replace the scenario set by a smaller one to reduce the effort required to solve the
TSSP (Dupacova et al. 2003). Retrospective scenario reduction reverses this order. Given a
first-stage solution Z obtained by solving the TSSP, we seek a probability vector supported
on a small subset of scenarios, under which Z, or a point close to it, is optimal. The selected
scenarios then provide an explanation of z: they suffice, on their own, to justify the decision.
Since only the probabilities are modified, the explanation is expressed in terms of scenarios
already familiar to the decision-maker. This idea was introduced by Rathi et al. (2024).
We here formulate it as a bilevel program, whose upper level selects a probability vector

and whose lower level returns the induced optimal first-stage decision.

1.1 Related Literature

Explainability in mathematical optimization is a young research direction, surveyed by Lum-
breras and Ciller (2025) and Aydm et al. (2026). One of the approaches identified by Lum-
breras and Ciller (2025) is simplification and surrogate modeling. Our work belongs to this
approach, as it provides a simplified representation of the uncertainty of a TSSP. Existing
methods either build explainability into the model (Goerigk and Hartisch 2023, Ferrer-
Mestres et al. 2024), or explain solutions of specific problem classes, such as scheduling or
shortest path problems (Cyras et al. 2019, Schild et al. 2025). None of them addresses TSSPs.

Two other directions, however, stand closer to our work: counterfactual explanations, which



also rely on bilevel optimization, and scenario reduction.

Counterfactual explanations seek a minimal modification of the input of a model that
makes an alternative, preferred outcome optimal. The concept originates in explainable
machine learning (Wachter et al. 2018), where such explanations can be computed via
optimization models (Maragno et al. 2024). In optimization, such explanations were studied
for binary problems in which only the objective coefficients are modified (Korikov and Beck
2021, 2023), for linear programs (Kurtz et al. 2026, Lefebvre and Schmidt 2026), and for
mixed-integer linear programs (Engelhardt et al. 2026). These approaches typically involve
bilevel models: the leader modifies the data of the problem, and the follower solves the
resulting optimization problem. We depart from this line of work at both levels: the follower
solves a TSSP rather than a deterministic program, while the leader modifies the scenario
probabilities only. A related line of work considers counterfactual explanations in contextual
optimization, where the data of an optimization problem is predicted from features, called
the context, by a machine-learning model. In this setting, counterfactual explanations
modify the context rather than the problem data (Forel et al. 2023, Ramirez-Ayerbe and
Frejinger 2026). In particular, Forel et al. (2023) explain a first-stage decision of a TSSP.
However, their explanation is expressed as a modification of the context rather than of the
probabilities. Moreover, the new optimal decision is fixed, in contrast to our setting where
it is left as a variable of the lower-level problem, making the problem bilevel and harder to
solve. Finding a modification of the input under which a fixed solution becomes optimal is
also the object of inverse optimization (Ahuja and Orlin 2001), from which the heuristics of
Section 5 derive.

The second direction, scenario reduction, aims to lower the computational cost of solving
a stochastic program while controlling the resulting loss in solution quality. Building
on stability results, one line of work selects a reduced distribution that minimizes a
probability distance to the original one (Dupacova et al. 2003, Heitsch and Romisch
2003, Rujeerapaiboon et al. 2022). A more recent line groups scenarios according to the
decisions or costs they induce (Bertsimas and Mundru 2023, Hewitt et al. 2022, Keutchayan
et al. 2023). Zhang et al. (2023) instead select a prescribed number of scenarios, so as to
minimize the approximation error of the recourse function over a pool of first-stage solutions.
These methods could be applied to retrospective scenario reduction. However, they target
computational efficiency and ignore the decision to be explained, which is known in our
setting. Section 5.1 uses the first line of work as a baseline.

Our first result on retrospective scenario reduction shows that a decision can always
be recovered with a number of scenarios that does not depend on the size of the scenario
set (Section 2.3). Bounds of a similar nature exist for reduced problems built from new
scenarios, either a single aggregated scenario (Homem-de-Mello et al. 2026) or the clusters
of a partition (Song and Luedtke 2015). Section 2.3 compares them with ours.

To the best of our knowledge, retrospective scenario reduction has only been studied
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Figure 1: Models and solution methods developed in this paper, with the sections in which
they are introduced.

by Rathi et al. (2024). Their approach consists of two steps. They first build a partition of
the scenario set using the optimal second-stage decisions of each scenario. A bilevel model
then selects one representative scenario per cluster, and assigns it the total probability of
that cluster. We generalize this approach with models that require no partition beforehand,

and propose new solution methods.

1.2 Contributions

Our contributions are the following.

1. We formulate retrospective scenario reduction as a bilevel problem. We show that there
always exists a reduced distribution, supported on a number of scenarios independent
of the size of the scenario set, under which  remains optimal. We then propose three

models that differ in how the probabilities may be redistributed.

2. We derive an exact single-level reformulation of the bilevel problem, and a decomposi-
tion method that exploits the scenario structure of the lower-level TSSP. For two of
the three models, we strengthen the reformulation with radial inequalities, separated

through a preprocessing performed scenario by scenario.

3. We propose three heuristics: a baseline inherited from classical scenario reduction,

and two heuristics based on optimality conditions.

4. We assess these methods on three families of TSSPs adapted from the literature, and

compare our models with the approach of Rathi et al. (2024).

Section 2 formulates the problem and bounds the number of scenarios needed to recover
Z. Figure 1 summarizes the models and methods developed in Sections 3 to 5, and the
section in which each of them is introduced. Section 6 reports the computational study,

and Section 7 concludes.



2 Retrospective Scenario Reduction

This section formulates the problem studied in this paper. Section 2.1 recalls TSSPs and
introduces our notation. Section 2.2 defines retrospective scenario reduction. Section 2.3

bounds the number of scenarios that suffice to recover a first-stage decision.

2.1 Two-Stage Stochastic Programs

The scenario-based formulation of a linear TSSP is defined as

(TSSP(p)) min c'z+ > p'(f)y’ (2.1a)
Y seS

st. Az =0, (2.1b)

Tz +W*y* =h*, sesb, (2.1¢)

x>0, y”>0, sesb. (2.1d)

Here, S denotes a finite set of scenarios. Each scenario s € S is associated with the data
(f5, 7%, W# h*) and some probability p® € [0, 1]. The probability vector p := (p®)scs is an
element of the probability simplex Py := {p € 0,153 op* = 1}.

The variables 2 € R™ and y € R"2*%! represent the first-stage and second-stage decisions,
respectively. In what follows, we let m; denote the number of first-stage constraints (2.1b),
and msy the number of second-stage constraints (2.1c) per scenario. We also define the
feasible set of first-stage decisions as X = {x > 0: Az = b}.

For a given first-stage decision = € X, Problem (2.1) decomposes across scenarios. The

recourse function for scenario s € S and first-stage decision z is
Q*(z) == min{(f*)"y*: W*y* = h* — Tz, y* > 0}. (2.2)
yS
With this notation, the set of optimal first-stage decisions of (TSSP(p)) is

X*(p) := arg min{ch + ZpSQS(x)}. (2.3)
zEX seS
To ensure that Q*(x) is finite for every x € X, we make the following assumption. Note

that this assumption does not depend on the probabilities and remains valid when p is
modified.

Assumption 2.1 (Relatively complete and bounded recourse). For every scenario s € S
and every first-stage decision x € X, the recourse problem (2.2) is feasible and bounded

below.



2.2 Problem Statement

Throughout the remainder of this work, we assume that a TSSP has already been solved
with probability vector p, yielding a solution (Z, 7). We refer to this problem as the initial
TSSP.

Retrospective scenario reduction seeks a small set of scenarios that, on its own, justifies .
Given a target integer k € {1,...,|S| — 1}, it asks whether there exists a probability vector
p supported on at most k scenarios such that z, or a point close to it, is optimal for
(TSSP(p)). Under Assumption 2.1, any such vector defines a reduced TSSP: the scenarios
carrying zero probability can be removed from (2.1) without changing the set of feasible
first-stage decisions. Modifying the probabilities may, however, result in a TSSP without an
optimal solution, or one whose optimal solutions lie arbitrarily far from z. We rule out both

situations with the following assumption, which holds in particular when X is bounded.

Assumption 2.2 (Nonempty bounded optimal solution sets). There exists a bounded set

B C R™ such that, for every p € Py, the set X*(p) is nonempty and contained in B.
To illustrate the problem and provide further insight, consider the following example.

Example 2.3 (The farmer’s problem (Birge and Louveaux 2011)). A farmer allocates 500
acres among three crops before the yields are known, and buys or sells the crops once the
yields are realized. We use the original data (Appendix D.1), with |S| = 9 equally likely
scenarios representing good, average, and poor yield conditions. Each category contains
three scenarios: yields are 1.45, 1.5 or 1.55 times their mean in the good scenarios, 0.95, 1
or 1.05 times in the average ones, and 0.45, 0.5 or 0.55 times in the poor ones. The optimal
allocation T balances these nine scenarios, making it hard to understand.

Reducing the distribution to three equally likely scenarios, one per category, leads to a
simpler problem under which the same allocation remains optimal, provided the scenarios
are well chosen: here, the good scenario of factor 1.45, the average one of factor 1, and
the poor one of factor 0.5. The median scenario of each category, for instance, leads to a
different allocation. The farmer can then understand Z by reasoning on three cases, a good,

an average and a poor year, rather than on nine.

2.3 How Many Scenarios Suffice?

Although the initial problem may involve many scenarios, only a limited number may be
needed to preserve the optimality of . The following result provides an upper bound on

this number.



Proposition 2.4. Let Assumption 2.1 hold and let T € X*(p). Set

Tl
p = dim(M ker A), where M = : e R|S|m2><n1’
TSI

and M ker A := {Md : d € ker A} denotes the image of ker A under M. Then there exists a
probability vector p supported on at most p+ 1 scenarios such that T € X*(p).

The proof, given in Appendix A, applies Carathéodory’s theorem to the first-order
optimality condition of (TSSP(p)) at . Although M has |S| blocks, we always have
p < dimker A < ny, and even p < ny; — m; when A has full row rank. The number of
scenarios needed to explain a decision thus depends on the scenario set, through the matrices
T*¢, but it is bounded by a quantity independent of its size. Retrospective scenario reduction
is therefore feasible as soon as k£ > p + 1. In Example 2.3, p = 3. Proposition 2.4 thus
guarantees that Z can be explained by at most four scenarios, whereas the reduction given
in Example 2.3 uses three. The bound is therefore not always attained.

Two results of a similar nature exist, but they rely on new scenarios. Homem-de-Mello
et al. (2026) show that, for TSSPs with fixed recourse matrix and second-stage costs, any
optimal first-stage decision is also optimal for the problem defined by a single scenario, which
need not belong to S. Adaptive partition-based methods (van Ackooij et al. 2018, Song and
Luedtke 2015, Roland et al. 2025) aggregate the scenarios of each cluster of a partition into
one. For programs with simple recourse, Song and Luedtke (2015) exhibit a partition whose
size does not depend on |S| and that preserves the optimal value. Proposition 2.4 differs
from both results as it keeps a subset of the original scenarios, with modified probabilities,
under which a given decision remains optimal. The selected scenarios are thus familiar to
the decision-maker, which is the purpose of retrospective scenario reduction. In addition,
our result applies to any TSSP satisfying Assumption 2.1, whatever the structure of the

recourse problem and the position of the uncertainty.

3 Bilevel Models for Retrospective Scenario Reduction

Proposition 2.4 has two limitations. First, it provides no guarantee below the threshold:
when k£ < p + 1, a probability vector supported on at most k scenarios that preserves
the optimality of & may not exist. Second, the existence result does not ensure that the
resulting probability vector is interpretable. In particular, it may differ substantially from
p, and the probabilities may lack a structure that is meaningful to the decision-maker. This
section therefore addresses retrospective scenario reduction through a bilevel problem.
Let P C Py be a set of admissible probability vectors, typically supported on at most
k scenarios but possibly having additional structure. Let d : P x X — R be a function,



to be minimized, that measures the quality of a reduction, typically through the distance

between the induced first-stage decision and 2. We propose to solve

(XPL) III}EI d(p, x) (3.1a)
st. peP, (3.1b)
r € X*(p). (3.1c)

Problem (XPL) is a bilevel optimization problem (Dempe 2002). Such problems describe
a hierarchy between two decision-makers with distinct objectives. A leader decides first,
here by selecting a probability vector p, and a follower reacts by solving an optimization
problem parameterized by that decision, here (TSSP(p)). This hierarchy is imposed by the
question of interest, since evaluating p € P requires solving (TSSP(p)).

A difficulty arises when the follower has several optimal decisions, that is, when X*(p)
is not a singleton. The value d(p, ) then depends on which one is considered. We adopt
the optimistic perspective (Dempe 2002, Sec. 3.3): the minimization in (3.1a) runs over
both p and x, so (XPL) considers the decision z € X*(p) of smallest value d(p, z). Section 7
discusses an alternative perspective. The next proposition, proved in Appendix A, gives

sufficient conditions for (XPL) to be well posed.

Proposition 3.1. Let Assumptions 2.1 and 2.2 hold, let P C Py be nonempty and closed,

and let d be lower semicontinuous. Then, Problem (3.1) has a solution.

We now specify the objective function d and the admissible set P we consider.

Objective function. Retrospective scenario reduction asks for a probability vector under
which the new optimal first-stage decision is , or a point close to it. We therefore measure
the distance of the induced decision to Z, through d.(z, %) := || — Z||;. However, when
asking for a reduction, a decision-maker may want to keep a reduced problem faithful
to the initial one. We therefore also measure the distance between p and p, through the
Wasserstein distance d,, of order 1, a standard tool in scenario reduction (Dupacova et al.
2003). The Wasserstein distance is defined by a cost matrix, whose entries give the cost
of transporting probability mass from scenario s to scenario s’. We here consider the cost
€5 — €'||» between their data, where &° stacks the entries of f°, 7%, W* and h®, each
standardized across the scenarios so that no entry dominates because of its units. We

propose the objective function

where « € (0, 1] balances the two terms.
An alternative model would require the induced decision to equal Z, or to lie in a

neighborhood of it. Such a constraint couples the two levels, and renders (XPL) infeasible

8



whenever no admissible p recovers , which Proposition 2.4 does not exclude when k& < p+1.

We therefore measure the distance to = in the objective function.

Admissible sets. Different decision-makers may favor different structures for the reduced
probability distribution. To accommodate these preferences, we introduce three admissible
sets, defined in terms of the support of a probability vector p, given by supp(p) == {s € S :
p® > 0}, which identifies the scenarios retained in the reduction.

The first set follows the construction of Rathi et al. (2024), and starts from an a priori
partition of the scenarios. One scenario can be selected per cluster, and receives the total
probability of that cluster. The resulting explanation reads directly: each selected scenario
stands for its cluster. Such structure suits a decision-maker who already has a grouping in
mind. In Example 2.3, for instance, the farmer may want the explanation to preserve the
distinction between good, average and poor yields.

Let C = {C1,...,Cy} be a partition of S into k clusters. This admissible set reads

Pccluster = {p €Po: |Supp<p) N O‘ =1 and Zsecps = Zsecﬁsa vC € C}

A decision-maker may have no such grouping in mind. The second set keeps the
intuition of a partition yet without fixing it beforehand: each selected scenario represents a
subset of the original scenarios, without requiring this subset to be specified in advance.
This interpretation relies on the following assumption, standard in the sample average

approximation (Shapiro et al. 2021, Chap. 5).

Assumption 3.2 (Uniform probabilities). The initial probability vector is uniform, that is,
]5$:|—;|foralls€S.

Each selected scenario then receives the total probability of the scenarios it represents,

that is, an integer multiple of Gk
Punit = {p € PO : |Supp(p)| < ka |‘S(|pS S N7 s € S}

A decision-maker may finally only care about which scenarios matter, and not how
they represent the others. The third set therefore removes the restrictions above on the

redistribution of the probability mass, and only bounds the number of selected scenarios:

Psparse = {p e Py |SUPP(p)’ < k}

The explanation then no longer reads as a set of representatives, but as the k scenarios
that matter, each weighted by its relative importance in supporting .

We denote by (XPL-Clu), (XPL-Unit) and (XPL-Sparse) the model (XPL) equipped
with the objective function (3.2) and the set P ors Punit and Psparse, respectively. Each

admissible set, as well as the two distances d,(z,Z) and d,(p,p), can be described with

9



Table 1: Number of variables and linear constraints describing the admissible sets (left)
and the distances (right), detailed in Appendix B. The constant p? is the initial probability
of the cluster containing s.

Model #Bin. #Int. #Cont. #Constr. p® Distance #Cont. #Constr.
(XPL-Clu) [S] (v®) — - k pgv® le =21 m 2n4
(XPL-Unit) || (v*) [S] (0 <w® <[S]) — ISI+2 w/IS| dp(p.p) IS 2|5
(XPL-Sparse) |S] (v*) — IS| () [S|+2  p°

auxiliary variables, binary, integer or continuous, and linear constraints, of size polynomial
in |S| and n;. Table 1 summarizes these descriptions, which are detailed in Appendix B. In
particular, it gives the expression of p® in each set. In the remainder of the paper, these
variables and constraints are added implicitly. The three models are thus bilevel problems
with a mixed-integer linear upper level and a linear lower level. Each of the three models
admits an optimal solution, by Proposition 3.1, since the three admissible sets are nonempty
and closed (Appendix B), and the objective function (3.2) is continuous. The three sets are

also nested, as proved in Appendix A.4.

Proposition 3.3. Under Assumption 3.2, for every partition C of S into k subsets, PS sor
Punit € Peparses and both inclusions are strict if 2 < k < |S].

Model (XPL-Sparse) thus explores the largest set of probability vectors. When k >
p + 1, Psparse is moreover the only set guaranteed to contain a probability vector under

which 7 is optimal (Proposition 2.4). The restrictions of Py, and P

cluster 1Y, however ,

improve interpretability. Moreover, the theoretical advantage of (XPL-Sparse) comes at a

computational cost, as discussed in the following sections.

4 Exact Solution Methods

In this section, we propose exact methods for (XPL), which therefore apply to (XPL-Clu),
(XPL-Unit) and (XPL-Sparse). Throughout this section, Assumptions 2.1 and 2.2 hold, P
is nonempty and closed and d is lower semicontinuous, so that (XPL) admits an optimal
solution (Proposition 3.1). Section 4.1 derives a single-level reformulation, denoted (XPL-
SL), and linearizes it for (XPL-Clu) and (XPL-Unit). Section 4.2 strengthens the linear
relaxation of the linearized model with valid inequalities. Section 4.3 exploits the structure

of the lower-level TSSP through a decomposition method.

4.1 A Single-Level Reformulation

The lower-level problem of (XPL) is (TSSP(p)), which is a linear program. A first-stage
decision z is thus optimal for (TSSP(p)) if and only if it is part of a primal feasible solution

(x,y) whose objective value equals that of some dual feasible solution (A, x). Replacing the

10



lower-level problem by these conditions (Dempe 2002, Sec. 3.5) yields the reformulation

(XPL-SL)  min  d(p,x) (4.1a)
Pyt
st. peP, (4.1b)
AN+ (T < e, (4.1¢)
seS

(W s <p°fs, ses, (4.1d)
Az = b, (4.1¢)
TPz + Wy =h*, seb, (4.1f)
CTx+Zps<fs)Tys SbT)\+Z(hS)TMSa (41g)

s€S seS
x>0, y">0, seSb, (4.1h)
A, p free. (4.1i)

Constraints (4.1c¢)—(4.1d) enforce dual feasibility of (A, ), (4.1e)-(4.1f) primal feasibility of
(x,y), and (4.1g) strong duality.

With the variables and constraints of Table 1, the reformulations of (XPL-Clu), (XPL-
Unit) and (XPL-Sparse) are nonconvex Mixed-Integer Bilinear Programs (MIBLPs). The
only nonlinear constraint is (4.1g), through the products p*(f*)"y*. For (XPL-Clu) and
(XPL-Unit), p® is defined with a binary or integer variable (see Table 1). These products

can be linearized exactly, provided that bounds on (f*)"y* are available.

Linearizing the bilinear terms. We now derive such bounds, then detail the lineariza-

tions.

Proposition 4.1. Let Assumptions 2.1 and 2.2 hold, and let Xp :={x € X : dp € P, x €
X*(p)} be the set of first-stage decisions that are optimal for at least one p € P. Define

Q= inf Q(z), Q :=supQ(z), s€ESI

Z‘EXP (DEXP

These bounds are finite, and at least one optimal solution (p,z,y, A\, i) of (XPL-SL) satisfies
Q<)Y <T, ses (12)

By Proposition 4.1, constraints (4.2) can be added to (XPL-SL) without changing its
optimal value. Since Xp has no explicit description, @* and Q@ are not directly computable.
Any finite bounds L* < @° and U*® > @’ can be used instead. For example, when X is
bounded, the infimum and supremum of Q* over X can be used. In our experiments, both

bounds are derived from the structure of each instance family (Appendix D).

11



With these bounds, the products p*(f*)Ty* of (4.1g) can be linearized exactly for (XPL-
Clu) and (XPL-Unit). In both models, each probability can be written as a weighted sum of
binary variables, p* = zjeJ w$ B3, where J is a finite set and w§ > 0. For (XPL-Clu), J is a
singleton, 8° is the variable v® of Table 1, and w® = p§. For (XPL-Unit), the integer variable
u® of Table 1 is first expanded into Ny, := [log, |S|| + 1 binary variables (Glover 1975), so
that J = {0,..., Ny — 1} and w§ = 27/|S| (Appendix B.3). Each product 35(f*)"y®, of a
binary variable with a bounded expression, is then replaced by a variable z; subject to four

linear inequalities (Glover 1975). This yields the model

i d(p, 4.3

pvxy?IJrvl)‘l»I/})B:Z (p x) ( a)
s.t. (4.1b)7(4.1f), (4.1h), (4.11), (4.3b)

ps = Zje] w; ;7 S € S, (430)

CT‘I + ZSGS ZjGJ W;Zj S bT}‘ + ZSGS(hS>TMS7 (43d)

L*B; < z; <U°B;, seS, jeld (43e)

() =U (1= <2 <(f)y—L(1-8), se€S, jed, (43f)

p; €{0,1}, s€S, jed (43g)

Compared with (XPL-SL), the linearization adds |S||.J| continuous variables and 4|S||J|
constraints, and, for (XPL-Unit), |S| Ny, binary variables. Both models are then Mixed-
Integer Linear Programs (MILPs). For (XPL-Sparse), p°® is a continuous variable, and
we do not carry out linearization, so the model remains a MIBLP. All three formulations
have a size polynomial in that of the TSSP and can be handled directly by solvers such as
Gurobi (Gurobi Optimization, LLC 2026).

4.2 Radial Inequalities

In what follows, we derive valid inequalities that strengthen the linear relaxation of
model (4.3).
In constraint (4.3d), the left-hand side is a linearization of the primal objective ¢z +

e P (%) Ty® of (TSSP(p)), performed with constraints (4.3e)—(4.3f). When 3 € {0,1},
these constraints give 25 = 7 (f*)Ty*, and the linearized expression equals the primal
objective. However, when 3 is fractional, the linearized expression may underestimate the
primal objective, and constraint (4.3d) then no longer forces x € X*(p). The following
inequalities bound the linearized expression from below by a function of the distance

[l = Z][s.

Proposition 4.2 (Radial inequalities). For k > 0 and p € Py, let

¢°(k) := min {ch + Q°(z) + k||l — j||1}, se s, O (k,p) = Zps¢s(/<o).

rzeX
ses
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These values are finite, and every feasible solution of (4.3) satisfies, for every k > 0,

ot Y s Yyes @iz > B(rp) — iz — . (4.4)

The proof, given in Appendix A.6, follows from the definition of the functions ¢°. For
fixed xk and p, the right-hand side of (4.4) is an affine function of the distance ||z — Z||;,
with slope —k and value ®(k,p) at © = . We therefore call (4.4) a radial inequality, and
K its slope. The radial inequalities form an infinite family, with one inequality per slope

k > 0. We now analyze the properties of the function ® to characterize this family.
Proposition 4.3. There ezists a finite set I' C (0,+00) such that, for every p € Py:

(1) the function ®(-,p) is concave, nondecreasing and piecewise linear on R, with break-

points in I';

(i) D(k,p) =c'T+ Y, 4P Q) for every k > i := max(I' U {0}).

The set I' is the union of the sets I'* of breakpoints of the functions ¢*, s € S (Ap-

pendix A.7). Proposition 4.3 has three consequences.

Corollary 4.4. The radial inequality (4.4) with k = R is tight at T, that is, every feasible

solution of (4.3) with x = I satisfies

The right-hand side of this equation is the cost of Z in (TSSP(p)). In the linear relaxation
of (4.3), the radial inequality with k = & keeps the linearized primal objective above this
cost at © = &, even when [ is fractional. By (4.3d) and weak duality, every point of the

relaxation with z = Z then satisfies & € X*(p).

Corollary 4.5. Let (p,x,z) be a point of the linear relaxation of (4.3). Separating the
radial inequalities amounts to mazimizing ®(k,p) — k||l — Z||1 over k > 0. This mazimum
is attained at a slope of T'U {0}.

Indeed, by Proposition 4.3, the function x — ®(k, p) — ||z —Z||; is concave and piecewise
linear, with breakpoints in I', and nonincreasing beyond k.

In model (4.3), the distance ||z — Z||; is represented by auxiliary variables whose sum
> i ti is at least ||z — Z||; (Appendix B.1). Since x > 0, every radial inequality remains
valid with ) . ¢; in place of ||z — Z||;, and then becomes linear. Corollaries 4.4 and 4.5 still

hold after this replacement.

Corollary 4.6. The closure of the linear radial inequalities, that is, the set of points
(p,x,2,t) of the linear relaxation of (4.3) that satisfy (4.4) with Y. t; in place of || — Z||1
for every k > 0, is a polyhedron. The |I'| + 1 linear radial inequalities with xk € T'U {0}
describe this polyhedron.
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We now detail how we separate the radial inequalities for model (4.3). By Corollary 4.5,
separating at a point (P, Z, z,t) of the linear relaxation amounts to maximizing ®(x,p) —
kY.t over k > 0. The separation problem can be expressed as a single linear program
(Appendix C). This linear program involves all scenarios at once, and is at least as large as
the TSSP. Solving this linear program at every node of the branch-and-bound would be
costly.

We instead separate the radial inequalities in two steps. Before the branch-and-bound,
we compute the sets I'* and the values ¢°(k) for every s € S and k € I' U {0}, with the
sandwich algorithm of Eisner and Severance (1976) (Appendix C).

During the branch-and-bound, at each solution (p,Z,z,t) of a node relaxation, we
evaluate the radial inequalities with £ € I' U {0} from these values. If the inequality with
k = 0 is violated, we add it. Otherwise, we add the violated inequality with the largest

n(k) ! ((I)(Kj,ﬁ) —c'z— Z Zwiéj), kel. (4.5)

K
seS jeJ

At fixed p and fixed linearized primal objective, the radial inequality with slope x forces
> ti > n(k), and is violated if and only if (k) > >, #;. Since Y. ¢; appears in the objective,
the largest n(x) raises the lower bound the most for the given solution. By Proposition 4.3,
n is monotone between consecutive slopes of I' U {0} and beyond . When the inequality
with x = 0 is satisfied, the largest (k) over x > 0 is thus attained in I'.

This separation solves no linear program during the branch-and-bound, and the pre-
processing is performed only once. For each scenario s, the sandwich algorithm solves a
number of linear programs linear in |I'*|, each of the size of scenario s alone. We know no
polynomial bound on |I'*|, but |I*¥| is bounded independently of |S|, so the preprocessing

grows linearly with |S|.

4.3 A Decomposition Method

In (XPL-SL), the second-stage variables y® of each scenario appear only through their
recourse cost (f*)"y® and the scenario-specific constraints (4.1f), as in a TSSP. This
separability is exploited by the L-shaped method (Van Slyke and Wets 1969), which keeps
the first-stage decision = in a master problem and handles the second-stage decisions through
separate scenario subproblems. We extend this approach to (XPL-SL), accounting for two
differences: the recourse costs enter the strong duality constraint (4.1g) rather than the
objective, and they are weighted by the decision variables p®.

A formulation with Benders cuts. In (XPL-SL), we replace each recourse cost (f*)"y*
by a variable #°, and remove y® together with constraints (4.1f). For a first-stage decision
x, 6° should equal Q*(x) defined in (2.2). Enforcing #° > @Q*(x) is enough: 6° only appears
on the left-hand side of (4.1g), with a nonnegative coefficient p®.
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By linear programming duality, Q*(x) is the maximum of (h* — T*z) 7 over the dual
feasible region of the recourse problem (2.2). This region does not depend on z. Assuming
without loss of generality that W° has full row rank, its set 1/ of extreme points is nonempty
and finite. The maximum is attained at one of the extreme points (Birge and Louveaux
2011, Sec. 5.1). We can therefore reformulate (XPL-SL) as

(XPL-SLB)  min  d(p,x) (4.6a)
D,,0,\, 1
st. (4.1b)~(4.1e), (4.1i), (4.6b)
x>0, (4.6¢)
c'x+ Zpsﬁs <b" A+ Z(hs)Tus, (4.6d)
seS seS
0° > (h* —T°z)'n, se€S, TeVe (4.6e)

Inequalities (4.6e) are the Benders optimality cuts of the underlying TSSP. Under As-
sumption 2.1, no feasibility cuts are needed. The proof of the following result is given in

Appendix A.

Proposition 4.7. Under Assumption 2.1, problems (XPL-SLB) and (XPL-SL) have the
same optimal value. If (p,x,0,\, p) is an optimal solution of (XPL-SLB) and, for each

s € S, y® is an optimal solution of the recourse problem (2.2) at x, then (p,x,y, A\, ) is an
optimal solution of (XPL-SL).

Constraint (4.6d) now carries the products p°6°. As in Proposition 4.1, the bounds
L® < 0°* < U?® can be added to (XPL-SLB) without changing its optimal value. The proof
is analogous to that of Proposition 4.1, and is omitted. The products are thus linearized
as in Section 4.1. After linearization, (XPL-SLB) is again a MILP for (XPL-Clu) and
(XPL-Unit), and a MIBLP for (XPL-Sparse).

A branch-and-cut algorithm. Cuts (4.6e) are in general exponentially many. We
therefore propose a branch-and-cut method to solve (XPL-SLB) that adds the cuts (4.6e)
dynamically (Maher 2021). Initially, the solver is given (XPL-SLB) without any con-
straints (4.6e). Whenever an integer-feasible incumbent (p, Z, 0, A, i) is found, the solver
invokes the separation procedure detailed in Algorithm 1.

Each simplex multiplier 7° is an extreme point of the dual feasible region of (2), that
is, m° € V*. Every cut returned by Algorithm 1 belongs to the finite family (4.6e). If no
cut is returned, then 6° > Q*(Z) = max,cys(h® — T°Z) 7 for all s € S, so the incumbent
is feasible for (XPL-SLB). The search then continues, as a better solution may still be
found. Since each rejected incumbent violates a cut not yet in the model, only finitely
many cuts are added. For (XPL-Clu) and (XPL-Unit), whose reformulations are MILPs,
the branch-and-cut method thus terminates with an optimal solution of (XPL-SLB) (Maher
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Algorithm 1 Separation procedure for the cuts (4.6e)

Require: an integer-feasible incumbent (p, Z, 0, A, i)
1: G0
2: for s € S do
3: solve the recourse problem (2.2) at Z with the simplex method
let 7* be the simplex multipliers, so that Q*(z) = (h* — T°%) ' 7°
if 6° < Q*(z) then
G+ Gu{o° > (h"—Tz) 7}
end if
end for
if G = () then
10: accept the incumbent
11: else
12: reject the incumbent and return the cuts in G to the solver
13: end if

2021). For (XPL-Sparse), the decomposition applies unchanged to the bilinear formulation,
which the solver handles by spatial branch-and-bound.

Restricting the separation. The cuts only need to be separated for scenarios with
positive probability. Indeed, #* appears in (XPL-SLB) only through the product p*6*
in (4.6d) and the cuts (4.6e) of scenario s. When p® = 0, the product vanishes. Setting
0° := () then satisfies these cuts, and changes neither the objective value nor (4.6d). We
can therefore run the loop of Algorithm 1 over supp(p) instead of S, which solves at most
k recourse problems instead of |S|. An incumbent accepted after this restricted separation
can still be made feasible for (XPL-SLB), and the termination argument above remains
valid.

The presented decomposition projects out the second-stage primal variables y°, but
not the dual multipliers p*, also indexed by scenario. These multipliers are coupled
through constraint (4.1c), so they cannot be separated scenario by scenario. A Benders
decomposition over them remains possible, but would have to handle this coupling. We

leave this direction for future work.

5 Heuristic Solution Methods

Solving (XPL-Clu), (XPL-Unit) and (XPL-Sparse) to optimality may be computationally
prohibitive for large TSSP instances, whereas a non-optimal explanation may suffice in
practice. This section therefore presents three heuristic approaches. Their common principle
is to avoid the difficulty of the exact models, where the first-stage decision is a variable
of the lower level. The first one ignores the bilevel structure (Section 5.1). The other two
reverse the viewpoint of (XPL). Instead of searching for a probability vector whose induced

decision is as close as possible to Z, they search for a probability vector under which z
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is as close as possible to optimal. They measure this distance to optimality through the
duality gap or through a perturbation of the first-stage costs (Section 5.2). In this section,

P denotes one of the three sets Psparse; Punit, OF P

uster OF Section 3.

5.1 Baseline: Classical Scenario Reduction (H-Distance)

The first heuristic serves as a baseline. It follows the principle of classical scenario re-
duction (Dupacova et al. 2003, Heitsch and Rémisch 2003), and selects the admissible
distribution p € P closest to p by solving the following optimization problem:

(H-Distance) min d,(p,p).
pEP

With the reformulations of Table 1, (H-Distance) is a MILP. The distance d,, is the
Wasserstein distance of Section 3, whose cost matrix is built on the data of the scenarios,
as is standard in classical scenario reduction. Other cost matrices could be used. Note,
however, that (H-Distance) does not account for how X*(p) depends on p. The next two

heuristics address this limitation by specifically targeting the optimality of Z.

5.2 Fixing the First-Stage Decision (H-Gap, H-Cost)

The optimality conditions of the lower level are bilinear. In (XPL-SL), the strong duality
constraint (4.1g) contains the products p*(f*)Ty*, since both p and y are variables. Retro-
spective scenario reduction seeks a probability vector under which the induced decision is z
itself. We therefore fix z = ¥ and y = gy, and search for probabilities under which this given
solution is optimal, in the spirit of inverse optimization (Ahuja and Orlin 2001). Since
y® is an optimal recourse decision at Z, the products reduce to p°*Q*(Z), where Q*(Z) is a
constant, and the conditions become linear.

However, the resulting linear system may be infeasible, since there may be no p € P
making ¥ optimal. We therefore relax the optimality conditions with a gap ¢ € R and a

perturbation ¢ € R™ of the first-stage costs:

ATA+DI (T T < e+ 6, (5.1a)
SES
(W) <p°f*, ses, (5.1b)
(c+0) 2+ pQ(E) <b A+ (h) Ty +e. (5.1c)
seES seS

With § = 0 and ¢ = 0, constraints (5.1) reduce to (4.1c)—(4.1d) and (4.1g) at x = &, and
admit a solution if and only if Z € X*(p). With 6 = 0, constraints (5.1) state that = is
e-optimal for (TSSP(p)). With e = 0, constraints (5.1) state that & is optimal for (TSSP(p))

with first-stage costs ¢ + 0. Minimizing one violation while setting the other to zero yields
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two heuristics:

(H-Gap) min {5 cpeP, (5.1) with § = O},
PAHE

(H-Cost) min {H5H1 :p€eP, (5.1) with e = 0}.
DA 0

The heuristic (H-Gap) seeks an admissible probability vector under which the subopti-
mality gap of 7 is smallest. The heuristic (H-Cost) seeks an admissible probability vector
under which 7 is optimal for the smallest perturbation of the first-stage costs. With the
descriptions of Table 1 and the standard linearization of the ¢;-norm, both problems are
feasible MILPs that admit an optimal solution (Appendix A.9). The optimal value of each
is zero if and only if some p € P makes & optimal. Both heuristics thus decide exactly
whether = can be recovered, and are heuristic only with respect to the objective function of
(XPL).

All three heuristics return a probability vector p* € P, but not the associated first-
stage decision. The decision is recovered by solving (TSSP(p*)), which always admits an
optimal solution under Assumption 2.2. If several optimal solutions exist, we select the one
minimizing ||z — Z||;, by solving a second linear program over the set of optimal solutions

of (TSSP(p*)).

6 Computational Experiments

This section answers five questions, each stated in the title of Sections 6.2-6.6. We first

describe the setup common to all experiments.

6.1 Experimental Setup

All experiments are run on the chiclet cluster of the Grid5000 testbed, whose nodes
have two AMD EPYC 7301 CPUs (32 cores) and 128 GiB of RAM. All models are
implemented in Julia (Bezanson et al. 2017) with JuMP (Lubin et al. 2023), and solved with
Gurobi 13.0.2 (Gurobi Optimization, LLC 2026) under a time limit of 360 s. To mitigate
the numerical instabilities caused by the linearizations of Section 4.1, we set IntFeasTol
to 1077, IntegralityFocus to 1 and NumericFocus to 2 for the models of Section 4. For
the same models, we set PreCrush to 1, as required by the cut callbacks of Sections 4.2
and 4.3. The heuristics of Section 5 use the default parameters of Gurobi. The code and
the instances are available at https://gitlab.inria.fr/abelfer/tssp-xpl.

We consider three families of TSSPs of the form (2.1), whose formulations, sizes and
scenario generation are detailed in Appendix D. The farmer’s problem (FP) extends
Example 2.3 to 100 crops, with uncertain yields in 7. The supply chain planning problem
(SCP) is based on Rathi et al. (2024, Sec. 4.1) and has uncertain demands in h®, which are
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independent and uniform (SCP0), independent and mixed Bernoulli-uniform (SCP1), or
highly correlated (SCP2). The resource allocation problem (RAP) adapts a test problem
of Lefebvre et al. (2026) to the stochastic setting, with uncertain demands in h®. For each
of the five groups and each number of scenarios in {15, 30,50, 100}, we generate five TSSPs
with uniform probabilities, which gives 100 TSSPs. An instance of retrospective scenario
reduction is a pair formed by a TSSP and a target k € {2,5, 8}, which gives 300 instances.
On our instances, p equals 100 for FP, 10 for SCP, and 10, 15 or 20 for RAP. Every target k
is thus smaller than p 4 1, and Proposition 2.4 does not guarantee that  can be recovered.

For each TSSP, an initial solution (Z,7) is computed once by solving (TSSP(p)), so
that all methods explain the same decision. An instance is solved when the final relative
optimality gap is at most 10~%. When the time limit is reached or the solver stops early, we
report the best solution found, and we state explicitly when a comparison is restricted to
the solved instances. On a few runs, the final solution of Gurobi violates its integrality or
feasibility tolerance by at most 2 - 107, or Gurobi discards a final solution for this reason;
we then report the best solution returned by Gurobi, if any. Every method returns a feasible
point (p, z) within the time limit on every instance, except one run of Section 6.4 and the
runs of the decomposition reported in Section 6.5. For every returned point (p, z), we solve
(TSSP(p)) a posteriori and check that z is optimal, up to a relative tolerance of 107 on
the objective value. We consider that a method recovers  when ||z — z||; < 107°.

We use (H-Distance) run on Pyparse, Which implements classical scenario reduction, as
the baseline of all comparisons. When only 7 and A® are random, as in our TSSP instances,
stability results bound the change in the optimal value of the TSSP by a multiple of the
Wasserstein distance of order 1 between the distributions (Dupacova et al. 2003, Heitsch
and Romisch 2003, Romisch 2003), which (H-Distance) minimizes.

6.2 Which Clustering Should (XPL-Clu) Be Built On?

Model (XPL-Clu) introduced in Section 3 takes as input a partition of the scenarios, as
in the approach of Rathi et al. (2024). Before comparing the three models, we determine
which partition we should use to best recover z.

We compare four partitions. Three of them cluster the scenarios according to their data
¢* (Data), their optimal second-stage decisions ¢* in the initial TSSP (Recourse, as in Rathi
et al. 2024), or a subgradient of Q* at # (Subgradient). This subgradient is —(7°)"7*,
where 7° is an optimal dual solution of the recourse problem (2.2) at & (Shapiro et al. 2021,
Sec. 2.1.1). The clusters are built with multi-start K-means (Lloyd 1982). For Data and
Recourse, the vectors are first standardized as in Section 3. The fourth partition (Random)
assigns each scenario to a random cluster, while ensuring that no cluster is empty.

All partitions are used in (XPL-Clu) with ov = 1, so that the cost function reduces to
d.(z,%). We report d, := d,/d>*°, where d°*° is the decision distance of the baseline. For

6 instances, we have d>*° = 0. On 5 of them, all partitions also recover ¥, and we set
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Table 2: Comparison of partitions for (XPL-Clu). “Exact”: percentage of instances on
which 7 is recovered. d,: median [first quartile, third quartile]. “Worst”: percentage of
instances on which the partition attains the largest d, without recovering #; ties are counted
for each tied partition.

k Random Recourse Data Subgradient
]i}xact 9 9 8 13

2 d, 0.21 [0.06, 0.43] 0.34 [0.08, 0.58] 0.23 [0.08, 0.43] 0.15 [0.04, 0.43]
Worst 17 43 23 19
Exact 28 16 25 28

5 dg 0.09 [0.01, 0.26] 0.21 [0.04, 0.52] 0.06 [0.01, 0.31] 0.06 [0.00, 0.19]
Worst 5 60 10 14
Exact 27 22 27 40

8 dg 0.09 [0.01, 0.25] 0.15 [0.04, 0.46] 0.08 [0.01, 0.27]  0.03 [0.00, 0.14]
Worst 8 55 14 8

d, = 0, as for any exact recovery. The sixth instance is discarded. Solution times do not
differ noticeably across partitions and are not reported; they are compared across models
in Section 6.3.

Table 2 shows that the Subgradient partition performs best: for every k, it attains the
lowest median d, and the highest percentage of exact recoveries, possibly tied. Unlike the
other criteria, it accounts for the optimality of Z: scenarios with similar subgradients play
similar roles in its optimality condition, so a representative of a group can stand for the
others.

Grouping scenarios by their data or by their recourse decisions, in contrast, does not
beat the Random partition. The Recourse partition of Rathi et al. (2024) has the highest
median d, for every k, and never recovers & more often than the Random one. The Data
partition performs similarly to the Random one.

All partitions, however, do much better than the baseline. Their median d, never
exceeds 0.34: (XPL-Clu) reduces the decision distance of classical scenario reduction by at
least 66% in median, whatever the partition. Most of the improvement over the baseline
thus comes from the bilevel model itself.

Finally, no partition consistently outperforms the others. Each achieves the largest d,
on some instances, although the Random partition does so least often overall. Thus, any
partition fixed in advance may be outperformed by another in recovering . This motivates
(XPL-Unit) and (XPL-Sparse), which do not require a predefined partition. We note that
other clustering methods were also tested, including K-medoids (Kaufman and Rousseeuw

1987), without altering these conclusions.

20



6.3 Which Model Should Be Used?

By Proposition 3.3, the optimal value of (XPL-Sparse) is no larger than that of (XPL-Unit),
which is no larger than that of (XPL-Clu). We measure how much the restrictions of Pyt
and P ., increase the optimal value, and whether this ordering still holds under the time
limit.

We now consider the cost function (3.2), with d, as defined in Section 3. On each
instance, d, and d, are normalized by their values for the baseline, which therefore has
objective value 1. We set a = 0.75: recovering ¥ is the primary goal of retrospective
scenario reduction, and d, mainly serves to discriminate between distributions that induce
the same decision. The 6 instances on which the baseline already recovers z are discarded,
as the normalization of d, is then undefined. Model (XPL-Clu) is built on two partitions
of Section 6.2: Subgradient, which attains the lowest median d,, and Data, which groups
scenarios with the same features as those used by d,. This gives four models.

We first compare optimal values. Gurobi solves all models to optimality, within a gap
of 0.01%, on only 25 instances, mostly with £ = 2. On these instances, the optimal value
of (XPL-Unit) exceeds that of (XPL-Sparse) by 4% in median, and by less than 7% on
three quarters of them. Even with the better of its two partitions on each instance, the
optimal value of (XPL-Clu) exceeds it by 11% in median, and by less than 45% on three
quarters of them. Restricting the probabilities to integer multiples of 1/|S| thus increases
the optimal value only slightly, whereas fixing a partition in advance increases it more.
These 25 instances are, however, the easiest of the test bed, so these conclusions must be
qualified.

We then consider all instances, under the time limit (Figure 2). Gurobi solves (XPL-
Sparse), a nonconvex MIBLP, on far fewer instances than the other models (panel (a)).
Panel (b) is a performance profile: for each factor 7 > 1, it gives the fraction of instances
on which the objective value of a model is at most 7 times the best value found by the four
models. The curve of (XPL-Unit) lies above the others: (XPL-Unit) returns the best or a
near-best solution on more instances than the other three models. Under the time limit, the
returned solutions thus do not follow the ordering of Proposition 3.3. Overall, (XPL-Unit)
returns better solutions within the time limit, at a small cost in optimal value, and keeps
a direct interpretation: a selected scenario carrying «® units represents u® scenarios. We
therefore recommend (XPL-Unit) for retrospective scenario reduction and keep it for the

next experiments.

6.4 Do the Radial Inequalities Pay Off?

We now evaluate the radial inequalities of Section 4.2 on (XPL-Unit). We set a« =1 to
isolate the distance d,(x,Z), on which the inequalities act. We solve model (4.3) with

Gurobi, with and without radial inequalities in a user-cut callback. The time limit of 360 s
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Figure 2: Comparison of the four models over the whole test bed. In both panels, a curve
that rises early indicates a model performing better. The legend of panel (b) applies to
both panels.

Table 3: Radial inequalities on (XPL-Unit), with a@ = 1, by status and solution time of the
instances without the inequalities. Speedups and node reductions divide the solution time
and the number of explored nodes without the inequalities by those with the inequalities.

Solved without, in Not solved  All
< 10s 10-100s >100s without

Number of instances

Total 65 49 40 146 300
Solved with the inequalities 65 49 38 48 200
Slower with the inequalities 29 7 3 — 39
Unsolved, with a smaller final gap - — — 12 12
Ratios on the instances solved in both cases

Speedup, geometric mean 1.02 1.95 3.35 - 1.70
Speedup, maximum 3.7 15.9 48.7 - 48.7
Node reduction, geometric mean 2.28 3.89 7.32 - 3.62

includes the preprocessing. Many runs without the inequalities reach the time limit. Table 3
therefore groups the instances by their status without the inequalities: solved, by solution
time, or not solved. The table first counts the instances solved with the inequalities, the
slowdowns and, for the unsolved instances, the smaller final gaps, then gives the speedups
and node reductions on the 152 instances solved in both cases.

The inequalities are cheap to compute and to separate. The preprocessing takes 1s in
median, and at most 9s. At each call, the separation procedure examines the |I'| + 1 slopes
of 'U {0}, that is, 2.9|S] slopes in median, and at most 29 |S|. The separation takes 4% of
the solution time in median, and at most 26%.

On the instances solved without the inequalities, the speedup and the node reduction grow

with the solution time without the inequalities. Slowdowns occur mostly on the instances
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solved without the inequalities in less than 10s. On these instances, the inequalities still
reduce the number of explored nodes, but the preprocessing and the separation take a
significant share of a short run. Two instances, solved without the inequalities in more
than 100s, are no longer solved with them.

With the inequalities, Gurobi solves a third of the instances not solved without the
inequalities. On the 98 instances that remain unsolved, the final gap decreases on 12 of
them, and never increases. The objective value of the incumbent improves on 67 of these
98 instances, and worsens on 23. The inequalities cut off points of the linear relaxation
where the linearized primal objective underestimates the primal objective. The primal
heuristics of Gurobi, which start from the solutions of the relaxation, thus start from better
points, which likely explains most improvements. The incumbent may still worsen, since
the inequalities also change the search tree.

Overall, the radial inequalities pay off, and we use them in Section 6.6.

6.5 Does the Decomposition Pay Off?

We now apply the decomposition of Section 4.3 to (XPL-Unit), with the cost function of
Section 6.3, and discard the same six instances. We compare the branch-and-cut method
with (XPL-SL) solved by Gurobi. We test two options of the branch-and-cut method. Active
restricts the separation to the scenarios with positive probability (Section 4.3). Init departs
from the initialization of Section 4.3: instead of starting without any Benders cut, the
solver is given from the start all the cuts generated by the L-shaped method when solving
the initial TSSP to optimality. Enabling each option or not gives four configurations.

We use the measures of Section 6.4. On the instances solved by both methods, we
compare the solution times through speedups, aggregated by their geometric mean. On the
instances solved by neither, we compare the final incumbents. On 7 to 17 runs, depending on
the configuration, the decomposition returns no solution, as Gurobi rejects its incumbents
for constraint violations. Most of these runs concern FP and RAP. We count them as
unsolved, without incumbent. Table 4 summarizes the results.

Table 4 shows that whether the decomposition pays off depends mainly on the instance
group. On the three SCP groups, every configuration is faster than (XPL-SL). On the
instances solved by neither, every configuration also finds a better incumbent more often
than a worse one. On FP and RAP, in contrast, every configuration is slower than (XPL-SL),
or as fast at best. Overall, every configuration solves 111 to 113 instances, against 104 for
(XPL-SL).

Active yields the largest speedups on four groups, but also the largest number of runs
without solution (17). Init 4+ Active keeps speedups between 1.70 and 2.31 on the SCP
groups, finds the best incumbents on SCP0 and SCP2, and returns no solution on 9 runs
only.

The L-shaped iterations reported in Table 4 explain the difference between the groups.
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Table 4: Decomposition applied to (XPL-Unit), against (XPL-SL), by group of instances.
L-shaped iterations: mean number of iterations of the L-shaped method on the initial TSSP.
Incumbents are compared on the instances solved by neither; a run without solution counts
as a worse incumbent. Bold: largest speedup of each column.

FP RAP SCPO SCP1 SCP2 All
Instances 60 60 59 57 58 294
L-shaped iterations, mean 44.1 80.7 10.5 9.8 9.7 31.4
Solved instances
(XPL-SL) 8 26 20 22 28 104
Branch-and-cut 10 25 23 23 30 111
+ Init 10 25 25 23 30 113
+ Active 10 24 25 22 30 111
+ Init 4+ Active 10 27 23 22 29 111
Speedup, geometric mean
Branch-and-cut 0.29 0.61 1.67 1.24 1.15 0.97
+ Init 0.26 0.46 2.04 1.74 1.43 1.07
+ Active 0.77 1.00 2.37 1.65 1.73 1.50
+ Init 4+ Active 0.48 0.57 2.31 1.91 1.70 1.28
Better / worse incumbent, on the instances solved by neither
Branch-and-cut 2/46 5/21 19/14 19/12 20/8 65/ 101
+ Init 0/48 7/19 26/6 22/8 20/7 75/ 88
+ Active 3/45 6/22 22/9 17/16 19/8 67 /100
+ Init 4+ Active 1/48 8/16 28/5 21 /11 24/4 82/84

The L-shaped method needs far fewer iterations on the SCP groups than on FP and RAP.
On FP and RAP, the recourse functions are thus poorly approximated by a small number of
Benders cuts. The decomposition relies on the same cuts, and inherits this slow convergence.

Overall, the decomposition is not uniformly faster, but its benefit can be anticipated
before solving any bilevel model: it pays off when the L-shaped method solves the underlying

TSSP in few iterations. In that case, we recommend the Init + Active configuration.

6.6 Can the Heuristics Replace the Exact Models?

We run the heuristics of Section 5 on Pynii, the admissible set recommended in Section 6.3.
Since (H-Gap) and (H-Cost) do not account for d,, we compare all methods on d, only.
The study has two steps. We first compare the heuristics with one another. We then
solve (XPL-Unit) with a = 1 and the radial inequalities of Section 4.2, warm-started with
the probability vector of the best heuristic, to measure how far each heuristic is from the
optimum. We consider that this model improves a heuristic when it reduces d, by more
than 1%. Table 5 summarizes the results.

Selecting a distribution close to p does not explain Z: the baseline recovers T on only
2% of the instances.

(H-Gap) and (H-Cost) recover & on 54% of the instances, in about 3s in median. On
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Table 5: Heuristics and warm-started (XPL-Unit) on Py, by group of instances. The rows
below “Not recovered by any heuristic” are restricted to these instances. d, is the distance
d, divided by that of (H-Distance) on the same instance. (XPL-Unit) improves a heuristic
when it reduces d, by more than 1%.

FP RAP SCPO0 SCP1 SCP2 Al
All instances 60 60 60 60 60 300

Z recovered (number)

(H-Distance) 0 0 1 3 2 6

(H-Cost) 0 20 43 49 49 161

(H-Gap) 0 20 43 49 49 161
Recovery proved impossible (number) 43 36 16 11 11 117
Undecided (number) 17 4 1 0 0 22
Median time (s)

(H-Distance) 0.8 1.0 0.8 0.7 0.7 0.8

(H-Cost) 410 28 26 29 26 3.3

(H-Gap) 98.3 2.7 2.3 2.4 25 29
Not recovered by any heuristic 60 40 17 11 11 139
Improved by (XPL-Unit) (number)

over (H-Cost) 60 38 16 10 11 135

over (H-Gap) 54 31 13 8 5 111
Median d,

(H-Cost) 0.74 032 052 035 031 0.39

(H-Gap) 007 018 025 015 007 0.12

(XPL-Unit), warm-started 0.03 0.12 0.12 0.04 0.02 0.06

FP, they recover no instance, and (H-Cost) and (H-Gap) take 41s and 98s in median. On
39% of the instances, they prove that Z cannot be recovered with k scenarios. Only 7%
of the instances remain undecided within the time limit, most of them in FP, and the
warm-started model recovers Z on none of them.

On the 139 instances that no heuristic recovers, the warm-started model improves
(H-Gap) on 80% of them and (H-Cost) on 97% of them. The median d, drops from 0.12 for
(H-Gap) and 0.39 for (H-Cost) to 0.06.

Overall, the heuristics suffice when & can be recovered: they recover it in a few seconds,
and on most other instances they prove that it cannot be. When z cannot be recovered,
the bilevel model substantially improves their explanations. We therefore recommend a
two-stage approach: (H-Gap) first decides whether & can be explained with k scenarios and,

if not, its solution warm-starts (XPL-Unit).

7 Discussion and Future Work

In this paper, we propose a general framework to explain the first-stage decisions of TSSPs
through retrospective scenario reduction. Computing such explanations amounts to solving

a challenging bilevel problem whose lower level is a TSSP. For this problem, we propose
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exact solution methods that exploit the structure of the underlying TSSP, as well as heuristic
methods based on the optimality conditions of the lower level. Our numerical results identify
the most effective approaches, and show that they provide good-quality explanations for
instances with up to one hundred scenarios.

Several directions remain open. First, the bilevel framework of (XPL) is not restricted
to scenario reduction. Other choices of the objective function d and of the admissible set
P lead to other explanations. In such applications, it may be preferable to constrain the
induced decision to lie in a set D, as in counterfactual explanations (Korikov and Beck
2021, Kurtz et al. 2026), rather than to penalize its distance to a target. When D is
described by linear constraints, the single-level reformulation, the valid inequalities and
the decomposition we propose still apply. The feasibility of (XPL) is, however, no longer
guaranteed, and the impact of this coupling constraint on the solution methods remains to
be studied.

Second, under the optimistic perspective, a reduction is considered successful as soon as
is one of the optimal decisions of the reduced TSSP. Thus, our model can output a reduction
that does not uniquely identify Z. An extreme case arises when the reduced program has
X itself as its optimal set: every decision is optimal, and the resulting explanation provides
no useful information. A pessimistic perspective, in which the reduction is evaluated with
respect to the worst decision in the optimal set, would rule out such cases. The resulting

model is more challenging, and we leave its analysis to future work.
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A  Proofs

A.1 Preliminaries on the Recourse Functions

Several proofs of this appendix rely on the following properties of the recourse functions.

Let s € S. By linear programming duality, for every x € X,

Q*(z) = max{(h® — T%2) "7 : 7w € I}, P = {r eR™: (W) 'r < f}. (A1)
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Under Assumption 2.1, the recourse problem (2.2) is feasible and bounded below for every
x € X. Hence II* is nonempty, the maximum in (A.1) is attained, and @ is finite on X.
Moreover, @ is convex and polyhedral (Shapiro et al. 2021, Sec. 2.1.1): its restriction to X
is the maximum of finitely many affine functions. In particular, @)° is continuous on X.

For x € X, let II°(z) denote the set of optimal solutions of the maximization in (A.1).
The subdifferential of * at x is (Shapiro et al. 2021, Sec. 2.1.1)

0Q*(x) ={—(T*)'n: m € II*(z) }, (A.2)
and the normal cone to X at z reads
Nx(z)={A"v—0:veR™, ¢ € R}, 0; =0 for all i such that z; > 0}. (A.3)

Finally, let p € Py. A decision x € X belongs to X*(p) if and only if (Shapiro et al. 2021,
Sec. 2.1)

0€c+ Y poQ (x)+ Nx(). (A.4)

seS

A.2 Proof of Proposition 2.4

Proof. Since & € X*(p), Equations (A.4) and (A.2) show that there exist 7° € II°(Z), s € 5,
and © € Nx(Z) such that

c+ Zﬁsgs +0=0, where ¢° := —(T°)"7° € 0Q°(Z). (A.5)
seS

The proof looks for a vector p with reduced support satisfying the same condition, with
the subgradients ¢° unchanged. The vector 0, in contrast, is adjusted: the expression (A.3)
of Nx(Z) shows that any component in (ker A)* = Im(A") can be added to © without
leaving the cone. We therefore look for a vector p such that ) _¢p°g® equals > o p°g°
after projection onto ker A, and Carathéodory’s theorem yields one. What is left out by

the projection lies in (ker A)*, and is added to @ to recover the full condition.

Let Z be a matrix whose columns form a basis of ker A. We look for p such that

ZpsZT SZZﬁSZTgS-

ses ses
The points ZTg* = —(T%Z)"x* lie in the image of (T°Z)T, hence in the image of
(MZ)T. The dimension of this subspace is rank(M Z) = p, because the columns of M Z
span Mker A. Asp € Py, Y ,.sD*Z " g* is a convex combination of the |S| points Zg*,
all lying in that subspace of dimension p. Carathéodory’s theorem therefore provides a
probability vector p € Py, supported on a subset I C S with |I| < p + 1, such that
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ZPSZT SZZ];SZT95~ (AG)

ses seS

Set r =, s(p* — p*)g°. Equality (A.6) gives Z'r = 0. As the columns of Z span
ker A, the vector r belongs to (ker A)*.
Since Y . ¢D°9° =D .cgP°g° + 1, condition (A.5) reads

c+2p595+ﬂ+r:0.
seS
Define v := © + r. Because 7 belongs to (ker A)* and ¥ to Nx (%), the vector v is in
Nx(z). Condition (A.4) therefore gives & € X*(p). O

A.3 Proof of Proposition 3.1

Proof. Let V(p,z) :=c'z+ Y .sp°Q*(x) defined on Py x X. This function is continuous
on Py x X since each @)° is finite-valued and continuous on X (Appendix A.1). Because the

lower-level feasible set X does not depend on p, the feasible set of (3.1) can be written as

F = ﬂ{(p,x) ePxX:V(px)—V(pz) <0}

zeX

This set is closed because it is an intersection of closed sets. It is nonempty and bounded
by Assumption 2.2, since P C [0, 1]/l and X*(p) C B for every p € P. Since d is lower

semicontinuous, it attains its minimum on the nonempty compact set F. O

A.4 Proof of Proposition 3.3

Proof. The result follows from the definitions of the three sets. Every p € PS .. has
exactly k positive components, one per cluster, each equal to the total probability of its
cluster, which is an integer multiple of 1/|S| under Assumption 3.2; hence p € Pyyit. Every
P € Punit has at most k nonzero components, hence belongs to Psparse-

For strictness, note that every vector of P§

uster 1128 €xactly one positive value per cluster.

If 2 < k < |S], there is a cluster containing two distinct scenarios s; # se. The vector
assigning 1/]5] to sy, (|S] —1)/|S| to sq, and 0 elsewhere belongs to Pypie but not to P, .;..-

The vector assigning 1/(2[S|) to s1, 1 — 1/(2|S]) to s2, and 0 elsewhere belongs to Psparse
but not to Pupit, since 1/(2[S]) is not an integer multiple of 1/|S]. O

A.5 Proof of Proposition 4.1

Proof. We first prove that @Q* and Q" are finite by a compactness argument. By Assump-

tion 2.2, Xp is bounded. Its closure is therefore a compact subset of the closed set X.
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By Appendix A.1, ()* is finite and continuous on X. It is hence bounded on this closure.
Consequently @° and @’ are finite for every s € S.

We now prove that constraints (4.2) do not cut off every optimal solution. To do so, we
take an optimal solution of (XPL-SL) and replace its second-stage decisions by optimal
recourse decisions. We show that the resulting point is feasible, then optimal, and finally
that it satisfies (4.2). Let (p,z,y,\, p) be an optimal solution of (XPL-SL). For each
s € S, let y* be an optimal solution of the recourse problem (2.2) at x, which exists under
Assumption 2.1.

Constraints (4.1b)—(4.1e) and (4.1i) do not involve y and remain satisfied. Con-
straints (4.1f) and (4.1h) hold since §* is feasible for the recourse problem (2.2) of scenario
s. For the strong duality constraint (4.1g), optimality of §* for the recourse problem of

scenario s gives (f*)79° < (f*)Ty*. Multiplying by p* > 0 and summing over s € S,

Tt Zps(fs)Tgs < CTx_'_Zps(fs)Tys < bT)\+Z(hS)TMS7
ses ses ses
where the second inequality is (4.1g) at the original point. Hence (p, z, g, A, 1) satisfies (4.1g),
and is feasible for (XPL-SL). Since the objective function d(p, z) does not depend on y,
(p, z,7, A\, 1) has the same value as (p, x,y, A, 1), and is therefore optimal.
It remains to check the bounds. By (4.1g) and weak duality, x € X*(p) with p € P,
hence € Xp. Since (f*)79* = Q*(x) by construction,

A.6 Proof of Proposition 4.2

Proof. Let k > 0 and s € S. Taking o = 7 in the definition of ¢* gives ¢*(k) < ¢'Z +Q*(Z),
which is finite by Assumption 2.1. The penalty ||z — Z||; is nonnegative, so ¢*(k) is at least
the optimal value of the T'SSP restricted to scenario s, which is finite by Assumption 2.2.
Hence ¢°(k) and ®(k,p) are finite.

By definition of ¢°, every z € X satisfies ¢'x + Q*(z) > ¢°(k) — k||lz — Z||; for every
s € S. Let p be a probability vector. Since ) o p® = 1, multiplying these inequalities by

p® > 0 and summing over s € S gives

clo+ ZpSQS(SL’) > ®(k,p) — k&|lx — 1. (A.7)

SES

Consider now a feasible solution of (4.3). Since § is binary, constraints (4.3e)—(4.3f)
give 27 = Bj(fs)Tys. By (4.3c), the linearized primal objective then equals the primal
objective of (TSSP(p)). Each y* is a feasible solution of the recourse problem at z, so
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(f*)"y® = @Q*(), and

CT{L‘—|—ZZ(A};’Z; = CTm+Zp8(fs)Tys > CT$+ZPSQS(x>- (A8)

seS jeJ seS ses

Combining (A.7) and (A.8) gives (4.4). O

A.7 Proof of Proposition 4.3

Proof. We first establish similar properties for each function ¢°, s € S, then combine them.
Let s € S. With the recourse problem (2.2) in place of ()* and auxiliary variables ¢ for

|z — Z||1, ¢°(K) reads
¢°(k) = min {ch;_|_ (fs)Ty—{— k1Tt (,y,1) € 95}7 (A.9)

where Q° 1= {(z,y,t) : Ax =0, Tz + WSy =h* t>x—2, t >2—x, x >0, y > 0} does
not depend on . Since ¢ > 0 on 2%, the objective of (A.9) is nondecreasing in k at every
point of Q°, so ¢° is nondecreasing. Since ¢°(x) is finite (Appendix A.6), the minimum
in (A.9) is attained at an extreme point of 2°. The function ¢° is thus the minimum of
finitely many affine functions of x, one per extreme point of 2°. Hence ¢* is concave and
piecewise linear on R, with a finite set I'* of breakpoints in (0, 400).

Let &° := max(I'* U {0}). We now show that ¢*(k) = ¢'Z + Q°() for every x > R°.
On [k*, +00), ¢° is affine, nondecreasing and bounded from above by ¢' + Q*(Z), hence
constant. Let k > &°, and let (z,y,t) be an optimal solution of (A.9) for x. This solution is
also feasible for (A.9) with &%, with value ¢*(k) — (k—&®)1"t > ¢*(R®). Since ¢°(k) = ¢*(F*),
we obtain t = 0, which forces x = #. Hence ¢*(k) = ¢' & + Q*(%). The function ¢* being

constant on [k*, +00), we obtain
(k) =c'Z+Q%(%), k>R (A.10)

Let I' := (J,cq I'*, a finite subset of (0,+00), and let p € Py. The function ®(-,p) =
Y segP°@° is a convex combination of concave, nondecreasing and piecewise linear functions,
with breakpoints in I', which proves (i). By definition of T', & = max(I' U {0}) = max,eg <°.
For k > R, equalities (A.10) hold for every s € S, and ) _op® = 1 gives (ii). O

A.8 Proof of Proposition 4.7

Proof. Let x € X. By (A.1), Q*(x) is the maximum of (h® — T%z) " over II°. Since W*
has full row rank, I1° contains no line, so its set V'® of extreme points is nonempty and finite.
Under Assumption 2.1, this maximum is finite, so it is attained at one of these extreme

points. Constraints (4.6e) are therefore equivalent to 0° > Q*(z), s € S.
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We show that every feasible point of either problem yields a feasible point of the other
with the same objective value. The objective d(p, x) and the constraints (4.1b)—(4.1e), (4.1i)
and x > 0 are common to both problems and involve neither y nor §. Only the remaining
constraints need to be checked.

Let (p, z, 0, A, i) be feasible for (XPL-SLB). For each s € S, let y* be an optimal solution
of the recourse problem (2.2) at x, which exists under Assumption 2.1. Since y* is feasible
for this problem, (x,y) satisfies (4.1f) and (4.1h). Moreover, (f*)"y* = Q*(x) < 6* for every
s € S. Since p* > 0, we obtain Y _¢p*(f%)Ty* < > o p*0%, so (4.1g) follows from (4.6d).

Conversely, let (p,z,y, \, 1) be feasible for (XPL-SL), and set ° := (f*)"y* for every
s € S. Then (4.6d) coincides with (4.1g). Moreover, y* is feasible for the recourse problem
at x by (4.1f) and (4.1h), so 6° = (f*)Ty* > Q*(x), and (4.6e) holds.

In both directions, p and x are unchanged, so the objective value is preserved, and the
two problems have the same optimal value. In particular, completing an optimal solution of
(XPL-SLB) with optimal recourse decisions y°, as in the first direction, yields an optimal
solution of (XPL-SL). O

A.9 Feasibility of (H-Gap) and (H-Cost)

Let p € P. We show that (5.1) admits a solution with 6 = 0, and a solution with ¢ = 0,
so that both problems are feasible. Both objective values are bounded below by zero, by
weak duality for (H-Gap). For each of the finitely many values of the integer variables
describing P, the remaining problem is a linear program bounded below, so both problems
admit an optimal solution.

With 6 = 0, (TSSP(p)) admits an optimal solution under Assumption 2.2. By strong
duality, its dual admits an optimal solution (\, u), which satisfies (5.1) with § = 0 and ¢
equal to the suboptimality gap of z.

With € = 0, let 7° be an optimal dual solution of the recourse problem (2.2) at &, which
exists under Assumption 2.1. Set A =0, p* =p*r*for s € S, and 6 = Y., o(T*)"p* — c.
Constraint (5.1a) holds with equality, and (5.1b) follows from (W*)'7* < f* and p® >
0. Note that (h* — T°%)"7® = Q*(Z) by strong duality for (2.2). Hence (c + 0)'7 +
s PQE) = Xaes b1 T8+ X g (1 = To) T = 3, () e, which is (5.1)
with € = 0. O

B Mixed-Integer Linear Descriptions

Recall that (XPL) reads min, ,{d(p,z) : p € P, v € X*(p)}, with the objective function
d defined in Equation (3.2). This appendix shows that, for the three admissible sets of
Section 3, the upper level of (XPL) can be written with the auxiliary variables of Table 1 and
linear constraints. Section B.1 replaces the objective function, Section B.2 the admissible

sets, and Section B.3 presents the binary expansion used to linearize (XPL-Unit).
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B.1 Distances

In (3.2), both d,(x,Z) and d,(p, p) are optimal values of linear minimization problems. The

decision distance satisfies

ny
) = |lz — #|l; = mi > o —F > F—
dy(z,z) = ||z — Z||1 tgﬁgll{zu > —I, t>7 x}
i=1
The Wasserstein distance of order 1 between p and p, with cost matrix (css)s ses, is the

optimal value of the transportation problem

D) = ] ’ ’ ;= S /:~5/ ! .
dp(pm)—glzlg{z CosVost 0 ) Yo =D SES, D> aw =57, s ES}

s,8'€S s'es sesS

Since both terms enter (3.2) with nonnegative weights and (XPL) is a minimization problem,
the variables ¢ and 7 and the constraints above can be added to the upper level, and d(p, )
replaced by a) . t; + (1 —a) Y, . CosVss. This requires ny variables and 2n; constraints

for d,, and |S|? variables and 2|S| constraints for d,.

B.2 Admissible Sets

Each set can be described with binary variables v € {0, 1}/°!, where v* = 1 allows scenario
5 to be selected.
For P let 78 1= D gcos 7 denote the total probability of the cluster C(s) € C

cluster?

containing s. Then p € PS if and only if there exists v € {0, 1}/l such that

cluster

Y =1 CecC, p=pn’, seS.
seC

For Py, integer variables u € {0,...,|S|}*! count the scenarios that each selected
scenario represents. Then p € Py if and only if there exist v € {0,1}/l and u €
{0,...,|S|}* such that

szgk, u® <|S|v?, seSs, ZUS=|S|, p*=u’/|S|, s€S.

seSs seSs

For Pyparse; P € Peparse if and only if there exists v € {0, 13151 such that

szgk, 0<p’<v® s€S, Zpszl.

seS seSs

The three sets are closed: PS op and Pyt are finite, and Paparse is the finite union, over

the subsets K C S with |K| < k, of the faces {p € Py : p* =0, s ¢ K} of Py.
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As an example, the complete formulation of (XPL-Unit) reads

ny
XPL-Uni ' i+ (1 — ss'Vss! B.1
( nit) S um, aZt +(1—a) Z Css'Y (B.1a)
=3 s,s'eS
st. t>x—2, t>71—u, (B.1b)
Z’yss’:psa SGS, Z’Yss’:ﬁS/, 3/687 7207
s'eS ses
(B.1c)
vt <k, w<[S|v, seS, ) w=]S] (B.1d)
seS s€S
p’ =u’/|S], ses, (B.1le)
ve{0,1}% wefo,..., S|}, (B.1f)
z € X*(p). (B.1g)

Models (XPL-Clu) and (XPL-Sparse) are obtained by replacing constraints (B.1d)—(B.1f)
with those of PS¢ or Psparse-

cluster

B.3 Binary Expansion for (XPL-Unit)

In (XPL-Unit), each integer variable is expanded as u® = Z;V:bb“*l 2762, with 87 € {0,1}

S]] 4+ 1. Constraint u® < |S|v* is kept, since the expansion can represent

and Ny, = [log,

values up to 2"in —1 > |S|. The bilinear terms of constraint (4.1g) then read

Npin—1

ps(fs)Tys _ % Z 9J 5;(]03)Tys’
=0

and each product 33 ( f#)Ty? is replaced by a variable z; subject to the four inequalities of
Section 4.1, with 37 in place of v*. The same expansion applies to the products p°6* of
(XPL-SLB).

C Preprocessing of the Radial Inequalities

For each scenario s € S, the preprocessing computes the value ¢' 7 +Q*(7), the threshold &,
the set I'* of breakpoints of ¢°, and the values ¢°(k) for k € I' U {0}. Every step solves
linear programs of the size of a single scenario TSSP. The last subsection gives the linear
program that separates the radial inequalities without preprocessing, and explains why we

do not use it.

33



C.1 A Dual Formula for the Functions ¢°

Let s € S and k > 0. Since ¢°(k) is finite, linear programming duality applied to (A.9)
gives

¢*(k) =max {b' A+ (h*) 't —32'¢ : (\, 7, () € D%, =kl < ( < kl}, (C.1)

where D* := {(\,m, () : ATA+ (T%) 7w <c+ ¢, (W*)"m < f°} does not depend on &.

C.2 Preprocessing Procedure

For each scenario s € S, the preprocessing first computes °. Since ¢° equals ¢' 7 + Q*(Z)
from its last breakpoint #° on (Appendix A.7), &° is the smallest x > 0 such that ¢*(k) >
c'T + Q%(Z), and (C.1) gives the linear program

R® = 0. &;17106[)5 {k: —k1< (<KL DA+ (B) T —F¢>c"2+Q°(7)}, (C.2)
where Q*() is computed beforehand.

The preprocessing then computes the other breakpoints of ¢° on [0,%*], with the
sandwich algorithm of Eisner and Severance (1976). The algorithm only evaluates ¢*, and
each evaluation solves the linear program (C.1), of the size of a single-scenario TSSP. The
number of evaluations is linear in the number |T'¥| of breakpoints of ¢*. At the end, every
value of ¢*(k) is known for k € I'* U {0}.

The preprocessing finally computes the values ¢*(k), k € 'U{0}. Up to &°, these values
follow by linear interpolation between the two closest x at which ¢° is known. Since ¢° is
known at 0 and at every breakpoint of ¢*; the interpolation is exact, and requires no further
linear program. Beyond the greatest breakpoint &%, ¢*(x) = ¢'Z + Q*(Z) by Appendix A.7.

The linear programs are solved up to numerical tolerances, and an overestimated
value ¢°(k) could cut off feasible solutions. We therefore decrease each value ¢°(k) by
10_5(1 + ez + Qs(a?)\) The sandwich algorithm detects breakpoints up to a relative

tolerance of 10~7. The callback adds a radial inequality only when the violation exceeds
10_6(1 + ez + Y oses Zjej wjzj\)

C.3 Separation by a Linear Program

Let (p, T, z,t) be a solution of the linear relaxation of (4.3). By (C.1), the largest violation
over £ > 0 of inequality (4.4), with ||z — Z||; linearized by ), t;, is the optimal value of the

linear program

S LD DR S Rt S R DUBE S DI L

ses s€S jeJ (C.3)
st. (A7, (%) e D*, —krl <(° <Kl seS.
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Table 6: The three TSSP instance families. n; and no: numbers of first-stage and second-
stage variables per scenario.

Family Source ny n9 Uncertainty
FP Birge and Louveaux (2011) 100 300 T°
SCP Rathi et al. (2024) 10 220 h®
RAP Lefebvre et al. (2026) 10-20 220-840 h*

Some radial inequality is violated if and only if this value is positive, and an optimal
then gives the most violated one. Linear program (C.3) contains one copy of the variables
and constraints of (C.1) per scenario, coupled by . Linear program (C.3) is thus |S]
times larger than (C.1), and at least as large as the TSSP. We do not use (C.3), since the
separation is called many times during the branch-and-bound, and would then solve such a

linear program at every call.

D Instance Families

This appendix details the three families of TSSPs of Section 6.1, summarized in Table 6.
Fach family is described in three parts: its formulation, the bounds L* and U?, and the
generation of its data. The formulations are stated with inequality constraints for readability.
They take the form (2.1) once slack variables are introduced, and the sizes of Table 6 refer
to the formulations below. In this appendix, the symbols A, b, C, d, F, g, K, r, t, u, z, 0,
~v and 7 are redefined locally and are unrelated to their use elsewhere in the paper. The
bounds are those required by the linearizations of Section 4.1. They bound the second-stage
cost of each scenario: L* < Q*(z) < U® must hold for every x € Xp (Proposition 4.1). The

bounds derived below hold for every x € X, hence on Xp.

D.1 Farmer’s Problem

The example of Birge and Louveaux (2011). A farmer allocates 500 acres among
wheat, corn and sugar beets, with the data of Table 7. The farmer must feed the cattle
with 200 T of wheat and 240 T of corn, which can be grown or bought. Any surplus is sold.
Sugar beets are sold at 36 per ton up to a quota of 6000 T, and at 10 per ton beyond. They
cannot be bought in the original example; we set their purchase price to 37, just above their
selling price, so that buying them is never profitable. Example 2.3 considers nine equally
likely scenarios, in which all yields are multiplied by 1.45, 1.5 or 1.55 (good scenarios), 0.95,
1 or 1.05 (average scenarios), and 0.45, 0.5 or 0.55 (poor scenarios). The optimal allocation

is £ = (213.1,80.0,206.9) acres of wheat, corn and sugar beets.

Model. The FP family generalizes this example to a set C' of n¢ crops. Crop ¢ costs g,

per unit of area and yields 7 units in scenario s. Once the yields are known, the farmer
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Table 7: Data of the farmer’s problem (Birge and Louveaux 2011).

Wheat Corn Sugar beets
Mean yield (T/acre) 2.5 3 20
Planting cost (per acre) 150 230 260
Selling price (per T) 170 150 36 (10 beyond 6000 T)
Purchase price (per T) 238 210 37
Requirement (T) 200 240 0

sells at price r, up to a quantity /., and at price 7, < r. beyond it, and can buy at price

b. > r. to meet a requirement R.. The problem reads

min Z Jee + ZpSQS(x) with  @Q°(z) = min Z (bcqc —rl, — Fcuc)

Lu,q

ceC seSs ceC
s.t. Z.CEC <A, st. (. </, ceC,
ceC

Yixe+q > Re+ 0. +u., ceC,

x>0,
£7u7q207

where z. is the area allocated to crop ¢, and /., u. and q. are the limited sales, unlimited
sales and purchases of crop ¢ in scenario s. The example above corresponds to ng = 3,
A =500, 7. = r. for wheat and corn, which makes their sale limit irrelevant, and R, = 0
for sugar beets. The uncertainty enters through the yields, hence through the matrices 7*

of formulation (2.1).

Bounds. Since b. > r. > 7., buying a unit to resell it is never profitable. An optimal
recourse thus buys the deficit of each crop, and sells its surplus at price r. up to ¢, and at

price 7. beyond. Hence, with (a)™ := max{a, 0},

Q*(2) = > (be(Re = yzwe)* = remin { (33we — RS0} = relyime = Re = L)1),
ceC

Each term of the sum is nonincreasing in z. and equals b.R. at x. = 0, so Q*(x) <
U® = Y .cobcR.. Each term is also at least —r.yjz.. As ) -2, < A, this gives
Q*(x) > L* := —Amax.cc Vire.

Instance generation. The FP instances have ng = 100 crops and A = 1000. Crops are
partitioned into 33 blocks of three or four crops, and each crop is either a high-volume crop
or a grain crop. Crops are drawn in order: a crop becomes high-volume with probability
0.4 if no crop of its block is high-volume yet, and grain otherwise. Each block thus contains
at most one high-volume crop. High-volume crops have a mean yield uniform on [15, 25],
low unit prices and a binding sale limit. Grain crops have a mean yield uniform on [2, 4],
high unit prices and no sale limit. Scenario yields are log-normal with the prescribed mean

and a log-standard deviation of 0.2, that is, a coefficient of variation of about 20%. They
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Table 8: Costs and prices of the FP instances, drawn uniformly on the given ranges and
rounded to integers.

High-volume crops Grain crops

Planting cost g, [220, 300] [170, 250]
Selling price 7. [28, 43] (140, 180]
Price beyond the limit 7, re X [0.2,0.3] =7r.
Purchase price b, re + [1, 6] re + [20, 60]

are correlated through a Gaussian copula with pairwise correlation 0.85 within a block and
0.20 across blocks, and rounded to two decimals. Costs and prices are drawn on the ranges
of Table 8. The sale limit . of a high-volume crop is its maximal production, over the
scenarios, on an area drawn uniformly between 24 /n¢ and 4A/ne. Requirements are set
on 33 crops, taken among grain crops first. For such a crop, R, is between 40% and 70%

(uniformly) of its worst-case production on an area A/nc.

D.2 Supply Chain Planning

Model. The SCP family generalizes the supply chain example of Rathi et al. (2024,
Sec. 4.1), which has two plants and three customers. A set F' of ng plants supplies a set
C of n¢ customers. Plant f produces at cost gy per unit, up to a capacity K;. Once the
demands are known, it ships to customer c at cost 74, per unit. The demand d; of customer
¢ in scenario s can also be met by external purchases, at cost b. per unit. The problem

reads

min ngxf + ZpSQS(x) with Q°(z) = mln ZZchtfc+ ZbcqC

fer ses fEF ceC ceC

s.t. OSZL‘fSKf, feF, s.t. thchfa fer,
ceC

thc+QCZdi7 CGC,
fer

t,q =0,

where xf is the production of plant f. In scenario s, ts. is the quantity shipped from plant
f to customer ¢, and ¢, the quantity bought externally for customer c. The uncertainty

enters through the demands, hence through the right-hand sides h* of formulation (2.1).

Bounds. All costs are nonnegative, so Q°(z = 0. Buying the whole demand

) > L
externally is feasible for every z € X, so Q*(x) < U*® ZCEC beds.

Instance generation. The SCP instances have np = 10 plants and ng = 20 customers.
Production costs gy, transportation costs 7¢. and external purchase costs b, are integers

drawn uniformly on {80, ...,140}, {50, ...,100} and {250, ...,350}, respectively. Producing
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and shipping a unit thus costs at most 240, less than any external purchase. The expected
demand of each customer is 20 in all three groups. All plants have the same capacity
Ky = 80, so that the total capacity is twice the expected total demand. The three groups
differ only in the demand distribution. In SCP0, demands are independent and uniform on
[5,35]. In SCP1, each demand is independently low with probability 1/2, uniform on [5, 15],
and high otherwise, uniform on [25,35]. In SCP2, demands keep the uniform marginals
of SCPO, but are correlated through a Gaussian copula with pairwise correlation 0.9. All

demands are rounded to two decimals.

D.3 Resource Allocation

Model. The RAP family adapts a test problem of Lefebvre et al. (2026) to the stochastic
setting. A set F' of np facilities serves a set C' of ng customers. Facility f produces at cost
gy per unit. Once the demands are known, each unit of production of facility f allocated
to customer c covers . units of its demand. The demand d; of customer c in scenario s

can also be met by external purchases, at cost b. per unit. The problem reads

min D grrp+ Y p'Q(x) with Q(z) = min > bege

fer seS ceC

st. x>0, s.t. szc < xy, feF,
ceC

ZﬁfCch +q. > di, (S C,

fer

2,4 20,

where z; is the production of facility f. In scenario s, 2y, is the production of facility f
allocated to customer ¢, and ¢. the quantity bought externally for customer ¢. As in SCP,
the uncertainty enters through the demands, hence through the right-hand sides h*. RAP
differs from SCP in three respects: production is not capacitated, allocating it to customers
has no cost, and a unit allocated to customer c covers s, units of its demand, instead
of exactly one. Without capacities, X is unbounded. Assumption 2.2 still holds: since
production costs are positive, producing beyond what the largest demands require is never

optimal.

Bounds. The arguments of Appendix D.2 apply unchanged, and give L® := 0 and
Us =3 cobeds.

Instance generation. FEach RAP TSSP is built from a deterministic instance of this
test problem, drawn at random among the available ones, which have np € {10, 15,20}
facilities and ne € {20, 30,40} customers. The selected instances are listed in the repository.

We use their production costs gy, service rates 3;. and nominal demands d., and neglect
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congestion. Demands are drawn independently and uniformly on [d,, 1.2d,], and rounded
to four decimals. External purchase costs are set to b, = 5min{gs/fBy. : By > 0}, five times
the cheapest production cost of one unit of demand of customer ¢, so that external purchase

is a last resort.
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