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AssTrACT. We study data poisoning attacks on logistic regression with £o-
regularization, where an attacker chooses the features of a fixed number of
injected observations with prescribed labels to maximize the logistic loss on
the clean training data. Strong convexity of the defender’s problem yields an
exact reformulation through its first-order optimality conditions. Using con-
vex conjugacy of the softplus function, we replace the sigmoid relations by a
single convex optimality-gap inequality and express the attacker’s objective as
a concave function. A change of variables makes the stationarity condition
affine, leaving bounded bilinear equalities as the only nonconvex constraints.
We derive finite bounds on all variables involved in these equalities, includ-
ing a global bound on the coefficient norm and tighter bounds obtained by
preprocessing based on convex optimization. Experiments on eight binary
classification datasets evaluate attack effectiveness and compare the two re-
formulations when solved with SCIP. Attacks obtained by local optimization
degrade predictive performance on most datasets, while the convex-analytic
formulation produces substantially stronger reported dual bounds within a
fixed time limit.

1. INTRODUCTION

Machine learning models support automated decision-making across many fields
and rely on training data, which can come from various sources, including the inter-
net, humans, government databases, third-party sources, among others. A major
concern regarding this is that data manipulations such as injection of incorrect or
biased data into the training set can have severe consequences; e.g., the compro-
mised model may develop security vulnerabilities, generate systematically biased or
inaccurate predictions, and ultimately fail when used in critical applications, such
as fraud detection, healthcare, etc.

One type of attack that a machine learning model can be subject to is the so-
called poisoning attack. They occur when a malicious actor injects specially crafted
attack data samples into the training data, forcing the model to learn erroneous
patterns and degrading the predictive performance of the model on unseen data. In
this work, we consider poisoning attacks against a logistic regression model. This
attack is modeled as a bilevel optimization problem representing a game between
an attacker and a defender. In this adversarial process, the attacker generates a
set of poisoning points and the learner tries to learn the best predictive regression
model.

The use of mathematical optimization to study machine learning models, includ-
ing adversarial learning and machine teaching, is surveyed by Gambella et al. (2021).
Adversarial manipulation of statistical inference is also studied by Caballero et al.
(2025), who formulate attacks on conditional inference under multivariate Gaussian
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models and exploit their structure to develop solution methods. Their attacks mod-
ify the evidence supplied to a fixed probabilistic model. In this paper, the attacker
instead injects training observations and thereby influences the parameters learned
by the defender.

The formulation of poisoning attacks against some machine learning models as
a bilevel optimization problem has already been considered in the literature. Poi-
soning attacks against support vector machines (SVMs) are studied by Biggio et al.
(2012). By differentiating the KKT conditions of SVM, the method proposed in
the paper iteratively computes the validation loss gradient to optimize the attack
point, in order to maximize the test classification error. Xiao et al. (2015) explore
the vulnerability of some feature selection methods, including LASSO, ridge re-
gression, and elastic net, to training data poisoning. The attacker aims to increase
classification error by maximizing the squared loss on the clean training or sur-
rogate data plus a regularization term. A gradient-ascent strategy is used. Their
experiments on PDF malware detection demonstrate that feature selection methods
can be severely compromised under attack.

Poisoning attacks in logistic regression have also been considered, but the ap-
proach is different from the one we employ in this paper. In Mei and Zhu (2015),
the idea was to mathematically formalize how an attacker can make the smallest
possible modifications to the training set to force the algorithm to learn a beneficial
target model for the attacker. The authors applied the idea to SVM, logistic re-
gression, and linear regression. The authors derive single-level reformulations using
KKT conditions and employ gradient descent for their attacks against SVMs and
logistic regression. In the particular case of logistic regression, this framework was
tested on a single dataset, the Spambase data set, and the experiment consisted of
generating artificial target weights 8* to show that the optimization procedure was
able to find a poisoned data set whose learned weights were close to 5*. Global
optimality of the computed attack was not certified.

Carnerero-Cano et al. (2021) consider logistic regression with ¢s-regularization
and the attack is modeled as a minimax bilevel optimization problem. To solve
the problem, the authors employ a hypergradient based approach. Unlike previous
approaches, in which the regularization parameter is assumed to remain fixed during
an attack, the authors sought to model an optimal attack where both the poisoned
data and the hyperparameters adjust dynamically under worst-case conditions. The
experiments show that as the number of poisoning points increases, the learned
regularization hyperparameter naturally increases to compensate for the instability
the attacker attempts to introduce, but, on the other hand, it then forces the norm
of the weight vector 8 to be closer to zero.

Steinhardt et al. (2017) derive minimax upper bounds and candidate attacks
for sanitized empirical risk minimization over a constrained parameter set. Their
surrogate uses the minimized contaminated loss; its test-loss interpretation addi-
tionally relies on train-test concentration and an approximation retaining all clean
points during sanitization. Here, we maximize exactly the clean training loss under
fixed poisoning labels and a quadratic defender penalty, without sanitization.

Koh et al. (2022), first circulated in 2018 and revised in 2021, develop influ-
ence, KKT, and minimax attacks, including logistic regression. Their KKT attack
selects decoy parameters and then approximately enforces their optimality, rather
than globally optimizing clean loss over defender parameters. Their two-point con-
centration theorem allows fractional copies and at most the original poisoning mass.
It does not establish preservation of our prescribed integer class counts and exactly
n + q observations, so it does not by itself justify restricting our model to two
poisoning locations.
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Suya et al. (2021) construct model-targeted attacks with convergence to attain-
able targets under their assumptions and a lower bound on the number of poisoning
points needed to reach a target. These guarantees concern target attainment as the
budget grows, rather than global clean-loss maximization at a fixed budget.

More recently, Guedes-Ayala et al. (2025) and Suvak et al. (2026) have studied
poisoning attacks against ridge regression and linear regression, respectively. In
the upper-level problem of Suvak et al. (2026), the attacker selects the features of
the poisoning samples to maximize the MSE of the regression model on the true
training data. In the lower-level problem, the learner simultaneously optimizes
its parameters, weights and bias, to minimize its loss function (with an ¢3-norm
regularization term) over the poisoned training dataset. The experiments show
that the proposed attack strategies are superior to a benchmark algorithm from
the literature. Guedes-Ayala et al. (2025) propose a novel approach for poisoning
attacks against ridge regression in which both numerical and categorical features are
considered. The attack is framed as a mixed-integer bilevel optimization problem,
where categorical variables are modeled as binary decisions that belong to SOS-1
sets. To solve the problem, it is first transformed into a single-level mixed-integer
nonlinear optimization problem. A well-known computational bottleneck in single-
level KKT reformulations is that they introduce lower-level variables that have no
bounds. When solvers cannot bound these variables, their performance can be very
poor. Thus, to improve solver performance, a method for bounding the lower-level
variables is presented. However, even with tighter bounds, only toy examples could
be solved to global optimality. The authors then propose a heuristic approach to
quickly compute high-quality feasible solutions to the single-level reformulation.
Finally, the authors emphasize the need to explore more robust exact approaches
in the context of adversarial machine learning.

In this paper, we study poisoning attacks against /5-regularized logistic regression
from a global optimization point of view. We first derive a single-level formulation
of the bilevel problem using the optimality conditions of the defender’s problem.
KKT replacement, the softplus conjugate, and McCormick envelopes (McCormick
1976) are established ingredients. Our contribution is their integration into an
exact formulation of the specified fixed-label, fixed-budget problem that combines
a concave representation of the clean-loss objective, affine stationarity, bounded
bilinear equalities as the only nonconvex constraints, and computable valid variable
bounds. To this end, we use the convex conjugate of the softplus function to
replace the sigmoid relations by a single convex inequality and introduce a change
of variables that renders the stationarity condition affine. Moreover, we derive valid
bounds on the classifier coefficients and the auxiliary variables, including tighter
bounds obtained by convex preprocessing. These bounds allow us to construct
convex relaxations of the remaining bilinear terms for spatial branch-and-bound.
In our numerical study on eight binary classification datasets, we evaluate the
effect of the attacks on predictive performance and compare the two single-level
formulations using SCIP. The results show substantial improvements in the dual
bounds reported by SCIP, while also illustrating the difficulty of certifying global
optimality.

The remainder of the paper is structured as follows. In Section 2, we present
the bilevel poisoning model and its reformulation using the first-order optimality
conditions of the lower-level problem. The convex-analytic reformulation, the valid
variable bounds, and the resulting convexity structure are discussed in Section 3.
In Section 4, we present and discuss our numerical results. Finally, we close with
some concluding remarks in Section 5.
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2. MODEL

We consider a binary classification setting in which a defender trains a logistic
regression model on a dataset that may have been partially corrupted by an adver-
sary. The attacker’s goal is to degrade the classifier’s performance on clean data by
injecting a small number of carefully crafted poisoning points into the training set.

Let D' = {(z!", y!*)}™_, be the training set, with labels y!* € {0, 1} and features
ot € [0,1]¢. We assume throughout that all features have been scaled to [0, 1] as
part of the preprocessing. The regularization term below is defined with respect to
these scaled features. We fix z{"; = 1 for all 4, so that the intercept is considered in
the coefficient vector. A point z!* is said to belong to the positive class if yi* = 1,
and to the negative class otherwise.

The logistic regression classifier assigns to each point z; the probability
€(0,1) (1)

o) = e

of belonging to the positive class, and the coefficients 8 are obtained by minimizing
the negative log-likelihood
: tr 2
Imin, L(D™, B) + AllBllz, (2)

where A > 0 is a ridge penalty and

n
L(D",B) = — Z[yfr logmg(z}") + (1 — yi") log (1 — ma(a"))].
i=1
The regularization term ensures coercivity of the lower-level objective and, as
shown below, makes it 2A-strongly convex. Consequently, the lower-level problem
admits a unique minimizer.

2.1. Poisoning Attack. The attacker constructs a set of poisoning points
D ={(=}, y})}i_,. yh€{0,1} fixed, 2} €[0,1]%,

whose labels are chosen in advance and whose features are the attacker’s decision
variables. As for the training data, we fix z} | = 1 for all k, so that the intercept
convention is maintained. The attacker then injects DP into the training set, so
the defender unknowingly solves (2) on the contaminated data D" UDP. Here and
throughout, D" U DP denotes the combined indexed dataset of n + ¢ observations.
Repeated feature-label pairs are retained and contribute separately to the loss.

The attacker’s objective is to maximize the loss that the resulting classifier incurs
on the clean training data. This yields the bilevel optimization problem

max L(D', f) (Pla)
oy
st. xp, =1, a7, €01, j=2,....4, k=1,...,q (P1b)
B = argmin {L(D" UDP, B) + A|B]3} (Plc)
BER?

where

L(D"UDP,B) = —

IvE

N
Il
—

[yi" logmp (") + (1 — yi") log(1 — mp(}"))]
(3)

M-

[yh logmp(2h) + (1 — yp) log(1 — mp(2}))].

E
Il
-
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Note that the upper-level objective (Pla) measures the classifier’s logistic loss
on the clean data only, whereas the lower-level problem (Plc) trains on the con-
taminated set. The regularization appears only in the lower level and it reflects the
defender’s training procedure, not the attacker’s success criterion.

2.2. Gradient and Hessian of the Lower-Level Objective Function. To re-
formulate the bilevel problem as a single-level one, we need the first-order optimality
conditions of the lower level. Let £(3) := L(D!"UDP, B)+ A||8||3. Stacking training
and poisoning data, we define

El yir mp(z7")
xt.rT y;fr m (:Z:t )
X = n_r c ]R(nJrq)Xd _ n c RnJrq ma(X) = B\Lnp c Rn*%q'
7 K B )
227 | vy mg(a})

In this notation, the regularized lower-level objective is
L(B) =~y  logms(X) — (1~ )" log(1 — ms(X)) + A|B]3,

where the logarithm is applied componentwise and 1 € R"™4 denotes the vector of
all ones. The gradient and Hessian are then given by

VL(B) = X" (mg(X) —y) +2\8, V2L(B)=XTX +2), (4)
where I' = diag(v1, . . ., Ynt+q) With
mg(ai") (1 —mg(ai")), 1<i<n,
Vi = . , (5)
mﬁ(xi—n) (1 - mﬁ(‘rf—n)) ;o nFl<i<nitg.

2.3. Strong Convexity and Single-Level Reformulation.
Proposition 1. For every A > 0, the regularized loss

LDTUDP, B) + |82
is 2A-strongly convex in 3.
Proof. By (4), the Hessian of the regularized loss is

V2L(B) = X TTX + 2)I.
Since each diagonal entry of T' is of the form

vi = mg(@:) (1 —mg(zi)) =0,
the matrix I is positive semidefinite. Hence, for every v € R?,
o TV2L(B) = (Xv) TD(Xv) + 27|03 = 2]

Therefore,
V2L(B) = 2\
for every 8 € R%. Thus, £ is 2\-strongly convex. O

Moreover, the lower-level objective is continuous and coercive, since

LD UDP,B) +AlIBII5 = MBIz — 00 as [|B]l2 — oo
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Hence, the lower-level problem (Plc) admits a minimizer. By Proposition 1, this
minimizer is unique and we denote it by B . Since the lower-level objective is differ-
entiable and strongly convex and the problem is unconstrained, B is characterized
by the first-order optimality condition

VL(3) = 0.

Hence, we obtain the single-level reformulation

max L(D", B) (P2a)

'Tk,’
st oah, =1, 2f. €01, j=2....d k=1,...4q, (P2b)
X (mg(X) —y) +2X\8=0. (P2c)

3. CONVEX-ANALYTIC REFORMULATION

The single-level formulation (P2) is nonconvex since the stationarity con-
straint (P2c) contains sigmoid evaluations and the poisoning features z} interact
bilinearly with the classifier coeflicients 5. In this section, we derive an equivalent
reformulation in which the only nonconvexities are bounded bilinear terms.

We begin in Section 3.1 by rewriting the logistic loss using signed margins and
softplus and by establishing the convex-conjugacy properties of the softplus. In Sec-
tion 3.2, we use these properties to replace the nonconvex sigmoid evaluations in the
stationarity condition by a convex Fenchel-gap inequality, and rewrite the upper-
level objective in concave form. Section 3.3 eliminates the poisoning features xf
by a change of variables that renders the stationarity condition linear. Section 3.4
derives finite bounds on all variables from the problem data and the regularization
parameter, without arbitrary big-M constants. The resulting reformulation (P3)
and its equivalence with (P2) are presented in Section 3.5.

3.1. Signed Margins and Convex Conjugacy. For a label y € {0,1}, define
a:=1-2ye{-1,1} (6)
Accordingly, we set
siti=1—2y", shi=1-2y.

Moreover, let

$(0) :=1log(1+¢’), HecR. (7)
For every observation (z,y), its logistic-loss contribution can then be written as
—ylogm () — (1 — ) log(1 — ms(x)) = 6((1 — 2)8 ). (8)

To see this, note that for y = 0 the left-hand side reduces to
~log(1 — my(a) = log(1 +¢” %) = 6(8" ).

For y = 1 it reduces to —log mg(x) = log(1 + e‘BT‘”), which equals ¢(—38"x). In
both cases the right-hand side of (8) matches. We therefore introduce signed-margin
variables

olr = strptalt, i=1,...,n. (9)
For the poisoning points, corresponding variables ¢} will be introduced below. The
derivative of ¢ is the sigmoid

1
/
¢(0) = 1+ef

The following convex-conjugacy relation will allow us to avoid introducing a non-
convex sigmoid equality.
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Proposition 2. The convex conjugate of ¢ is

¢"(a) = aloga+ (1 —a)log(l —a), «e€]0,1], (10)
where 0log0 is interpreted as 0. Moreover, for every § € R and « € [0, 1],
P(0) + ¢*(a) — ad > 0, (11)
and equality holds if and only if
1
_ A(0) —
a7¢(0)71+6_9. (12)

Proof. By definition,
¢*(a) = sup{afd — log(1 + 69)}.

0cR
For a € (0,1), define g(0) := af — log(1 + €%). Its first and second derivatives are
’(9)—(%—i ”(9)——L <0 foralldeR
g = 11e0 7 (1 +ef)2 '

Hence, g is strictly concave, so any stationary point is the unique global maximizer

and satisfies

ef

— _ 1
CTIxe (13)

which is equivalent to

9:10g10‘

Since g is strictly concave and 6* is its unique maximizer,
¢"(a) =supg(f) = g(6").
0cR

Evaluating g(6*) with 0* = log 1< gives

a o
—log| 1
l1-a og( Jr1—04)
1

— log

g(6*) = alog

= alog

l-a 11—«
= aloga — alog(l — a) + log(1 — a)
=aloga+ (1 — a)log(l — a),

which proves (10). The values at @« = 0 and a = 1 follow by continuity.

Inequality (11) is Fenchel’s inequality, which holds for any function and its con-
vex conjugate. Since ¢ is differentiable and strictly convex, equality in Fenchel’s
inequality holds if and only if o = ¢’(8), which gives (12). d

3.2. Reformulation of the Stationarity Condition and Upper-Level Ob-
jective.

3.2.1. Convex Optimality-Gap Constraint. The stationarity condition of the lower-
level problem involves evaluations of 1/(1 + e~?), which is a nonconvex function
of #. Our goal in this section is to replace the stationarity condition by a system
of constraints that is equivalent but whose only nonconvexities are bilinear terms.

For the moment, suppose that signed margins 0! and 6 are available for all
training and poisoning points. Using (8), each loss contribution can be written
as ¢(0), so the stationarity condition of the lower-level problem reads

n q

D st (O alm + > sk ¢/ (07) af + 2X8 = 0. (14)

i=1 k=1
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This condition is nonconvex because of the evaluations of ¢'. We add new variables
relo,1], i=1,....,n, o €[0,1], k=1,...,q, (15)

to the problem and consider the bilinear condition
n q
Zs? ol ol + ZSQ zh ol + 203 =0, (16)
i=1 k=1

which is obtained from (14) by writing «; in place of ¢/(6;). Every point satisfy-
ing (14) also satisfies (16), by setting o; = ¢'(8;) € (0,1), but the converse does
not hold because Condition (16) accepts any « € [0,1] and is therefore a relaxation
of the original stationarity condition.

We now show that adding a single convex inequality restores the equivalence.
Taking the scalar product of (16) with 3 and using 6!" = si" 87 z!" and 67 = st 37 2¥
gives

n q
STalm o+ b on + 2)8]3 = 0. (17)
=1 k=1

It remains to recover the equivalence with the original stationarity condition (14),
i.e., to ensure that a; = ¢'(;) holds at every feasible point. Recall from Proposi-
tion 2 that o = ¢(0) if and only if the Fenchel gap (11) vanishes. The sum of all
individual Fenchel gaps can be written as

n q

D [6(07) + ¢ (af") — " 0] + D [6(6]) + 67 (af) — of 6F]

i=1 k=1

n q

=) [(0") + ¢*( Z (607) + ¢*(af)] + 21813, (18)
=1 k=1

where the equality follows from (17). By Proposition 2, every individual Fenchel
gap is nonnegative, so the right-hand side in (18) satisfies

n q
D [0 + 0" ()] + D [#(6]) + ¢ (a})] + 21813 > 0. (19)
i=1 k=1
The left-hand side of (19) is convex, since ¢, ¢*, and || - ||3 are all convex. Now, we

impose the reverse inequality as a constraint:
> [6(60) + ¢*(al") +Z ¢(07) + ¢*(af)] + 2|1 8]I5 < 0. (20)
i=1
Together, (19) and (20) force the sum to be zero. Since every individual Fenchel gap
is nonnegative and their sum is zero, each gap must vanish. By (12) in Proposition 2,
this implies o = ¢/(0!") and of, = ¢'(67).

Therefore, the original stationarity condition (14) in the variables (2P, 8) is equiv-
alent to conditions (15), (16), and (20) in the extended variables (z?, 8, «): the bi-
linear relaxation (16) enlarges the feasible set by introducing the o variables (15),
and the convex inequality (20) compensates this exactly, forcing a; = ¢'(6;) at
every feasible point.

3.2.2. Concave Form of the Objective. Finally, the upper-level objective can be
rewritten in a concave way. As shown above, Conditions (19) and (20) force all
Fenchel gaps (11) to vanish. In particular, for each i =1,...,n,

$(0;") + 6" (") — o 0" =0
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holds. Summing over the training points gives

Do) =D al o = " (al), (21)
i=1 i=1 i=1

and by (8) and (9) the left-hand side equals £L(D!", 3).
Similarly, for each poisoning point, £ = 1,...,q, the vanishing Fenchel gap gives
of 07 = 4(607) + ¢* (af). Substituting these relatlons into (17) yields

q

Za? 01 = =" [o(07) + 6% ()] — 2\[1813-
=1

k=1
Therefore, using (21), we obtain
q

L(D", B Z¢ )= 22815 = D [6(6]) + 6" (a})] - (22)
k=1
The right-hand side of (22) is concave because —¢, —¢*, and —|| - ||3 are concave.

3.3. Eliminating the Poisoning Features. The stationarity condition (16) con-

tains the products z} o, which are bilinear in the variables z? and a. We now

eliminate 2}, by a change of variables that renders the stationarity condition linear.
To this end we define

hy i=aba? €RY k=1,...,q. (23)
For the intercept component j = 1, since x?l =1 holds, (23) gives hy1 = af, so
the bound (24) right below holds with equality for j = 1.
At every point satisfying (12), we have of € (0,1). Therefore, 2} € [0,1]¢
equivalent to
0<hg; <of, j=1,...,d (24)
Moreover, since ai > 0 holds at every feasible point, multiplying
o = 2877
by o} and using (23) yields the equivalent relation
P =sPBThy, k=1,...,q. (25)
The poisoning part of stationarity becomes linear:
skxkak = skhk

Hence, the complete stationarity condition (16) is given by

Z stratralt + nghk +2A8 = 0. (26)

k=1

3.4. Valid Bounds. The remaining nonconvexities in the reformulation will be the
bilinear terms in (25). Spatial branch-and-bound therefore requires finite bounds
on 8, 7, o, and h. We next derive such bounds.

Let N :=n + ¢ and define
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3.4.1. A Global Bound on the Classifier Coefficients. We first derive a stronger
bound than the one obtained merely by comparing the regularized objective value
at f* and at 0. For this, we need an auxiliary lemma.

Lemma 1. Let B* be the unique minimizer of the lower-level problem for an arbi-
trary admissible poisoning set. Define

H(r) =202 43 o(=r|2f’[l2) + g o(=1Vd), r>0. (27)
i=1
Then, H(||5*]]2) < Nlog2 holds.

Proof. Let

F(B) == L(D'"" UDP, )
denote the unregularized contaminated loss. At the lower-level minimizer (§*,
since VL(5*) = 0 holds, we have

VE(B*) = —-2)\5".
By (6)—(8), it follows

n q
:Z(b(szrﬁ'l' tr +Z¢

k=
holds. Since ¢(0) = log 2, setting 5 = 0 gives F'(0) = N log 2. Because F is convex,
Nlog2 = F(0) > F(8*) + VF(5")" (0 = ) = F(8*) + 2|1 8"[[3-

Set p = ||*|l2- By (6), we get |si"| = 1. The Cauchy—Schwarz inequality gives, for
every clean observation,

—

trﬁ*T tr > _P||-T§TH2,

and, because ¢ is increasing, we obtain

(b( trﬁ*T tr) ( pthr” )

Similarly, for every poisoning point z} € [0, 1]¢,
sp8" a2 —plafllz = —pVd,
so that ¢(s?B8*Ta¥) > ¢(—pv/d). Summing over all data points gives

Zd) trﬂ*T tr +Z¢ B*T

> Z ¢(—pli"ll2) + g p(—pVd)

=1
= H(p) — 2\p?,

where the last equality follows from the definition (27) of H. Therefore, we finally
get
Nlog2 > F(B*) +2\p? > H(p). O

Proposition 3. Let xP be an arbitrary admissible poisoning set, i.e., one satis-
fying (P1Db), and let 8* be the corresponding unique minimizer of the lower-level
problem (Plc). Consider H as in (27) and let R denote the largest nonnegative
solution of

H(R) = Nlog2. (28)
Then

Moreover, R < \/Nlog2/(2\).

1872 < R (29)
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Proof. From ¢(0) = log 2, we obtain
H(0) =0+ ¢(0) +q¢(0) = Nlog2.
i=1

Differentiating (27) at r = 0 gives

H'(0) = —¢'(0) (Z 3" 12 + qﬁ) <0,

so H decreases below N log 2 for small positive r.

Since H is the sum of the strictly convex term 2Ar? and convex terms of the
form ¢(—r||z||), it is strictly convex. Moreover H(r) — 400 as r — oo. Hence, the
equation H(R) = N log?2 has a unique positive solution R. The sublevel set

{r>0:H(r) < Nlog2}
is therefore the interval [0, R]. By Lemma 1, H(||8*||2) < Nlog2, so ||f*||2 < R.

For the final claim, since ¢(6) = log(1 + €%) > 0 for all § € R, the definition of H
in (27) gives

H(R) =2)\R*> 4+ ¢(—Rl[2!"|2) + ¢ p(—RVd) > 2\R?.

=1

>0
Combining this with H(R) = Nlog?2 finally leads to 2AR? < Nlog?2, i.e., R <

VNlog2/(2)). O

Proposition 3 is a statement about the lower-level minimizer and does not depend
on how the bilevel problem is reformulated. Every feasible point (z?, ) of (P2)
satisfies the stationarity condition (P2c), which, by Proposition 1, characterizes the
unique lower-level minimizer; hence 5 = 8*. Consequently, the constraints

Be|-R,R) |8Tz| <R|z|, <RVd forzel0,1]°,

can be added to (P2) without excluding any feasible point. More generally, all
bounds on 3, #*", and BTJJI,; derived in this section are properties of the lower-level
minimizer and are therefore also valid for (P2). In our numerical experiments, both
formulations are tested with the bounds of Proposition 3 alone and with all bounds
of Section 3.4; see Section 4.2.

3.4.2. Componentwise Bounds. The stationarity condition provides additional com-
ponentwise bounds. Let

q = [{k:yp =0}, q:=[{k:y; =1}
For j =1,...,d, define

n

CY = " alno(Rl|zl"2) + g0 o(RVA), (30)
ylgr_:lo

=N almo(R||zl"|2) + ¢ o(RVA). (31)
=1
yir=1

Proposition 4. Fvery lower-level minimizer 5* satisfies

* -0 .
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o Y —0 Ct
ﬁj ‘= —min R,j ,  B;:=min R,i . (33)

Proof. The jth component of the stationarity condition (P2c¢) can be written as

where

n q

A8y = > alh (1 —mg-(2}") + > ab (1 —mp-(a}))
y:_—ll ykZ::ll
q
— Z x ) — Z zy s mg=(x}) (34)
=0 ykz::lo

Hence,

n q
2087 > — Z xi mge (xf") — Z y, s mg (7)),

i =
i = Y=
; ‘ (35)
n q
2087 < Z (1—m/3 +Zx2] 1—mg- (xk))
i=1 k=1
y;" =1 yp=1

By Proposition 3, |8*Ta!"| < R||z!"||2 holds. Since o is increasing, mg- (") =
o(fTal") < U(RIISE?“II ). Moreover, 1 — mg-(af") = o(=p*Ta{") < o(Rl|z{"2).
Analogously, for a poisoning point,
18T 2| < RV,
so both corresponding probabilities are bounded above by O’(R\[ ). Substituting
into the upper and lower bound of (35) and using xk <1, gives
q

2A\3F < Z o(Rlal"ll2) + Y 1-a( =Cl,
k=1
Py

,_.
<

228; > = Y a0 (R[af"|2) — g0 o (RVd) = —C7.

J

1=1
tT:
Therefore, we get
0 1
_ < B* J.
22~ hi < 2\
Intersecting these bounds with |3%| < [|3*[|2 < R gives (33). O

The bounds in Proposition 4 are closed-form bounds. They can be tightened fur-
ther by solving small convex preprocessing problems. In fact, the proof of Lemma 1
shows that

Nlog2 > F(B*) +2)||5*|3.

Splitting F'(/5*) into its clean and poisoning contributions and using the lower bound
on the poisoning part established in that proof gives

Z¢ trﬁ*T tr +Z¢ *Tp

> ﬁ(D”,ﬁ )+ q¢<—p¢8)
> L(D', B*) + g $(—RVd) > q p(—RVd).
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Substituting yields

L(D', 57) +2A|157||3 < Nlog2 — g ¢(~RVd). (36)
Hence, every feasible classifier coefficient vector belongs to the compact convex set
1Bll2 < R,
—0 .
B = ﬂeRd é?gﬂjgﬂjﬂ ]:17"'7d7 : (37)

L(D', B) + 2|3 < Nlog2 — g p(—RVd)
We may therefore define the tighter bounds

B; = Iﬁnelgﬁm B; = rgggﬁj' (38)

Both problems in (38) are convex optimization problems. The resulting bounds
satisfy ﬁ? < gj and Bj < 337 that is, they are at least as tight as the closed-form
bounds (32). When solving (38) is not desired, one may simply set

B, =8 B=5.

3.4.3. Bounds on Signed Margins and Sigmoid Variables. We now derive bounds
on the variables 6, «a, and h via propagating the bounds on 3 obtained above.
First, for a clean observation, the signed margin 6" = s"37z!" is determined
by (. Since every feasible 3 belongs to B, the range of 6" is contained in the
interval [0, gfr] given by
tr tr QT tr
‘= max s, ;. 39
maxs;’ B ; (39)

tr T  .tr 70
% L 0

0 := min s i
BeB

For a poisoning point, the signed margin % = s} BTxZ depends on the decision
variables 8 and z}. Consider & = BTaP. By the Cauchy-Schwarz inequality,
[8]l2 < R and ||zP||2 < V/d, we have that [¢7| < RVd.

A tighter bound can be obtained componentwise. Since we have x? € [0,1]

and 3; € [ﬁj,ﬁj], each product ﬂjxf satisfies
,6]‘1'? € [min{O,éj}, maX{O,Bj}].

Summing over j and intersecting with the global bound gives &P € [¢F ,Ep] with

d
&P := max —RVd, Zmin{O,gj} ) (40)
j=1
d
&’ := min{ RV, ZmaX{O,Bj} . (41)
j=1

The signed margin is 6} = s7¢P. When s} = 1, the bounds on & apply directly.
When s} = —1, multiplying by —1 reverses the interval. Both cases are captured
by

0% := min {szép, sigp} . 0, ;= max {szép, sigp} : (42)

If the tightest poisoning-margin bounds implied by B are desired, they can in-

stead be obtained from

D = . . T 43
S5 ue{1}rxn{%l,1}ﬁf1 glelgﬁ v (43)
&g = ax max ' v. (44)

m
ve{l1}x{0,1}4-1 BeB
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Indeed, for fixed 3, a linear function of z € {1} x [0,1]?"! attains its minimum
and maximum at a vertex of this admissible box. Each inner problem in (43)—(44)
is convex. The price for these exact bounds is the possible enumeration of 291!
admissible vertices; hence (40)—(41) provide a substantially cheaper alternative.

Next, bounds on € propagate to bounds on a. Since a; = ¢/(6;) at every feasible
point and ¢’ is strictly increasing, 6 € [0, 6] implies o € [¢/(8), ¢’ (6)]. Explicitly,

ol = ¢'(0) < al” <¢'@) =al, (45)
o =9 (0F) <of <¢ (Gk) =al. (46)
Since ¢'(0) € (0,1) for every finite 6, in particular
0<aof <of <af <1.
Finally, the bounds on h follow directly from (24) and the upper bound on of:
0<hy; <o <at. (47)

The bounds (38), (42), (46), and (47) provide finite intervals for every variable
that appears in a bilinear term. These bounds are derived from the problem data
and the regularization parameter A. Thus, no arbitrary big-M constants are needed.

3.5. Equivalent Reformulated Problem. Collecting the preceding results yields
the alternative single-level reformulation

q
o tr '4 _ 2
ﬁ GtT 91’ atr ,aP . h Zl ¢ ]; 0 + ¢ )] 2>\Hﬂ||2 (P3a)
st. 0 =st"BTalr i=1,...,n, (P3b)
0<hp;<of, k=1,...,¢,5=2,...,d, hx1 =of, (P3c)
A0 =sPB hy, k=1,...,q, (P3d)
Zs” irat +Zskhk,j+2w]_o j=1,....d, (P3e)
k=1
n q
D [60) + 0" (aiN)] + D [6(07) + 67 (af)] + 2X/|BII5 < 0, (P3f)
i=1 k=1
r r atr .
0 <60 <8, i=1,....n, (P3h)
O <O0r <0y, k=1,..4q, (P3i)
a”<a“<a“ t=1,...,n, (P3j)
o <ob <af, k=1,...,q (P3k)

Proposition 5. Formulations (P2) and (P3) are equivalent. More precisely, every
feasible point of (P2) can be extended to a feasible point of (P3) with the same ob-
jective value, and every feasible point of (P3) determines feasible poisoning features
for (P2) with the same objective value.

Proof. First, let (aP, 8) be feasible for (P2). Define
or = strpTalr, 07 =sPB a2l ol" =o(0l"), of =a (), hy =abak,
with hg 1 = aja} | = af forevery k =1,...,q. Then, (P3b)-(P3d) hold. Moreover,
= ¢'(0;) at every feasible point, which has two consequences. First, by (8),

si"af" =mpg(zf") —yi",  shal =mg(al) -yt
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so (P3e) is precisely (P2c). Second, Proposition 2 guarantees that every Fenchel
gap (11) vanishes, so (P3f) holds with equality. The bound constraints (P3g)-
(P3k) are satisfied because § is a lower-level minimizer and the bounds in Sec-
tion 3.4 were derived for every such minimizer. Finally, the objective value of (P3)
equals £L(D'", 3) by (22), which is the objective of (P2).

Conversely, let (3,0, 0P, '™ aP, h) be feasible for (P3). Taking the scalar prod-
uct of (P3e) with 8 and using (P3b) and (P3d) gives

n q
2X|BI3 = = alroim —> " alor.
1=1 k=1

Substituting this into the left-hand side of (P3f) yields the sum of all individual
Fenchel gaps:
D [6(6]) + 6" (af") — a7 0]7] + Z (O7) + 6™ (a}) —affp] <0.  (48)
i=1
By Proposition 2, each Fenchel gap satlsﬁes d(0) + ¢*(a) — af > 0 for any a €
[0,1] and @ € R. Hence, every summand is nonnegative, which means the sum is
also > 0. Combined with < 0 in (48), the sum equals zero. Since each summand is
nonnegative and their sum is zero, each must vanish:

¢(0§r) T ¢*(o¢§f) . afTQET =0, i=1,...,n,
POP) + " () — k0P =0, k=1,...,q

By Proposition 2, equality holds in (11) if and only if (12) is satisfied. Since every
gap vanishes, we conclude

af = ¢'(0;"), af =¢'(6}). (49)
In particular, of > 0 holds, so we recover the poisoning features by setting
hi. i
. J
xh = . (50)
Y

By (P3c), 2% € [0,1]%, with ay, =1forevery k=1,...,q.
Dividing (P3d) by o and using (50) gives

hi
or =sh BT — = sh Bl ak.
X
It remains to show that (z?, 3) is feasible for (P2) and that the objective values
coincide. As shown in the forward direction, using (49), (8) implies

si"af" =mpg(zf") —yi",  shoh =mp(ah) =yl

Substituting into (P3e) recovers (P2c), so (2P, 8) is feasible for (P2).
Finally, since all Fenchel gaps vanish, (P3f) holds with equality. By (22), the
objective of (P3) equals £(D'", 3), which is the objective of (P2). O

3.6. Convexity Structure and Spatial Branching. The reformulation (P3)
isolates the nonconvexity of the poisoning problem in constraint (P3d). More pre-
cisely, we have the following:

The maximization objective (P3a) is concave.

Constraints (P3b), (P3c), and (P3e) are affine.

Constraint (P3f) is convex, since ¢, ¢*, and || - ||3 are convex.

The only nonconvex constraint family is (P3d). It contains the products
a0} and Bjhy ;.
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Thus, if (P3d) were removed, the remaining problem would be convex. In par-
ticular, neither ¢ nor ¢* requires spatial branching and both can be represented
using exponential-cone constraints if supported by the solver.

For spatial branch-and-bound, it is convenient to lift the remaining bilinearities.
To this end, we introduce

T = Oéﬁ@i, Wg,j = 6jhk,j- (51)

Then (P3d) becomes the linear equation
d
Tkzszzwk,ja kzla"'7qa (52)
j=1

and the only nonconvexities are ones in (51).
For a generic bilinear constraint

w=uv, uE¢€ [ﬂaﬂ]v vE [Qa@]a

its convex hull over the bounding box is given by the McCormick inequalities (Mc-
Cormick 1976)

wW>Uuv+vu—u, (53)
w>UuUv+vu—uUv, (54)
w<uv+vu—uu, (55)
w<uv+vu—uv. (56)

For the product ry = o} 0%, the required bounds are
_ g
Oéz S [Qzaaﬁ]a GZ S [Qz70k}7
and for the product wy, ; = B;hi, ;, they are
Bj € [éj’Bj}a hk-,j € [Oaaﬂa

together with the stronger linear relation hy ; < of.
If explicit bounds on the lifted variables are desired, they follow directly and are
given by

: ppp ppP —=ppop —ppP ppp PP =ppp —ppP
Tk € {mm {Qka’ a0y, a0y, %91«} , max {Qkav a0y, a0y, %%H

as well as _
wg,j € [min{O,éjaz},max{O,BjaZ}} .

4. NUMERICAL RESULTS

In this section, we evaluate the poisoning attack on logistic regression and assess
the computational benefits of the convex-analytic reformulation (P3). Section 4.1
describes the benchmark datasets, Section 4.2 the computational setup, Section 4.3
the evaluation criteria, and Section 4.4 the results.

4.1. Datasets. We evaluate the attack on eight binary classification datasets
drawn from the RDatasets collection (Arel-Bundock 2026), namely from the MASS
and ISLR packages (James et al. 2021), and from the UCI Machine Learning Repos-
itory (Kelly et al. 2023). The datasets are chosen to cover application domains
where data poisoning poses a realistic threat: clinical decision support (Biopsy,
breast cancer diagnosis), financial prediction (Smarket, S&P 500 direction), coun-
terfeit detection (Banknote), radar surveillance (lonosphere), and spam filtering
(Spambase (Hopkins et al. 1999)). Spam filters are a classical target of poisoning,
since they are retrained on data that an adversary can partly control; Spambase was
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TABLE 1. Benchmark datasets after preprocessing. m is the total
number of observations, d the number of numeric features (includ-
ing the intercept column), and P(y=1) the proportion of positive

labels.
Instance  Source m d P(y=1) Domain
Biopsy MASS 683 10 0.35 Healthcare (breast cancer)
Smarket ISLR 1250 7 0.52 Finance (S&P 500)
fgl MASS 214 10 0.68 Forensics (glass)
College ISLR 77718 0.73 Education
0J ISLR 1070 11 0.61 Retail (brand choice)

Banknote  UCI 1372 5 0.44 Counterfeit detection
lonosphere  UCI 351 34 0.64 Radar (surveillance)
Spambase UCI 4601 58 0.39 Spam filtering

also used by Mei and Zhu (2015) to evaluate poisoning attacks on logistic regres-
sion. The remaining instances (fgl, forensic glass identification; College, university
classification; OJ, brand choice) complement the benchmark with varying sample
sizes and feature dimensions. Table 1 lists the final instances.

We apply the following preprocessing to every dataset. First, observations with
at least one missing value are removed. Second, the target variable is encoded as
a binary label y € {0,1}; for fgl, whose original target distinguishes several glass
types, we merge the window-glass categories (WinF, WinNF) into the positive class
(y = 1) and the remaining types into the negative class (y = 0). Third, since the
attack model requires features in a continuous box [0,1]¢, only numeric features
are retained. Columns with zero variance are removed because they carry no dis-
criminative information and would produce a degenerate scaling. For Smarket, we
use the predictors of the standard logistic regression example of (James et al. 2021)
(Lagl-Lagb, Volume); in particular, Today is excluded, since the label Direction is
its sign. For OJ, and only there, numeric columns with at most ten distinct values
are removed: store identifiers and promotion indicators encode categories, for which
intermediate values have no meaning, and list prices are linear combinations of re-
tained features. Ordinal scores, such as the predictors of biopsy (integers from 1 to
10), are retained and treated as continuous. Poisoning points may thus take values
that are not physically realizable; since this relaxation only enlarges the attacker’s
feasible set, the optimal training-loss objective value is an upper bound on that
attainable by realizable attacks.

All features are scaled to [0,1]. For each coordinate j, the minimum [; = min; x

i
J
are computed on the training partition only, and the

g

and maximum u; = max; z}

transformation

T = (x5 — 1)/ (u; — 1j)
is applied. If u; = [;, the denominator is set to 1. Test points are transformed with
the same parameters /;, u; and clipped to [0,1], so that all points lie in the same
box as the admissible poisoning features. After scaling, a constant column of ones
is prepended to encode the intercept, so that z; ; = 1 for all training, test, and
poisoning points, as required by the model in Section 2.

4.2. Computational Setup. For each dataset, we perform a stratified split that
assigns 30 % of the observations of each class to the training set and the remaining
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observations to the test set, so that the training set size is

n= Y [03n.],

ce{0,1}

where n, denotes the number of observations with label ¢ and |-] denotes rounding
to the nearest integer, with ties rounded to the nearest even integer. We consider
poisoning budgets ¢ = max{1, |pn]} with p € {6%,10%,15%,20%}. The labels
of the poisoned points are fixed in advance and alternate between the two classes,
so that [¢/2] points have y = 0 and |g/2| have y = 1; the attacker only chooses
their features. The regularization parameter is set to A = 1 throughout.

The experiments are organized into two phases, each addressing a different ques-
tion.

Phase 1: Attack Effectiveness: We first ask whether inserting poisoned points
substantially degrades the classifier. Answering this requires an effective attack
rather than an optimal one, so a local solver suffices, which allows us to repeat
the experiment over 5 data partitions. For each partition, we compare:

e LR: the regularized logistic regression (2), solved with lpopt (Wéchter and
Biegler 2006). Since (2) is strongly convex, a single run yields its unique
global solution.

e PA-L: the KKT reformulation (P2) with the bounds of Proposition 3, solved
with Ipopt from 5 random starting points, with 8 ~ N'(0,0.12]) and the
poisoned features drawn uniformly in [0, 1]. Each run is limited to 300s,
and the solution with the largest upper-level objective value is retained.

Phase 2: Global Optimization: The second question is how much the convex-
analytic reformulation helps global optimization. To answer it, we use one
partition per dataset and compare, with a time limit of 3600 s per instance:

e PA-G: SCIP applied to the KKT reformulation (P2), with only the bounds
of Proposition 3.

e CAR: SCIP applied to the convex-analytic reformulation (P3), with only
the bounds of Proposition 3.

e PA-G+: SCIP applied to (P2), with all bounds of Section 3.4.

e CAR+: SCIP applied to (P3), with all bounds of Section 3.4.

The convex problems (38) and (39) that provide the bounds of PA-G+ and CAR+
are solved with lpopt (tolerance 107%), and each computed bound v is relaxed by
107%(1 + |v]). These bounds are therefore numerical: they are valid up to the
accuracy of lpopt, but not certified. The bounds of Proposition 3, used by PA-G
and CAR, are computed by scalar bisection.

Finally, to avoid evaluating log0 in ¢*, the bounds on a in CAR and CAR+ are
clipped to [1078,1 — 10~%]. All models are implemented in Julia 1.12.3 (Bezanson
et al. 2017) using JuMP 1.29.3 (Dunning et al. 2017), with SCIP 10.0.3 (Hojny
et al. 2025) (relative gap 10, feasibility tolerance 107%) and Ipopt 3.14.19 (tol-
erance 107% for PA-L). Six runs are executed in parallel, with one thread each,
on an Apple M3 Pro (12 cores: 6 performance and 6 efficiency) with 36 GB uni-
fied memory. Phase 1 uses five random partitions (seeds 42—-46); Phase 2 uses the
first of them (seed 42), and the five starting points of PA-L are drawn with seeds
1000p + s, where p is the partition seed and s = 1,...,5 indexes the starts. The
code is publicly available at https://github.com/mariaepinheiro/Poisoning_
Attacks_Logistic_Regression.

In preliminary experiments on a subset of the instances, Gurobi 13.0 (Gurobi
Optimization, LLC 2025) obtained substantially weaker dual bounds than SCIP
for both formulations. We therefore report results only for SCIP, which has the
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additional advantage of being open source, so that all results can be reproduced
without a commercial license.

4.3. Evaluation Criteria.

4.3.1. Attack Effectiveness. A test point x is assigned to the positive class whenever
mg(z) > 0.5 and to the negative one otherwise. Knowing the true labels, we
categorize predictions as true positive (TP), true negative (TN), false positive (FP),
or false negative (FN), and compute two metrics for which a higher value indicates
a better classification. From the resulting true positives (TP), true negatives (TN),
false positives (FP), and false negatives (FN), we compute the accuracy

TP + TN
AC = 0,1 57
TP+ TN 4 7P b (57)
and the Matthews correlation coefficient (Chicco and Jurman 2023)

MCC := 1P TN TP FN el-1,1, (58)
/(TP + FP)(TP + FN)(TN + FP)(TN + FN)
with MCC = 0 when the denominator vanishes. For both metrics, higher values
indicate better classification. Let AC g and MCC_r denote the test metrics of the
clean model LR, and ACpa.L and MCCpa.. those of the poisoned model returned
by PA-L. The effect of the attack is measured by the drops

AAC = ACigr — ACpar, AMCC = MCC g — MCCpa.r, (59)

computed for each partition; a positive drop indicates that the attack degraded the
classifier. To assess the computational cost of the attack, we also record the wall-
clock times of LR and PA-L in seconds. All quantities are reported as mean =+ stan-
dard deviation over the 5 partitions.

4.3.2. Global Optimization. By Proposition 5, Problems (P2) and (P3) are equiva-
lent maximization problems with optimal value z*. The bounds of Proposition 3 do
not exclude any feasible point, and those of Section 3.4 are valid up to the accuracy
of Ipopt. For CAR and CAR+, the clipping of « to [1078,1—1079] is needed because
SCIP cannot evaluate log at values below its tolerance. However, it restricts the
feasible set, so their dual bounds refer to this restricted problem.

To assess the bounds on the variables, we report, for each set of bounds, the
average width of the intervals obtained for j3;, 6!", &P, and of, where the average
is taken over all components and over the four budgets p. We also report the time
needed to compute all bounds of Section 3.4, which is spent before SCIP is started
and is not included in its time limit.

For each method f, SCIP reports a primal bound z;, the objective value of the
best feasible solution found, and a dual bound Zy, obtained from relaxations, so
that

zp < 2" <%y (60)

In addition, (36) yields the analytic bound z* < U := Nlog2 — q¢(—RVd),
which requires no optimization. Since min{Zzy, U} is also an upper bound on z*,
we use it in place of Z; below.

As a method may fail to find a feasible solution within the time limit, we use
the best primal bound of all four methods,

Zbest = MAX{Zpa.G, ZCARs ZPA-G+> ZCAR+
as a common reference, and measure the distance of each dual bound from it by

min{Z;, U} — 2pest
p— . 61
gapf |Zbcst| ( )



20 C. M. COSTA, M. E. PINHEIRO, M. SCHMIDT

By (60), a gap of 0 certifies global optimality, and a gap of, say, 0.2 guarantees
that z* exceeds the best attack found by at most 20 %. Since all methods share the
same reference, their gaps are directly comparable.

To compare the dual bounds obtained for (P2) and (P3) independently of the
primal bounds, we also report, for each set of bounds, the ratio

- min{EpA_G, []} = min{sz_G+, {J}
Inin{ECAR, U} ’ + min{?CAR_H U} ’
A ratio greater than 1 means that the corresponding convex-analytic method pro-
vides the tighter upper bound on z* within the time limit. For each method, we
report z¢, Zf, and gap; in percent, together with the analytic bound U and the
ratios r and .

(62)

4.4. Discussion of the Results.

4.4.1. Attack Effectiveness. Figures 1 and 2 show the test accuracy and MCC of
the LR model and of the poisoned models returned by PA-L for each budget p.
Table 2 reports the corresponding drops and solve times.

The attack degrades the mean accuracy in all datasets, although the mean drops
are small for Smarket. The degradation generally grows with the budget p, reaching
drops of up to 0.29 (Banknote). For Smarket, the clean model has mean accuracy
AC = 0.512, and the observed mean accuracy drops range from 0.003 to 0.012. As
with accuracy, MCC generally decreases with the budget p in all datasets except
Smarket, but its drops are larger and reveal effects that accuracy hides. For College
(p > 15%) and Spambase (p > 10%), the mean MCC of the poisoned model is
close to zero.

The response to increasing p differs substantially between datasets. At p = 5%,
the mean accuracy drop is only 0.014 for Biopsy, compared with 0.132 for Banknote
and 0.260 for Spambase. For Banknote, the drop continues to grow across the four
budgets, whereas most of the accuracy degradation on Spambase already occurs at
p = 5%. The low accuracy on Smarket, however, is already present in the clean
model and does not demonstrate greater susceptibility to poisoning.

A plateau in test accuracy does not imply a plateau in the attacker’s objective.
For Spambase, the mean objective value returned by PA-L increases from approx-
imately 908 at p = 5% to 998 at p = 20%. The attacker maximizes logistic loss
on the clean training data, whereas accuracy and MCC evaluate thresholded pre-
dictions on the test data. Predicted probabilities can change without changing the
predicted classes, and the training and test losses need not respond in the same
way.

Possible explanations for the differences between datasets include the magnitude
of the clean decision scores and the sensitivity of the fitted coefficients to poisoning.
Points that are correctly classified with larger absolute decision scores (i.e., more
negative 6 under the convention of Section 3.1) require larger changes before their
predicted labels change. The coefficient sensitivity depends on the curvature of
the lower-level objective and the gradient contributions of admissible poisoning
points; this relationship underlies influence-function analysis (Koh and Liang 2017).
Moreover, the box constraint permits feature combinations beyond those observed
in the clean data, which may give poisoning points substantial influence. These
mechanisms provide hypotheses for further investigation. The present experiments
do not measure their contributions and therefore do not establish a general rule
relating dataset properties to attack susceptibility. Such comparisons also depend
on scaling and regularization: with the summed loss used here, a fixed A corresponds
to a penalty weight A/(n + ¢) relative to the average loss on the contaminated
training set.
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FIGURE 1. Test accuracy of the clean model (LR) and of the poi-
soned models returned by PA-L for each budget p. Markers: mean
over 5 partitions; shaded areas: + one standard deviation.
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The attack is also cheap to compute. LR takes at most 0.1s, and PA-L, including
all 5 starts, at most 0.73 s on average, except for Spambase, where it takes between
8 and 10s, and about 68s for p = 5%. We stress, however, that these results come
from local solutions of (P2), with no guarantee of global optimality.
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FIGURE 2. Test MCC of the clean model (LR) and of the poisoned
models returned by PA-L for each budget p. Markers: mean over
5 partitions; shaded areas: + one standard deviation.

4.4.2. Global Optimization. Table 3 reports the average width of the bounds ob-
tained from Proposition 3 alone and from all bounds of Section 3.4. Computing
all bounds takes between 0.34 and 434.88s on average over the four budgets (last
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TABLE 2. Attack effectiveness: drops AAC and AMCC as in (59)
induced by PA-L, computed per partition, and solve times in sec-
onds; PA-L times include all 5 starts. All values: mean =+ standard

deviation over 5 partitions.

LR PA-L

Dataset Time (s) ) AAC AMCC Time (s)
5% 0.01440.003  0.03140.008  0.179 + 0.027

. 10% 0.0354+0.010 0.076+0.021  0.183 4 0.022
Biopsy 0:003+£0.001 150/ 007440015  0.158+0.031  0.165 + 0.039
20% 0.099+0.013  0.212+0.028  0.152 +0.019

5% 0.01240.011  0.004+0.039  0.152 + 0.011

10% 0.01140.020 —0.005+0.059  0.166 + 0.021

Smarket  0.003£0.001 470/ (003 £0.025 —002240073  0.197 % 0.035
20% 0.003+0.028 —0.025+0.080  0.201 + 0.022

5% 0.01540.019  0.04940.050  0.039 + 0.007

10% 0.127+£0.035  0.45540.188  0.042 4 0.007

fel 000240001 150 (1724 0.020  0.685 L0085  0.046 & 0.004
20% 0.17140.027  0.692+0.083  0.056 «+ 0.006

5% 01444 0.014  0.44140.049  0.575+ 0.062

10% 0.180+0.010  0.67740.090  0.662 4 0.072

College 001140002 150 (1854 0.006 0.779+£0.019  0.712 +0.113
20% 0.18540.007  0.774+0.018  0.732 + 0.081

5% 0.0354+0.012  0.077+0.028  0.293 + 0.022

10% 0.064+0.009  0.14440.021  0.347 4 0.027

0J 0:006£0.002 150 (0794 0.009 0176 +£0.019  0.351 & 0.020
20% 0.093+0.010  0.210+0.024  0.367 + 0.028

5% 0.13240.007  0.270+0.015  0.207 + 0.014

10% 0.17640.007  0.358+0.015  0.165 %+ 0.011

Banknote  0.003+£0.001 5o/ (9181 0.006 0442 +£0.016  0.137 & 0.006
20% 0.287+0.011  0.596 +0.022  0.129 + 0.009

5% 0.02740.009  0.067+0.026  0.200 + 0.014

10% 0.06840.013  0.17140.033  0.2354 0.028

lonosphere  0.011£0.000 150/ (0941 0.017  0.258 £0.055  0.293 & 0.026
20% 0.099+0.014  0.276 £0.045  0.337 +0.024

5% 0.26040.012  0.667 +0.052 68.059 + 15.025

10% 0.26740.010  0.746 +0.069  8.226 4 0.145

Spambase  0.095£0012 4 0/ (965 £ 0.006 074440010  8.520 + 0.318
20% 0.267+0.007  0.769 +0.018  10.072 + 0.225

23

column of Table 3); except for Spambase, it stays below 8s. This time comes on
top of the time limit of SCIP.

The additional bounds substantially tighten the quantities associated with the
training data: across the 32 individual combinations of datasets and poisoning
budgets, the width of the bounds on f is reduced to between 18 % and 67 %, and
that of the bounds on the margins 8" to between 5 % and 38 % of the width obtained
from Proposition 3. In contrast, the quantities associated with the poisoning points
are hardly affected. The bounds on &P, and hence on 6P, are unchanged in 24 of
the 32 instances and only moderately tighter in the others. Since the sigmoid
saturates quickly, the bounds on a?, and therefore on h, remain essentially [0, 1] in
all instances. Table 4 reports the primal bounds, dual bounds, and gaps (61) of
the four methods. PA-G+ finds a feasible solution in every instance, and its primal
bound is within approximately 0.02 of the maximum zpes; over the four methods,
which we use as a common reference; it therefore does not depend on the solutions
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TABLE 3. Average bound widths with the bounds of Proposition 3
only (Prop. 3) and with all bounds of Section 3.4 (All), and time
to compute all bounds. Mean over the four budgets p.

B ot &P P Time
Dataset Prop. 3 All  Prop. 3 All  Prop. 3 All  Prop. 3 All (s)
Biopsy 17.87 11.69 26.03 9.69 56.51 56.51 1.000 1.000 1.46
Smarket 24.18 6.33 38.22 2.56 63.97 44.29 1.000 1.000 4.80
fgl 9.98 4.64 15.76 3.75 31.57 31.57 1.000 1.000 0.34
College 19.10 11.75 37.88 7.92 81.02 81.02 1.000 1.000 7.34
0oJ 22.36  10.63 42.49 7.23 74.17 74.17 1.000 1.000 5.39
Banknote 25.34 10.03 38.74 4.69 56.66 49.88 1.000 1.000 3.63

lonosphere 12.85  6.77 51.90  8.18 74.95 74.95 1.000 1.000 4.59
Spambase 46.38 25.41 53.37 11.80  353.20 353.20 1.000 1.000 434.88

found by CAR+. None of the 128 runs certifies global optimality: all of them stop
at the time limit of 3600 s.

On the primal side, PA-G+ finds a feasible solution in all 32 instances, PA-G
in 29, CAR in 26, and CAR+ in 24; the primal bounds of CAR and CAR+ are up to
6 % below 2pes;. The methods therefore differ mainly in their dual bounds. Within
the time limit, the dual bounds of PA-G and PA-G+ never improve on U, so both
attain the gaps given by the analytic bound, between 4.2 % and 227 %. CAR and
CAR+ improve on U in all 32 instances; their gaps range from 4.2% to 78.3 %.
CAR+ and CAR attain the same displayed gap in 24 instances, and the largest
difference is 7.5 percentage points, in favour of CAR (biopsy, p = 15%). Compared
with PA-G+, CAR+ reduces the gap by a factor of up to 4.35 (median 1.6); the
improvement decreases with p and is negligible on Smarket.

The additional bounds lower the dual bounds of PA-G+ by about one order
of magnitude, although not below U, whereas those of CAR+ barely change. This
difference reflects the structure of the two formulations. In (P2), the training points
enter through the sigmoid and the softplus, whose relaxations improve with the
much narrower bounds on 6" (Table 3). In (P3), they enter only through affine
constraints and the convex functions ¢ and ¢*, which are relaxed well regardless
of the bounds; the only nonconvexity, (P3d), involves the poisoning points, whose
bounds are hardly tightened.

Figure 3 shows the dual-bound ratios (62). Both are at least 1 in every instance,
so CAR+ never yields a weaker bound than PA-G+. They lie between 1.00 and 2.02
and decrease with p in every dataset except Smarket, where they remain at 1.00;
on Spambase, they are at most 1.04. r and r differ by at most 0.05.

5. CONCLUSION

We have developed a convex-analytic reformulation for poisoning attacks against
{y-regularized logistic regression. By exploiting convex conjugacy and a change
of variables, we obtain a concave maximization objective and affine stationarity
conditions, with nonconvexity isolated in bounded bilinear constraints. We derive
valid variable bounds and convex preprocessing problems for tightening them.

Our experiments on eight binary classification datasets show that attacks ob-
tained by local optimization degrade predictive performance on most datasets. The
convex-analytic formulation substantially improves the dual bounds reported by
SCIP compared with the direct stationarity formulation, while the reported primal
bounds are similar. Nevertheless, no run certifies global optimality within the time
limit of 3600s.
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TABLE 4. Primal bounds z;, dual bounds Z; (SCIP, time limit
3600s), analytic bound U, and gaps (61) in %. Smallest gap of
= no feasible solution found.

each instance in bold;

W@ »

Biopsy Smarket fgl College OJ Banknote lonosphere Spambase
p=5%
PA-G  45.55 261.98 33.37 102.44 150.43  209.98 52.84  912.97
; CAR 43.83  260.37 33.37 102.45 150.44  207.11 52.85 -
£f PA-G+ 45.55 261.98 33.37 102.44 150.43  209.98 52.84  912.97
CAR+ 4555 261.98 33.37 102.45 150.44  210.00 52.85 -
PA-G  3016.9 9190.6 475.4 6411.4 10223.3  9856.9 3843.3 48918.4
- CAR 73.8 2729 36.5 126.1  180.4 248.6 62.5 967.4
f PA-G+ 661.5 330.5 63.7 867.1  967.9 607.3 3732  6728.7
CAR+  73.8 2729 36.4 126.1  180.4 248.8 62.5 967.4
U 149.0  273.1 46.4 170.5  233.6 300.1 76.9  1004.4
PA-G  227.1 4.2 39.2 664 55.3 42.9 45.6 10.0
ap (%) CAR 62.1 4.2 95 23.1 19.9 18.4 18.3 6.0
8ap (70 pa G+ 2271 4.2 392  66.4 55.3 42.9 45.6 10.0
CAR+  62.0 4.2 9.0 23.1 19.9 18.5 18.3 6.0
p=10%
PA-G  57.66 264.21 35.17 117.35 166.57  233.66 60.64 -
; CAR 57.67 260.40 35.17 117.36 166.58  233.68 60.65 -
B PA-G+ 57.66 264.21 35.17 117.35 166.57  233.66 60.64  951.82
CAR+ 57.67 264.22 35.17 117.36 166.58  233.68 60.65 -
PA-G  3606.1 9534.6 571.0 6446.8 10516.6 10227.6 3907.6  50069.5
- CAR 101.3  286.1 40.6 146.6  207.7 286.1 72.3  1024.0
f PA-G+ 886.7 395.3 88.5 916.3  974.2 697.1 4255  7424.0
CAR+  98.9 286.1 40.4 146.6  207.7 285.0 72.3  1024.0
U 156.0  286.3 485 178.1  244.7 314.0 81.1  1052.2
PA-G 1704 8.3 380 51.8 46.9 34.4 33.7 10.5
ap (%) CAR 75.7 8.3 153 24.9  24.7 22.4 19.2 7.6
8aP {70) pa.G+  170.4 8.3 380 518 46.9 34.4 33.7 10.5
CAR+ 715 8.3 14.8 24.9  24.7 22.0 19.2 7.6
p=15%
PA-G  69.63 266.07 37.04 128.34 178.98  253.10 64.65 -
; CAR 65.42 265.68 37.05 128.35 ~ 25312 64.65 -
£y PA-G+ 69.63 266.07 37.04 128.34 178.98  253.10 64.65  977.53
CAR+ 69.49 265.98 37.05 - - 25229 64.65 -
PA-G  3722.0 10055.4 627.1 7028.3 10521.7 10554.1 4074.1 51194.8
- CAR 119.0  298.6 457 162.2  230.1 316.6 78.2  1072.9
f PA-G+ 937.4 456.8 108.5 972.4 1063.7 753.5 473.9 82394
CAR+ 1242 2085 45.7 162.2  230.1 316.7 78.2  1072.9
U 163.6  298.7 51.3 186.5  255.8 328.6 84.6  1100.0
PA-G  134.9 12.3 385  45.3 42.9 29.8 30.8 12.5
ap (%) CAR 70.8  12.2 23.4 26.3  28.6 25.1 20.9 9.8
8ap (7) pa G+ 134.9 12.3 385 453 42.9 29.8 30.8 12.5
CAR+ 783  12.2 23.4 26.3  28.6 25.1 20.9 9.8
p=20%
PA-G  78.77 267.85 38.34 136.93 189.30  268.10 67.49 -
. CAR 78.78 261.53 38.34 136.94 ~ 268.12 67.50 -
2y PA-G+ 78.77 267.85 38.34 136.93 189.30  268.10 67.49  998.70
CAR+ 78.78 ~ 3834 135.25 ~260.29 67.50 -
PA-G  3814.9 10424.3 613.8 7235.6 11051.3 10867.7 4152.8  52295.9
- CAR 134.1  311.8 49.0 174.2  249.1 337.1 83.3  1141.2
f PA-G+ 981.4  517.3 119.8 1038.8 1156.5 811.6 499.4  8848.3
CAR+ 134.1  311.8 49.0 1742  249.1 337.1 83.3  1122.1
U 170.5  311.9 53.4 194.8  266.9 342.4 88.0  1147.9
PA-G 1164 16.5 39.2 422 41.0 27.7 30.4 14.9
ap (%) CAR 70.3 16.4 27.8 27.2  31.6 25.7 23.5 14.3
8aP {70) pa G4+ 116.4 16.5 39.2 422 41.0 27.7 30.4 14.9
CAR+ 70.3 16.4 27.8 27.2  31.6 25.7 23.5 12.4
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Future research includes deriving tighter bounds on the poisoning variables and
strengthening the relaxations of the remaining bilinear terms to reduce the opti-
mality gaps. The reformulation relies only on the convex conjugate of the loss and
on the stationarity conditions of the lower-level problem, so it may extend to other
classifiers trained by regularized convex loss minimization, such as multinomial lo-
gistic regression or other generalized linear models. Finally, global bounds on the
damage an attacker can cause are a natural starting point for defenses against poi-
soning. They can certify the worst-case effect of a given budget and guide the
design and evaluation of robust training methods.
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